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# vlim/multimodal/inputs.py
# FIWREK _is_dense, A THRIKEETEY CUDA pitched memcpy FH# N
def _is_dense(t: torch.Tensor) -> bool:
"""Whether "t 's elements fill a contiguous storage range, possibly
permuted (e.g. a transposed matrix). Such layouts can be copied with
pitched cudaMemcpy2D/3DAsync directly from pinned memory, whereas
gapped layouts (e.g. strided slices) stage through a pageable temp."""
if not t.is_contiguous():
#RERTHER (permuted) EXEEWNHE (WL ELEME)
expected_stride = 1
#IREERNA T, UINEEEAEN stride FFF
for stride, size in sorted(zip(t.stride(), t.shape)):
if size > 1:
if stride !|= expected_stride:
return False
expected_stride *= size
return True

# BRENHRERKE H2D #ILRE, EMT pin_memory 3k
def _nested_tensors_h2d(

tensors: NestedTensors,

device: torch.types.Device,

*

pin_memory: bool = False,
) -> NestedTensors:

if device is None:

return tensors



def _h2d(x: torch.Tensor) -> torch.Tensor:

if not isinstance(x, torch.Tensor):
return x

#XEZEE WREZEERNGFHEKEE CPU L,

# BREMARBZRMRIEESE, WElZEZEARFEIA

if pin_memory and x.is_cpu and not (x.is_pinned() and _is_dense(x)):
# REEZEARNGEHEFEE, BEREEFTEIAEE
x = x.new_empty(x.shape, pin_memory=True).copy_(x)

# PUTIEFRE H2D # I

return x.to(device=device, non_blocking=True)

return json_map_leaves(_h2d, tensors)

viim/v1/attention/backends/flashinfer.py

FlashInfer JE & A/ LM L5, Halk prefill/decode MR ERY CPU &4 X it A E
ENF, REFF H2D #H %,

# vlim/v1/attention/backends/flashinfer.py (prefill $&42~15 )

# EMZE prefill TEIER, A plan() RFCEEEE

paged_kv_indptr_prefill_cpu = self.paged_kv_indptr.cpul
prefill_start : num_reqgs + 1

]

# .. HZHXIH ...

# RBEMBA: E plan() AT, #ARXE CPU ZFRATEZARNAEF
# plan() WERE A non_blocking=True #4T H2D # 1
if PIN_MEMORY:
go_indptr_prefill_cpu = qo_indptr_prefill_cpu.pin_memory()
paged_kv_indptr_prefill_cpu = (
paged_kv_indptr_prefill_cpu.pin_memory()
)n paged_kv_last_page_len_prefill_cpu = (
paged_kv_last_page_len_prefill_cpu.pin_memory()

)

# KB EAFENEFXEEL prefill_wrapper.plan()

prefill_wrapper.plan(
go_indptr_cpu=qgo_indptr_prefill_cpu,
paged_kv_indptr_cpu=paged_kv_indptr_prefill_cpu,
#...

)
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