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MTRE

« —A1iE: R/INEE top-p RAELILFIFATIL split-row Triton WAX, KiERAMEEE,

« EMME: Z PR E—NERENMEMRI, EEFEITZ, EBOMEET: 1) BRT TR
NHATHEER (split-row pipeline) FRRFEEIHE TR, 2) BT EELRENR

CEEHME. BEE. HEM tie-break) HBMET EITMIR, FEIXNE S XFUTRITR

% a) split pipeline W& & Hfo5 BAARNAZBITME; b) pivot search BIFATIHASHE
MEFHFE; c) WEIEFRSIA host EFEIRIIR T RIE CUDA-graph #&&M, RN, &8
EHERNRE LM (batch <= 64, 3E FlashInfer B&12) .

THHES BAL

% PR BB BN ZMER vLLM S EXMHEET (NMLE. 45 top-p BREER/ITIE
top-p) EYMERENRSN. PR body PAFATEH : 'The monolithic kernel above assigns one
program per row, so at small batch sizes nearly all SMs idle and every full-vocab
sweep is latency-bound'. ##y split-row pipeline & ZE#EiH4T1L pivot search K FARX—
FR#&|, #ELb PyTorch sort B2 B 89IENL,

SRR

1. #3¥ split-row top-p pipeline (vlim/v1/sample/ops/topk_topp_triton.py): #3344 530 1T
RAL, 2T —FEHWNFITAZE, BORIEHE _apply_topp_split REkthiE, &h@ET
_topp_sb_stats_kernel 34T+ EF4T logits WAEITE (FRAME. fo. B/IME. ARITED)
, RIEHEI _topp_sb_step_kernel EZ 5 (BRIA 5 #) FHATHAT pivot R, &R
_topp_sb_mask_kernel KL F top-p #53, XEZITERERRSFE host Rk E, MES
383 _topp_sb_combine MIRLERFILRITHE bracket chain, #afxT CUDA-graph
FAE AR E M,

2. B BEARAAZRAEZEE (viim/v1/sample/ops/topk_topp_triton.py,
vlim/v1/sample/ops/topk_topp_sampler.py): & _topk_topp_kernel ®¥73g
SPLIT_COVERS_PONLY #F¥ 2, HRET standalone top-p 24X M5 MH. & split
pipeline BABAIEHE p-only 4T (k >= vocab) B, HBE{ARZESBLTXELT, FE, #
T apply_top_k_top_p FETF batch size >= 8 WBEHIG|1¥E, KHAE—RA
apply_top_k_top_p_triton, ©RNERZFEREMEHBATZE split B,

3. BEREHETIEEZRITH top-p |&AL (viim/v1/sample/ops/topk_topp_triton.py): T
HBARKNEE standalone top-p 9% %, 3| AT %M run_standalone, RAE Y split



pipeline &% p-only 1T (SPLIT_COVERS_PONLY) B %8478 k < VOCAB_SIZE B (5
IIBESEADST) |, AIB4T standalone top-p, F{RIX AT RS,

4 (BENREERENHEM (vVim/vl/sample/ops/topk_topp_triton.py): EEF T
_topp_sb_mask_kernel AR EE (tie) /IEEIE, WMHFET IHRIEREHEN
tl.atomic_add(COUNTER + row, cnt) AR, BRAEBMRZEPEELIR, % slice/ R
SR E A ELE B ECEN, FRIRE EAMNAZA PyTorch SZ3AT A —3K,

5. I EVINR (tests/vi/sample/test_topk_topp_sampler.py): Hm7T
test_mixed_batch_grammar_rows_get topp #u test_topp_tie_break_deterministic FA™
MERAG, 23 IIER & H#E FIB7ATRSITEY top-p EEFMEUR AR E 8 A IR R A E
{3

R

« vlim/v1/sample/ops/topk_topp_triton.py (&R KAFtx; 27| source; KA core-logic
. f&5 _topp_sb_stats_kernel, _topp_sb_step_kernel, _topp_sb_mask_kernel,
_apply_topp_split) : #ZOTE X, SZILT #HH split-row Triton RAEAEFXTIA RAZH
REBK, EMRERAR bug BENEZHIK,

. tests/v1/sample/test_topk_topp_sampler.py (#3k RAEMIR: X5 test; LR
test-coverage; 5 test_mixed_batch_grammar_rows_get_topp,
test_topp_tie_break_deterministic) : #TEFR DR BARIINIR, EERIET PR EEHNHA
AN Th BE IE A 18] &L,

« vlim/v1/sample/ops/topk_topp_sampler.py (#3k R+ RE; £5| source; KA
entrypoint; 5 apply_top_k_top_p) : MEQXZENEK, BT ET batch size 1§
B ImED RA2EHE, KRE TR triton L3,

XS apply_top_k_top_p_triton, _apply_topp_split, _topp_sb_stats_kernel,
_topp_sb_step_kernel, topp_sb_mask_kernel, topk_topp_kernel

KBRAL B EX
vlim/v1/sample/ops/topk_topp_triton.py

R B, SZILT HE split-row Triton AASEAITILA AZEESIR, ZMEEERA Ao
bug & E K EE K,

# vlim/v1/sample/ops/topk_topp_triton.py ( XK E&: split pipeline
IO H BT 5 BIRRNAZN R G2 B )

# BIRKRAZF, standalone top-p BIEETRGE A, X5 split pipeline #E,
# % SPLIT_COVERS_PONLY X E (split pipeline B B3 p-only 1T) Hf,
# BIKRAZ R "k < VOCAB_SIZE" #94T384T standalone top-p.
# XFAR T 1IBAREIEIT (k < vocab BAR logit <= k) 1HRBEFE top-p &LIFE,
if TOPP_ENABLED and final_pivot == -float("inf"):

#### STANDALONE TOP-P SAMPLING ####

# When the split top-p pipeline co-runs (mixed top-k + top-p +

# batches), it covers p-only rows (k >= VOCAB_SIZE); skip those

# here. Rows whose top-k was a no-op because they have <= k

# finite logits (e.g. grammar masks) are NOT covered by the



# split pipeline and must get standalone top-p here.
run_standalone = True
if SPLIT_COVERS_PONLY and TOPK_ENABLED:
run_standalone = tl.load(K + row_id) < VOCAB_SIZE
p = tl.load(P + row_id)
if run_standalone and p < 1.0:
# ... (4T standalone top-p BIRAEZ4E )

# A XEE, #FH split pipeline BOZAFRIKT,
# #K7T “batch >= 8 BI148, L&—AA triton LI, HAIRRZTERZ,
def apply_top_k_top_p_triton(logits, k, p):
#... (5%EE)
use_split = (
topp_enabled and batch_size <= _SPLIT_MAX_BATCH and logits.device.type == "cuda"

)
# WR use_split NE, ME5N split pipeline B9Z MR,
# TN, BhBEIRRAZ ~_topk _topp_kernel™, #{EAN SPLIT_COVERS_PONLY #r&.

TSR A

1. Eoathib 2 ERE: AF cakeng $EH Y ATSIINEREEE MBI ITEA FREIRS (
ROUND * (S* 3 *F)) , #2BWREHELEN pivot 5 (S*4*(F+2) , AT
mask NIZEREE| step AZFLURDVRNZRBTH. 1EE njhill BEFREIR T iX&EIN, B4
& didn't end up really simplifying the code much and regressed performance a little
across all batch sizes”, XZ—/NHA M RES RS EVE M Z 8BRS, 1EE3EF T AT
PERER T

2. TheeIEFAME Bug RE|: coderabbitai ( BahiF® ) 8 T — N XBEHTHREEHMEM: &
B4 top-k/top-p #HEF, WMEFE k < vocab BAR logit HEBH/NTFET k 8947 (ImE
SERLAT) |, IZATEERSWEA T standalone top-p BIBARZALIE (R AEMH
SPLIT_COVERS_PONLY and TOPK_ENABLED %3X run_standalone A False) , A&
# split pipeline %38 (EHEBE k < vocab BI4T) , K top-p BEREF., (FEHER
WK 0940e82b7f BE T WER, BPLT run_standalone BIH| BT &M,

3. EMEEMEE : FEFEH coderabbitai iIRBIFBEEAEELRRK 0da780c4af FEE,
split pipeline B4 mask NZREFERAR FRIELQEREZEERSN, FREEFINFAHRE, BE
B RERAEMEZ | LLE, HI% slice INFHE AR, ERT
test_topp_tie_break_deterministic s,

o EURRAEING MEREARET (design): EZURILI, FRARESEIEK, NEFFMHERENR
B, XE—ANABRANRITRE, REeMEmIERDEENE,

OREHEPIZEBIITE L top-p B bug (correctness): 1EEBE T &4, HIREMAR
RZIE split pipeline IATEMIA k < vocab BI4THUT standalone top-p.

« HREE RIBAHE MR (correctness): 33 B 5 F EAHTIENR
test_topp_tie_break_deterministic ##& 7 &, #fRx TS5 PyTorch SZIay—EM,

R 5 B



o RS

1. EHMERYIRNG: FTHFTAZZBEESR, FREW pivot BR. REREFURE
S48, BERRERE: (a) 5EERZK PyTorch SIERZIERT (Wiksk logits
{E. = batch. JBREHER) WERLRIK (b) EBEBEREIT RN | ANITFMH
run_standalone = tl.load(K + row_id) < VOCAB_SIZE B EHEFFAMXIZ R T IEM, I
BIEYIMR, (test_mixed_batch_grammar_rows_get_topp,
test_topp_tie_break_deterministic) BHEZAELNIE, BEBETEB EFTAHE,

2. MEEEBRR XS : B PR body 32t T GB200 L&y MaEXkIE, 1B split pipeline {X ¢
batch <= 64 B# % top-p HEERER, RRAET: (o) X TFREELZMHH batch (>64
4h top-k) HF& (CPU/XPU) , BEAE, T#m; (b) XTHEFMH batch, #
BRENFAHE ZAREED. REREGER) 2EEMAEEG (F52MKm GPU) L&R
mFREERZR, REH2THE.

3. ZREMRFE: ZEEMBKT apply_top_k_top_p_triton IRERD KB, HBRKRT

apply_top_k_top_p FE-TF batch size BIRBIRILFF X, FTAIKBIZREAIEIR (4o
sampling &) BT AETRERZ M, TEMIR HAS_TRITON FREELRREFE (CUDA,
ROCm) T IEFARBRX FIRAS,

- B

1. AR XTER vLLM #THEBNAF, YBAEE Flashinfer XAEREZ (Bl
{£ ] per-request generators. fpb4-gumbel. processed-logprobs #=,) E batch
size B/ (<=64) B, top-p RHZEREEERM, A TRAELRSHWEHLEF R
MR, £ GB200 B L, X—K#ALNAE (FX 5.4x k) ,

2. XRAGHEM: ZTEMMAT VLM ZAOXEEF (viim/vl/sample/ops/) HIMEEE, B
TIHEZERBRANXBMRM, ERAEMBRRLEN, KV REEENAEZE, FLYA
SZHAMI AN REREA R, FIEAIAAZIEM T R E R E KR L KA,

3. XEIABIR M : % PR B T EA Triton w5 & BEFRAT NAZAR RAF E M REFRFNEY B A,
BE 8 bug (BVAERITEK top-p, HAEME tie-break) & T XAEhRENEE L, &
ARIAEME T X TUFREAZE BRHITHRAALEAFTZCNEREZR, - RRefrid: &
RRMEBETE |, JIAFTRARERE , EAMELREGAR

KRR EE

- LA EKEX PR



