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« vlim/v1/worker/gpu/model_runner.py (&3 #=A54T; 5| source; R core-logic;
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vilm/utils/gc_utils.py

#7138 freeze_gc_for_cudagraph_capture context manager, ZAVRE B GZBERIK, M
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freeze_gc_for_cudagraph_capture (vliim/utils/gc_utils.py)

import gc
from contextlib import contextmanager

import vllm.envs as envs

@contextmanager
def freeze_gc_for_cudagraph_capture():
"""Freeze and disable gc for the duration of bulk CUDA graph capture.

A gc cycle during stream capture can invalidate the captured graph,
e.g. a finalized Triton kernel unloads its module. Opt out with
VLLM_ENABLE_CUDAGRAPH_GC=1.

# DA RORE, BREMRFRIKRE, MARELFKFME enable



gc_was_enabled = gc.isenabled()
# HAFRAAM—REBERK, RIEESALRERETEN
gc.collect()
# AR EERM opt-out, FLLIFHRTTREKBIHIREA R LFF GC 1TA
should_freeze = not envs.VLLM_ENABLE_CUDAGRAPH_GC
if should_freeze:
gc.freeze()
# gc.disable BEFFIEFEIR PR L gc FHA, #% Triton kernel
# finalize BFEIEX module S B IRHIE k3K
gc.disable()
try:
yield
finally:
if should_freeze:
try:
gc.unfreeze()
# BHEZ—EKk—RK, #M bulk capture BAlE3X descriptor BIEHE
gc.collect()
finally:
if gc_was_enabled:
gc.enable()
else:
gc.disable()

vlim/v1/worker/gpu/model_runner.py

V2 runner B capture_model ZEMNEFRREHAD, & PR A freeze L TXBEE, Ek
WY GC RS BEELKBNIE, HBHREN ge.collect().

capture_model FEIEA B (viim/v1/worker/gpu/model_runner.py)

@torch.inference_mode()
def capture_model(self) -> int:
assert self.cudagraph_manager is not None
capture_encoder = (
self.model_state.supports_mm_inputs
and self.model_state.encoder_runner.has_cudagraph()
)
capture_decoder = self.cudagraph_manager.needs_capture()
if not capture_encoder and not capture_decoder:
return 0

start_time = time.perf_counter()
# AN freeze ETFXEAFEA bulk capture: HAEE gc FAHA
# ¥[8 finalize Triton kernel #E13H module, 1E33R A9 E £ 3K
with freeze_gc_for_cudagraph_capture():
torch.accelerator.empty_cache()
start_free_gpu_memory = torch.accelerator.get_memory_info()[0]

with self.maybe_setup_dummy_loras(self.lora_config):



if capture_encoder:
self.model_state.encoder_runner.capture()
if capture_decoder:
input_buffers = self.input_buffers
if self.pcp_manager is not None:
input_buffers = self.pcp_manager.input_buffers
self.cudagraph_manager.capture(
self.model,
self.model_state,
input_buffers,
self.intermediate_tensors,
self.block_tables,
self.attn_groups,
self.kv_cache_config,
pcp_manager=self.pcp_manager,
has_lora=self.lora_config is not None,
use_aux_hidden_state_outputs=self.use_aux_hidden_state_outputs,
lora_capture_hook=create_lora_capture_hook(
self.lora_config, self

)
if self.speculator is not None:
with use_workspace_lane(self._draft_workspace_lane):
self.speculator.capture()
if self.adaptive_verification is not None:
with self.step_timing.collect() as timings:
for batch in self.adaptive_verification.batches_to_profile(
self.cudagraph_manager.captured_token_counts()

self._dummy_run(**batch)
self.adaptive_verification.set_initial_cost_curves(timings)

end_free_gpu_memory = torch.accelerator.get_memory_info()[0]

elapsed_time = time.perf_counter() - start_time
cuda_graph_size = start_free_gpu_memory - end_free_gpu_memory
logger.info(
"Graph capturing finished in %.0f secs, took %.2f GiB",
elapsed_time,
cuda_graph_size / (1 << 30),
)

return cuda_graph_size

viim/compilation/breakable_cudagraph.py

per-descriptor JEIE B R BIERA 10 FHERE, FHBGTRZMRERTNEREE S
, B®E freeze LT XEEHRIFIEX,

_capture &MLERE  (viim/compilation/breakable_cudagraph.py)



def _capture(
self,
entry: BreakableEntry,
args: tuple[Any, ...],
kwargs: dict[str, Any],
) -> Any:
validate_cudagraph_capturing_enabled()
entry.input_addresses = self._collect_tensor_addresses(args, kwargs)

if self.graph_pool is not None:
set_graph_pool_id(self.graph_pool)

else:
set_graph_pool_id(current_platform.graph_pool_handle())

# FohIEsh capture_begin/end 483X 7 torch.cuda.graph() B& 8
# gc + empty_cache, BEXBRAZEMEH pre-capture FIHE,
# 1B bulk capture B ® freeze_gc_for_cudagraph_capture &—&HE,
# B descriptor EE PUTAFER 0.3s, RAFKITEIBKRA 10 FEERE,
# FTUUE gc A Ok%) BBk lazy capture 1R 8 B EEHE,
if gc.isenabled():
gc.collect()
torch.accelerator.empty_cache()
# [ offloader B9 copy stream, ¥ % pre-capture BIFRECH SR &
get_offloader().sync_prev_onload()

capture = BreakableCUDAGraphCapture(pool=self.graph_pool)
with capture:
output = self.runnable(*args, **kwargs)
# EEJ/G— segment XH]HI join offloader B copy stream,
# TN 4 forward £ "unjoined stream" %
get_offloader().join_after_forward()
# 7 capture EF3XA%3585| A, it cudagraph pool SZERE A%

output = weak_ref_tensors(output)

entry.capture = capture
entry.output = weak_ref_tensors(output)
return output
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