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[Kimi Bug] Fix gdn build_attn_metadata ~'KimiK3KDAMetadataBuilder' object has no attribute '
layer_names'”
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« —4]3&: ML layer_names #iatt, & Kimi-K3 BahaR %

 EDME: EERERE, TERIR. XE—NHEA G ERBNHSBEMERARK T
228 bug £H: MERBIFRSHAREE. WRIER super().__init__, BEEFEHARZ
BMAEREAR R, X VLLM 43 attention metadata builder & B R AR S5
ME, ZINEIELE£E AttentionMetadataBuilder £E A TEFHBEMHES,

TN EES BAL

PR body ¥ T ZEE M4 viim serve moonshotai/Kimi-K3 --trust-remote-code
--tensor-parallel-size 8 ... -—use-replayssm --speculative-config '
{"model":"RadixArk/Kimi-K3-DSpark","method":"dspark",...}'s ZBE T worker /& zhBl AR R
, ¥3E M viim/models/kimi_k3/nvidia/kda_metadata.py:346 B4 get recoverssm_context:
layers = [forward_context[layer_name] for layer_name in self.layer_names], &
AttributeError: 'KimiK3KDAMetadataBuilder' object has no attribute 'layer_names's &
E & GDN /Fifty GDNAttentionMetadataBuilder. init_ 38 layer names S¥&BREF,
BT ¥t RAGRE T IBBENEA bug.

SCELHF AR

1. 2R E: GDNAttentionMetadataBuilder.__init__ (
viim/v1/attention/backends/gdn_attn.py) RFEERET self.vlim_config = vlim_config
fn self.kv_cache_spec = kv_cache_spec, Ba%t 7 &%
AttentionMetadataBuilder. _init_, SBHMEREKSEK layer names MEKEH,
KimiK3KDAMetadataBuilder YEAH-F3EE RecoverSSM £ TF X BIEZE self.layer_names
B AR R B

2. B8 AN head RAEFITFNRELE A —4 super().__init__(kv_cache_spec,
layer_names, vlim_config, device), B&E % —5%EmMK layer_names. kv_cache_spec.
vllm_config. device @ MI#IE1; compilation_config. speculative_config. GDN
prefill JE3RAEMNT. num_spec / use_spec_decode 5 CUDA Graph L[S GDN 4553218
RIFAE, XHTEMBERMEKL, WERT BRUEFIRERS TR NEMERE,

3. BRESRIE: ARRAFEHEBONRA M, EYIFREMRF Buildkite CI (PR AARKX T CI
32 #86428) FFmpEMeL., BWNEENE—RRELNM S builder 8 layer_names



BIERLA, b RREME RS EEAN,
R

« vlim/v1/attention/backends/gdn_attn.py (#£3k 5EE A E3; 25| source; KA
core-logic; 5 GDNAttentionMetadataBuilder.init) : HE—#ZE B X4,
GDNAttentionMetadataBuilder.__init_ AF{TF s RER AN IAA super().__init__, &£
layer_names B MEE L 3K Kimi-K3 BaliTk, 22N PR B#Z%,

FEAS: GDNAttentionMetadataBuilder.init

KR B B]

viim/v1/attention/backends/gdn_attn.py

ME—B T B S, GDNAttentionMetadataBuilder. init  MERATFshRAER N R A
super().__init__, 1% layer_names BMHAF R Kimi-K3 Bai#ER, ZEA PR B9,

class GDNAttentionMetadataBuilder(AttentionMetadataBuilder[GDNAttentionMetadata]):
""GDN £&/ME3F & A8 metadata builder,

BER °_init_ > EIE4 “self.vlim_config®. “self.kv_cache_spec” W/H,
FABET 5%k “layer_names”, F3K Kimi-K3 #89F32& builder £ RecoverSSM
EFTFXEHE “self.layer_names” B AttributeError,

kv_cache_spec: MambaSpec
_cudagraph_support = AttentionCGSupport. UNIFORM_BATCH
reorder_batch_threshold: int = 1

def _init_ (
self,
kv_cache_spec: MambaSpec,
layer_names: list[str],
vlim_config: VlImConfig,
device: torch.device,

# REMEE . BIHELFE—RE kv_cache_spec / layer_names /
# vlim_config / device, AR BN FRE, #BRHE XK layer_names
super().__init__(kv_cache_spec, layer_names, vlim_config, device)

# TE% GDN A E: prefill Ei%. #&HAR., CUDA Graph LR

self.compilation_config = vlim_config.compilation_config

self.speculative_config = vlim_config.speculative_config

from vlim.model_executor.layers.mamba.gdn.qwen_gdn_linear_attn import (
_resolve_gdn_prefill_backend,

self.gdn_prefill_backend: Literal["triton", "flashinfer",
_, self.gdn_prefill_backend = _resolve_gdn_prefill_backend(vlim_config)

cutedsl"]



if self.speculative_config:
assert self.speculative_config.num_speculative_tokens is not None
self.num_spec: int = self.speculative_config.num_speculative_tokens
else:
self.num_spec = 0
self.use_spec_decode: bool = self.num_spec > 0
self._init_reorder_batch_threshold(1, self.use_spec_decode)

EaNT

% PR RA LR review i1i8: claude[bot] {R#H ©EFEERERT, njhill E# APPROVED
(TIFRXF)

M diff A& 7R AAMEAE BRI ERE

« BB EIFT ZH super().__init__(...) iR ZE GDNAttentionMetadataBuilder Bxh—4T
self.layer_names = layer_names, ®IZ#it GDN builder EIR|FFA attention metadata
builder £Z MBI A L, R device FHAMEL B MR RFFEIR;

- head BRAMPMR T FLETEHEAY self.viim_config / self.kv_cache spec W{H, BMEKANH
HEG—HD, BUHELSEXARE, EXREBRATT, FEEPENBOETFLETESRE
ERIEE,

- BEHFRN: AR super().__init__mIEFEIE layer_names BRAE (design): I
super().__init__ &, layer_names. vlim_config. kv_cache_spec. device ¥H %—#i&1b

AH, B%EEMEBERREOR,

R 5 B

- R
« M3 MATAEYI: super().__init__ 5FhIBMER Z R E T EAE T REX X B MM S AR
(IR RTAE. SREFE) . B AttentionMetadataBuilder £EF B2 HFME, BEAN

M2AE, BFIEERRE, BELEBEERBREMNESEE,

« BROOMIREE: PR KRFIEIT layer_names BHERANETNIR. ZER[GRE THRAK M
BEPRRERERT RN, REMAFIFNE, RKREMTREFRERF,

- HUSEE%E: R GDN EEAEH (Kimi-K3. Qwen GDN &MSFEA#ERE) | R
W R EAE R G mAEATR R, KR E,

- AP/ 2% 1% Kimi-K3 + DSpark $#Z#A#S + RecoverSSM + RIBREHFAEHN BB
B, ZERENATZEATH,; BERBITRITARE, THEZR,

« FRA: B 3 /TERE, &FRAME. BIREAD, &2 Kimi-K3 LR sfa e ANEE
H—3F,

- REEARIE: SROMIRER MU RATE | FHRERASERZ

R ERIKEE



« PR #54634 [K3 Bug] Fix Kimi-K3 RecoverSSM startup failure '
MambaAttentionBackendEnum.GDN_ATTN declares 4 states, but provides 2 state
copy funcs': /& Kimi-K3 + GDN_ATTN + RecoverSSM BB RMELRRBEE: &
PR £ E MR IZERZ LT —AMRE (layer_names i4k) , MELRMBRIZENAESHN R
MG E M S,

« PR #53598 [ROCm] [DSpark] [DCP] Serve prefix cache hits under DCP for Kimi-K3: &
J& Kimi-K3 + DSpark sheE& B HAMEE  (KV cache RIBREE/LMARR) , BizfERig
EEZFETHEIE, 5K PR BEENEBHERRE —ZINEEL.



