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class DeepseekV4ForConditionalGeneration(
nn.Module, SupportsMultiModal, SupportsPP, SupportsEagle3

nnn

"""Multimodal entry point for DeepSeek-V4 checkpoints with a vision tower.

# MoE router needs raw token ids for image sentinel detection
requires_raw_input_tokens = True

def __init_ (self, *, vllm_config, prefix: str = "") -> None:

super().__init_ ()

model_config = vlim_config.model_config

config = model_config.hf_config

# Vision tower enabled only when config has vision layers and limit > O

image_enabled = (



config.vision_n_layers > 0
and self.multimodal_config.get_limit_per_prompt("image") > 0
)
with self._mark_tower_model(vlim_config, {"image"}):
self.vision: DeepseekV4ViT | None = None
self.aligner: DeepseekV4Aligner | None = None
# Learned vectors for sentinel tokens (start, pad, newline, end)
self.image_start: nn.Parameter | None = None
self.image_end: nn.Parameter | None = None
self.image_newline: nn.Parameter | None = None
self.image_pad: nn.Parameter | None = None
if image_enabled:
self.vision = DeepseekV4ViT(config)
self.aligner = DeepseekV4Aligner(config)
for name in (

noon non

"image_start", "image_end", "image_newline", "image_pad"

setattr(
self, name,
nn.Parameter(torch.empty(config.hidden_size, dtype=torch.float32))
)
# Initialize text backbone with marker to avoid recursion
config._dsv4_vl_inner = True
self.language_model = init_vlim_registered_model(
vlim_config=vlim_config, hf_config=config,
prefix=maybe_prefix(prefix, "language_model"),
architectures=["DeepseekV4ForCausalLM"],
)

del config._dsv4_vl_inner

def embed_input_ids(
self, input_ids: torch.Tensor,
multimodal_embeddings: MultiModalEmbeddings | None = None, *,
is_multimodal: torch.Tensor | None = None,
) -> torch.Tensor:
# Merge vision embeddings into sentinel positions
inputs_embeds = self.language_model.embed_input_ids(input_ids)
if self.image_start is not None:
sentinel_mask = image_sentinel_mask(input_ids)
if is_multimodal is not None:
# IMAGE positions get vision embeddings via merge below
sentinel_mask = sentinel_mask & ~is_multimodal.to(input_ids.device)
# Table of learned vectors for sentinel types
table = torch.stack(]|
self.image_start, self.image_pad, self.image_pad,
self.image_newline, self.image_end,
]1).to(inputs_embeds.dtype)
idx = (input_ids - IMAGE_SENTINEL_BASE_ID).clamp(0, 4)
inputs_embeds = torch.where(



sentinel_mask.unsqueeze(-1), tablelidx], inputs_embeds

)

# Merge vision embeddings (for IMAGE positions)

if multimodal_embeddings is None or len(multimodal_embeddings) ==
return inputs_embeds

return _merge_multimodal_embeddings(
inputs_embeds=inputs_embeds,
multimodal_embeddings=multimodal_embeddings,
is_multimodal=is_multimodal,

)
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# Sentinel roles: five consecutive reserved tokens never emitted from plain text

IMAGE_SENTINEL_BASE_ID = 129257

IMAGE_SENTINEL_TOKEN_NAMES = (
"<Iplace_holder_mm_span_04311>", # IMAGE_START
"<Iplace_holder_mm_span_04321>", # IMAGE_PAD
"<Iplace_holder_mm_span_0433l>", # IMAGE
"<Iplace_holder_mm_span_04341>", # IMAGE_NEW_LINE
"<Iplace_holder_mm_span_04351>", # IMAGE_END

def image_sentinel_mask(token_ids: torch.Tensor) -> torch.Tensor:
"""Boolean mask for image-block sentinel positions (in-vocab ids)."""
return (token_ids >= IMAGE_SENTINEL_BASE_ID) & (

token_ids < IMAGE_SENTINEL_BASE_ID + len(IMAGE_SENTINEL_TOKEN_NAMES)

def validate_image_sentinel_ids(tokenizer) -> None:
"""Check the borrowed sentinel ids against the tokenizer."""
for i, name in enumerate(IMAGE_SENTINEL_TOKEN_NAMES):
token_id = tokenizer.convert_tokens_to_ids(name)
if token_id = IMAGE_SENTINEL_BASE_ID + i:
raise ValueError(
f'Image sentinel token {namelr} has id {token_id}, expected "
f{IMAGE_SENTINEL_BASE_ID + i}; the DeepSeek-V4 vision "

"sentinel block requires these consecutive reserved ids."

def build_image_block(n_lIm_h: int, n_lim_w: int, start_pos: int):
"""Builds the N-layout token types (final order) and aligner-row order."""

compress_pad = COMPRESS_PAD _TO - 1 - start_pos % COMPRESS_PAD_TO

pad_h = n_lim_h % 2

rows = n_lim_h + pad_h

row_len = n_lIm_w + 1

pad_last = rows // 2 * row_len % 2 * 2

types = torch.tensor(



(IMAGE] * n_Ilm_w + [IMAGE_NEW_LINE]) * n_lim_h
+ [IMAGE_PAD] * (row_len * pad_h),
dtype=torch.inté64,
)
order = torch.arange(rows * row_len).view(rows // 2, 2, row_len)
order = order.transpose(1, 2).reshape(-1)
image_idx = torch.full((rows * row_len,), -1, dtype=torch.int64)
image_idx.view(rows, row_len)[:n_lim_h, :n_lim_w] = torch.arange(
n_lim_h * n_lim_w
).view(n_llm_h, n_lIm_w)
perm = image_idx[order]
perm = perm[perm >= 0]
types = torch.cat([
torch.full((compress_pad,), IMAGE_PAD, dtype=torch.int64),
torch.tensor([IMAGE_START]),
types|order],
torch.full((pad_last,), IMAGE_PAD, dtype=torch.int64),
torch.tensor([IMAGE_END]),
D

return types, perm
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def _build_image_visibility(
self, num_reqgs, mm_ranges, num_decode_tokens, num_prefill_tokens,
seq_lens, query_start_loc, token_to_reqg_indices,
) -> tuple[torch.Tensor, torch.Tensor]:
"""Upload image spans and compute per-token in-image visibility."""
indptr = [0] * (num_regs + 1)
starts, ends =[], []
for reqg_idx in range(num_regs):
for span_start, span_end in mm_ranges.get(req_idx, ()):
starts.append(span_start)
ends.append(span_end)
indptrireqg_idx + 1] = len(starts)
num_spans = len(starts)
# Copy span CSR to device buffers
self.span_indptr[: num_regs + 1].copy_(torch.tensor(indptr, dtype=torch.int32))
if num_spans > 0:
self.span_starts[:num_spans].copy_(torch.tensor(starts, dtype=torch.int32))
self.span_ends[:num_spans].copy_(torch.tensor(ends, dtype=torch.int32))
# Launch kernel to compute left/right visibility for prefill tokens
_compute_image_visibility_kernel[(num_prefill_tokens,)](
self.left_visible, self.right_visible,
self.span_indptr, self.span_starts, self.span_ends,
query_start_loc, seq_lens, token_to_req_indices,
self.max_image_tokens, token_offset=num_decode_tokens,



end = num_decode_tokens + num_prefill_tokens
return self.left_visible[:end], self.right_visible[:end]

# In metadata builder __init__:
self.max_image_tokens = (
getattr(hf_config, "vision_max_n_token", 0)
if getattr(hf_config, "vision_n_layers", 0) > 0
else 0

)

self.prefill_index_width = self.window_size + self.max_image_tokens
# Prefill SWA indices widened to include image tokens
self.prefill_swa_indices = torch.zeros(

max_tokens, 1, self.prefill_index_width, dtype=torch.int32, device=self.device

)
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