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[K3 Perf] Enable DSV3 GEMM for inner-contiguous and row-strided tensors, 12%~81% kernel
performance improvement
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PATHE

« —A)E: A Kimi K3 8§ DSV3 GEMM AR AEREL. THRIKENEERE, BF
TANZIERE,

< EEME: Z PRESKEIR. 2 NHERANEHERBRRAMES, BRT IAEFRFZS
BRAMAENART, BIXFANATRRIREMNSSHEE, FEARERTE, X
WITREETF: 1) & Python BEXEMMKERBAR; 2) & CUDA AT IEHfEE
FERBAT R, 3) BN FL A ENNR IR RITAEFIERA M RERS v, X STERX T
HtEEERARAERSEMME

Th RES EAL

FMHRTF Kimi K3 R L E (0 KDA f_b_proj #2 MLA q_b_proj) BIHUEKERM
—ANEROEFMETX P ERANE, XENEBRERTFRPAITEL (stride(1) == 1)
, BERSHE Z BIRAZE KB packed row-major #)F (stride(0) == K) , XFHKEAIER
FEAB F.linear 3k NVlet 523, REEF| A X4 ERRLAMAE DSV3 & MEEEN#Z, PR
body FERFaFEH : They previously fell back to F.linear/NVJet because they were not
fully contiguous. This PR fixes the issue,

LIV AR
TEEPESAXM, BAOBBREEIAKES BB B THBEN.

1. 7&5% Python BREEM4: B8k viim/models/kimi_k3/nvidia/low_latency_gemm.py ##
_runtime_ok R, KRR ERMA x A packed row-major (_is_packed_row_major(x))
HRRE, RABER x BZHIKE. WA 1 (x.stride(1) == 1), BATHRYF (&
token BRHEE, % token BHTHMRAMA 8 BUfE%k, BP x.stride(0) % 8 == 0) , [EBTAE
_run_plan RBE¥, A cute FIREI T $3F% token B IE packed row-major BIERSMEIZR
B, X _residual_ok REKMIEA T XA x &ZE packed row-major BIE K,

2. 158 CUDA AU X EFEATH 18 EH csrc/libtorch_stable/dsv3_fused_a_gemm.cu
HHY dsv3_fused_a_gemm HF, BT XA mat_a 24 packed row-major B 4%
Wi s, BRARENSIEN | BATHIBXNF. #E input_row_stride 8, FFENZEME

(GmemLoaderB::issue_mainloop) foit&EIRoME R IZIST R, BRRLEREH
gemm_Kko,



3. BHOMR AR 58K tests/kernels/test_bf16_skinny_gemm.py., &R %IIEIE packed
MESEERANER test_nonpacked_single_token_dsv3_falls_back, E# A IiEIE
packed 1B5# EFT &AL E gE 9% EFRE 2| DSV3 WA BIMR
test_kda_f_b_nonpacked_dsv3_dispatches,

R

« vlim/models/kimi_k3/nvidia/low_latency_gemm.py (#3k K3 fKIEREME; KB source
: KA core-logic; &5 _runtime_ok, run_plan, residual_ok) : # W RAEZHBATE,
EXTREMHEA DSV3 AZMETIEE, A PR KETWMAKERFRE, BEAFMERZ
BAO,

« csrc/libtorch_stable/dsv3_fused_a_gemm.cu (#3k DSV3 CUDA R#%; 25| other; %
A core-logic; &5 dsv3_fused_a_gemm, invokeFusedAGemmForTokens,
fused_a_gemm_kernel, GmemLoaderB::issue_mainloop) : CUDA NAX5ZH, ZEMAEIR
FRIRIR. AN PR FERE NP RBERANSESI, URFEELAT IR,

. tests/kernels/test_bf16_skinny_gemm.py (iR BF16 WAZMiR; 25| test; £R
test-coverage; 145 test _kda_f_b_nonpacked_dsv3_dispatches) : MR E#H, I0IF
FriREZ A IEFE

XS _runtime_ok, _run_plan, _residual_ok, dsv3_fused_a_gemm,
invokeFusedAGemmForTokens, fused_a_gemm_kernel, GmemLoaderB::issue_mainloop

KPR R B
vlim/models/kimi_k3/nvidia/low_latency_gemm.py

ROGREZBTE, EXTESTEM DSV3 ARNEBTRIEE, A PR BT MAKERRHE
T, ZRAFBEHAD,

def _runtime_ok(x: torch.Tensor, weight: torch.Tensor) -> bool:
# BT A x WAFRRRE,
# ZH : x BFE packed row-major (stride(0)==K, stride(1)==1)
#IE : x REHE -
#1. K=
#2. AEEA 1 (NIRELL)
# 3. TR : B token FHMEE, % token B stride(0) A2 8 MIfE4K
# XM IFAREP XD HRAE, Flin x = storage[:, 6144:6144+128]
return (
x.dim() ==
and x.stride(1) ==
and (x.shape[0] == 1 or x.stride(0) % 8 == 0)
and _is_packed_row_major(weight) # REREK packed
and x.dtype == torch.bfloat16
and weight.dtype == torch.bfloat16
and x.is_cuda
and weight.is_cuda
and x.device == weight.device
and x.shape[1] == weight.shape[1]



csrc/libtorch_stable/dsv3 _fused_a_gemm.cu

CUDA HW#ZSZEL, EMREIRANRIR, &N PR FEREDETRBEANSSI, UXFEELAT
g,
/I NORE: BFRE, FANTHE
void dsv3_fused_a_gemm(torch::stable::Tensor& output,
torch::stable::Tensor const& mat_a,
torch::stable::Tensor const& mat_b,
bool enable_pdl) {
/... BfeE ...
/] FERE: AFEBA 1, B token RATHIEXSTE| 16 FF (BR 8 A bf16 TH)
STD_TORCH_CHECK(
mat_a.stride(1) == 1 && (hum_tokens == 1 || mat_a.stride(0) % 8 == 0),
"mat_a must have unit inner stride and 16-byte aligned rows");
/... BRE ...
int const input_row_stride = mat_a.stride(0); // 3RERHSTH 18
/] ... {&8 input_row_stride BINAZREE ...
}

/I RERE: ERSSMT P RATAETUE

template <...>

void fused_a_gemm_kernel(..., int input_row_stride) {
/. ESRAKR L
// /£ input_row_stride It & B 4E[EAY E AL HHE
bf16_t const* gmem_b_local = mat_b + cta_n_idx * input_row_stride;
/] ... EMEME, ¥ input_row_stride 1£3#% GmemLoaderB ...
b_loader.issue_mainloop(input_row_stride);

}

T8 X g4

o itieE S REEANXPE BT, reviewer gau-nernst 388 : This can cause regression

on fully contiguous tensor because row_stride is now dynamic instead of constexpr,

you may want to double check on that (E4T5 @M constexpr BRANSS AT KT L

LK EMNMEREELR) . /FE yewentao256 BN F M ENRBFEERN, BrT HTeE

SIKE (& KDA. MLA FERPEIR) EBKAUEHMEEM L, FHREER, MHEZASEEE

-3.0% E +1.5% 8, KEHEAM/NT 1%, AT HEREFRRTE, E0E, ERFHT

SELRKEMREALTNART, BFERA T XNIEELTIBAE LR,

- AASATH BTG AR LELKEMMREIR (performance): LR, AT XHFEDEMK
BA RSB S BAA, FI5INRBIMERERS (ESRIERTEERARA) RTN
B2, BOMEERE (REELKE) RZIAEEFATH,

PNoESE-A

KR FERAXNKEMAEEYIfFEEME, 1. MERERK: Emihsdid, % CUDA
MR8 row_stride AZRiIZFEAE B (constexpr) AT EIASEK, i L TEER MR
FEMEAFFESRAE, R0, EERHENIENREZTE, N TROHNELELKERR, &



REENMEEZTBENA (£1.5%) , RRRBRMK. 2. ZREMEXNRK: K _runtime_ok A&& 7]
BERFE Z LR KEENAZ. EERIR csrc/libtorch_stable/dsv3_fused_a_gemm.cu
PEHNTARE (FTFE % 8 == 0) EBTHK, FHILIEEZAGFE S, AR#EE, CUDAR
#%fo Python BHIRERZ—KE, 3. MIRBENFE: BRMRAAGCEN, EXEZEET
FHE By KDA f_b_proj fa MLA g_b_proj 3. X _run_plan ¥ cute Eim#TE N EERZ H
, HMBRE EREAR PR PRI, 7T 8RR T HAIA MR

W AFPRMASAEEBEEBERROMERED T, 1. AFP¥MW: FrAE NVIDIA GPU (453!
Z SM100/SM103 2E#)) L3547 Kimi K3 #AKAF, EPF X KDA f_b_proj. MLA
d_b_proj EHRFRENITHEN, BREEEFNTEREMR (Fa 81%) . XEZERATHER
HEEEHERRNRE, 2. A4FW: WTEMMATEMAZRERRZ, EE55MET
AW (DSV3) FERBRES . EASEMERNERAME (@HBS5 F.linear —3) , {8
RO TR A fallback BEZRIKR, TRERRAFEMITE RIRHE#. 3. ERAR™m: A Kimi
K3 B9MEBERALIRAE T #TEOSE R, BRRAT AR ST A AL SRR & BE 52 PrAR Y o 9 JE 38 40 3k 3
R, TRER &R LML,

« REEFRIT: ARREDEERTE | MERVANKE (BEIMREME) , MREZEEAR

KERPKZ

« PR #54852 [CI][ROCm] Add DSpark evals: RlJ& Kimi K3 ML &%], & PR 1L T #
®MENZMERE, % PR A Kimi K3 AR T ROCm F & YR HARRD 158 =,

« PR #54566 [New model] [Multimodal] Add DeepSeek-V4-Flash-Vision-Exp support: &R
BAmERRE, EFREMNNEEMRML (20 MoE BBRE) , BRMEXEIMER, K PR 1
RAZIRAL A VA 7T 9 EAAR R R 5%,



