PR #54557 ZEIRE

vlim-project/vlim
[warmup] overlap renderer warmup and engine core initialization
SFBtla]: 2026-09-04 03:44

JRSCEERE: http://prhub.com.cn/vlim-project/vlim/pull/54557

MRS

« —AE: B8 fork EAERM, BEZESTMAHE ETIERA fork FHAT,

- EEME: EEER. A PR AMURE—NEEE bugfix, BFREZHABBHRTF. BT
2, B=A% (numba) #LXMBHEHFLZNMFRENRIXEE, HRITHFE (BERBRLERT
BINES) AEWHBEAERE (BER join. BEEM. InprocClient BiE) #HELF%E,
XEA MR ET BaseRenderer RHIEH G XS EEFE UK MPClient.__init__ FXTH
3 sh R B FRIEH.

THRES B

XX PR#54023 BIIR#, R4EFBURT PR#52764 I NSRRI, & SDK #R T,

viim ABRIAEY fork FRFAN, XEBFELENZSEHBINEPRERBMEE (51
Python X#4 multiprocessing &%) ., FHLZIEZESTRESARAB ESIEROHECNEZE
ZJ/E, MNERRT fork 5ZAXRBIFNETHRES. PR body BAFAFEE : “The race is in sdk
mode, vlim is imported with VLLM_WORKER_MULTIPROC_METHOD setting to default
value fork.”

SRR

1. BRWEZREE (viim/renderers/base.py) ¥#h)s & FRAALE :
« £ BaseRenderer. _init__ H#3¥ mm_warmup_future 8 _mm_warmup_done IRZ,

AT REE e MRES,
« 3 warmup_mm Ak HERANZSESHERTMNELE, HNESMHE (

_mm_warmup_done /SRR L BT —R) o

« T3 start_mm_warmup_in_background A% ¥ warmup_mm R E B LFE
_mm_executor #4T, e RS, XEEEREHNXE, HFEIBRTAMEAR—
PATE (GBE% numba FXEH)

« ¥ _join_mm_warmup 7% EFEEMPMES TR, FHEZKEEERS,

« B2 warmup Ak FEBATAEARTUARI, 26 join BEANEESTRES, RERSMRAA
warmup_mm, HEMAZELRE S PIT,
- {&2% shutdown Z3%: EXFFIREI, 26 join EEMBAES, RIEZHEHLXLSE,

2. 3| EFE (vllm/vl/engine/core_client.py) {6388 2 B H b & & & T



- EngineCoreClient.make_client. make_async_mp_client XFi& MPClient T &R
B R3%M renderer 53K,

« InprocClient #93& R EARAIELIEIL renderer IR/ METE, ERAH#BERNERT fork, WM
HEE renderer.warmup() ¥ =P HAT,

» MPClient.__init__ ¥, E3IZZL#EZMK fork/ Ba1E, AA
self._start_mm_warmup(). ZH 58 E self._renderer, ZEHFENARE
start_mm_warmup_in_background(), AR SR T TR fork Z/5RB50, 551%#%
RERMBES,

3. 3| ANB E (vlim/vl/engine/async_lim.py, lIm_engine.py) £#558 3 & 5%k

« 4|7 EngineCoreClient B, Y4 BAIZM renderer S E/EN S HU LR AR P HHIER
#

« £ reset_mm_cache Z&%, EEREZHER, SLAH
self.renderer._join_mm_warmup(), FEFRRES TR, BRIFLI A
mm_processor_cache,

4. 2ENIRE = (tests/renderers/test_warmup.py):

« T3 TestBackgroundMmWarmup SMRZE, EITNHRE TR AR £5RER.
ZEEM. 5 warmup() o reset_mm_cache IR &, shutdown B join T4,

« 38 TestWarmupFaultlsolation MiA3E, ISIEMBEIFRE F &K (chat, mm, readonly
mm) BIRERRE M.

- T EIA MR VGERFTESE warmup_mm 218,

KA

+ vlim/renderers/base.py (#3k JEF288; 5| source; FEA core-logic; F5
warmup_mm, start_mm_warmup_in_background, _join_mm_warmup) : %3 B XX,
WIT BB LRSI ER R BRG], BMRATSFGALNESNXE,

« vlim/v1/engine/core_client.py (#3k 3|%&E 3%, £7 source; A core-logic; &F5
init, _start_mm_warmup) : 3|EEFIRE, RMTERERSESHIFAEERNEN (51EZ
R fork JB) MR AT, EEEEREZTRESNIZERMXE,

» tests/renderers/test_warmup.py (FE3 TR, K5 test; KA test-coverage; F5
TestBackgroundMmWarmup, TestWarmupFaultlsolation,
test_start_submits_future_to_mm_executor,
test_warmup_joins_background_and_does_not_rerun_mm) :MEAXM4, RBETNESE
TRAMF AR, REHARERENSEETINRES, ERIFSZINERMENXE,

XS start_mm_warmup_in_background, warmup_mm, _join_mm_warmup,
_start_mm_warmup

KELRAD | B

vlim/renderers/base.py

BT B, KLIT G EERETMANERRAAEENG, EMRESEHLAESHX
738



# vlilm/renderers/base.py - BaseRenderer & & Z ST LI,

def start_mm_warmup_in_background(self) -> None:

# B EATBIEAESIRRBELE mm_executor, FH 53| AR LB

# ES, RANRFSREBENETH,

# AL ERAR—PUTE (MIELMERE)

# process_multimodal &£ _mm_executor (max_workers=1) 3= T3 3 A\ numba

# TAERAFIFFATRE (Fldn Kimi K2.5 A FEIE) . BRHATAEESRS

# VRS IT/ELREHEK, AERRZHAN numba FHITRESAA

# "Concurrent access has been detected" -> "Fatal Python error: Aborted"

# (W vlim/utils/jit_monitor.py, EH{ERIEXRELZLSNTIERIE) ,

# BEIRRRE| R — R ERPATER, EMRFREE numba &i2EE £

#MEEATRES, REHRRIS (fork 81) SIEROVBNLES,

# IZMPAES B LT B — N UTHIRIE join: reset_mm_cache. warmup = shutdown,

# X MARIE T BI3% mm_processor_cache & E BT AA0AR 5 BRAZ A AL,

if self.mm_processor is None and self._readonly_mm_processor is None:
return # 4iXXAER . TRMA

if self._mm_warmup_future is not None:
return # 2250

self._ mm_warmup_future = self._ mm_executor.submit(self.warmup_mm)

def _join_mm_warmup(self) -> None:
# R LEAMMMES TR (WRERB) .
# MNERRE / EH/IREERA (reset_mm_cache. warmup. shutdown)
# ——MARM _mm_executor THELZNIFAA—EBEF future F& 8L
future = getattr(self, "_mm_warmup_future", None)
if future is not None:
future.result()
self._mm_warmup_future = None

def warmup_mm(self) -> None:
# PUGBITZ AT (mm + readonly mm) , £4THUT.
#BE: BRZIIBIT—KR, FEWM (start_mm_warmup_in_background)
# WTREERIEITHR, B reset_mm_cache TTHEZE warmup() B3A kS22 AT
# join T E1EE—— _mm_warmup_done =& join BIIREE
# (future FTBENSWAER) ., Eib warmup() HEE41I3E T ELBITH,
# B BORIEIT warmup_mms,
if self._mm_warmup_done:
return
try:
with set_default_torch_num_threads(1): # 51t MM &tIRSEHE#E
if self.mm_processor:
try:
logger.debug("Warming up multi-modal processing...")
self._warmup_mm_processor(
self.mm_processor,
log_prefix="Multi-modal",
)

except Exception:



logger.warning("Multi-modal warmup failed")
finally:
self.clear_mm_cache()

if self._readonly_mm_processor is not None:
try:
logger.debug("Warming up readonly multi-modal processing...")
self._ warmup_mm_processor(
self._readonly_mm_processor,
log_prefix="Readonly multi-modal",
)
except Exception:
logger.warning("Readonly multi-modal warmup failed")
finally:
self._clear_processor_cache(self._readonly_mm_processor)
finally:
self._mm_warmup_done = True

vlim/v1/engine/core_client.py

SIREFRE, ATERERBSPIFEERNRIL (312RA fork B) MAEEMA, 2#E
EERBMAG I ERHH KRG,

# vlim/v1/engine/core_client.py - MPClient T£3| 4% & 5 5 fih & Tl i

class MPClient(EngineCoreClient):
def _init_ (
self,
asyncio_mode: bool,
vlim_config: VIImConfig,
executor_class: type[Executor],
log_stats: bool,
client_addresses: dict[str, Any] | None = None,
renderer: BaseRenderer | None = None, # #3825k

self.vlim_config = vlim_config
self._renderer: BaseRenderer | None = renderer # {R 83 5| H
L IMQ REASIERREE .

# I EAZHZINBE LR fork/ BEl,

# AT A Z 2B ARG 6 ZEASTR: BAREEE fork #HTH

#3BIT (—NFEBHELRES T forked FHAZRB) |

# BRI B95I EAOER NS (FTaE#ERT Sk 4Y) ERWMANZSZESMN,

self._start_mm_warmup()
# ... Hianath ...

def _start_mm_warmup(self) -> None:
# —BE|EROHBWAE (fork SHMREIE) FRA,
# BFASRZESTRE S EROERMRES



# URAEBRERER (PIOAXARESHMR) , XB—ANEHE,
if self._renderer is not None:
self._renderer.start_mm_warmup_in_background()

SN
SIS E R E EERT. 2238 InprocClient 5§ MPClient MEREBMBAMN AR ER L,

DarkLight1337: "Does overlapping actually occur for the in-proc case?" andyxning: "
No. It is sequential."

EF b, F4%F DarkLight1337 ZiX: “Then I think it may be better to explicitly call the
renderer after engine start only for non in-proc case, instead of providing a generic

callback to the in-proc client’s /EEMEHITT EM.
f:a-l'h@ //E_/E T‘&'\Vl'i

DarkLight1337: "I think we should still intercept renderer to avoid it getting
accidentally forwarded to the EngineCore" DarkLight1337: "Why do we need to
assert this? _start_mm_warmup doesn't even exist in this class so assigning a real
renderer won't cause warmup anyway."

BIRE R InprocClient BAFAARIES renderer SEFF R MK = AR EIRA, M MPClient 3
ZIHFE fork AR A TR, XHRT APl BRI SZILE IEAA 1

« InprocClient 2T EBAIBER BN (design): InprocClient BAFIFRIES renderer 53k
FRMBTE, I E MPClient & fork Bt %,

R Fe5 %
o RS

1. RES—KMRFE: _mm_warmup_done #7&5 _mm_warmup_future 28, R#ET
reset_mm_cache. warmup 2 shutdown T E R join AR RAERESED . ﬁn%%ﬁ
IR SEUR join, MRESREGFHLIFRRELEMMN, LALAEEZNXREERZ
TT AP,

2. numba F & X EITKRM: RITABKEE @ RESSREERFILEIR —NEL
2 _mm_executor ¥, A% numba By "Concurrent access has been detected" K
IR, KB A R MELEA ZBESAE (BEMAARSE) #REIZPAT R BIRT
T, MBERKRARBEASN WPSTHRRAZESKIE, TRIKENIAFLZNK,

3. Fork ZA&KRBPATIRE : _start_mm_warmup £ MPClient. _init__ #3280 #HE R
SHEAWIREA. WRFRBT CoreEngineProcManager.proc.start() Ei/EE2 %K. 0
& MPClient I¥IRALRABR AT E, FRERIM fork &2,

4, MRBEZRAOM: I THNEEFRESRY. FEHABERBENETIN, BE
TXEYE, Rift, NTELSESERE fork FET RIS EANMEERE, PR T
FEMIR A% (GB4T smoke test 200 °R) TIERBERZBRIE, XAEEZIH A bug MR
WEARMR. - Fm: XAFPPE: TEYWRER SDK #R (async_llm) HELHE
SERNAF, RN PREBET THRESRBHREFENESEYG, BAT AENRBELNE,



B, BN ZESTRE I EROMBN (ERNR) EE, AERELESERNG
ERER (TTFT) , #BARFIERE,
ARG BROREMATBHER, HMATE S ESER s Rz,
mm_processor_cache BIF LT 22 MHARRIE, #R T BAENKFERIR, RIiTt AWMLY
HTHER (AT 23R (BPESTHR) FRPER,
MHERBRE: #BETAEEEESEEFHFLLZEN—NESZTLIER (EEEHTE + B
N join + BEARR) . NEEFER, BT AMMBRSERITEE (WERAMTRES
numba [B&R) , AB)THFAIRAFEFEF,
« REEARIE: RE—HKMKRBER join, numba 4 XIKEITI |, fork ZE&RBPUTINEG , &
RESHRETREA
PRINSZS
« PR #54023 [warmup] overlap renderer warmup and engine core initialization: 4~ PR
&= PR#54023 B9/a4L (follow-up) , BEEMBERHIIANNESE S,
« PR #54879 [Bugfix][KV Connector] Safely fill circular buffers in DecodeBench: 3t #A/A
$ i B —MEEH LB TEIEL S B bugfix PR, AT SFEMEITRZ&M IS X
o

« PR #55041 [Core] Deprecate "all" mamba cache mode: JE#AA £ B —/NF RAZAGEE
FZHEEIRN PR, SZHENHLLefn4sGRAEER EEXK,



