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+ .buildkite/test_areas/kernels.yaml: % Attention Kernels Shard. Quantization Kernels
Shard. MoE Kernels Shard =AM &Z3E 0 device: |4 + num_devices: 1 (4 shard
Jhd& 1 GPU, parallelism &%) ,

« .buildkite/test_areas/engine.yaml: % engine-1-gpu (V1 Engine) ' B&3Bi0 device: 14
+ num_devices: 1,



« .buildkite/test_areas/models_language.yaml: %5 Granite Language Model
Compatibility 3B 10 device: 14 + num_devices: 1,

« .buildkite/test_areas/pytorch.yaml: % PyTorch Compilation Passes 5 PyTorch
Fullgraph CUDAGraph Compatibility AN BE3E NN device: 14 + num_devices: 1,

« .buildkite/test_areas/distributed.yaml: % Sharded RDT Weight Transfer 2 B3E fin
device: 14 (ZPBBEAEHR num_devices: 1) o
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« PR #54326 [CI] Move 2/4-GPU L4 test steps to EKS 14-k8s queue: 74 PR B EERIF :

BAB 2/4-GPU L4 S BFFHB| EKS 14-k8s FAFIF R KR soak, A PR R —EXNIE 5|
1-GPU 231,

« PR #54468 [CI] Restore Torch Stable ABI Audit to gpu_1_queue: torch-abi # E#
#54468 & ® gpu_1_queue, A& PR EWZIERLEM device: 14, HEERFET
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