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# Prompt keys whose entry i describes token i of the prompt, so they must be
# reduced with the same slice as the prompt tokens themselves. Anything added
# here is truncated by “TokenizeParams.apply_post_tokenization™.
# ~_assistant_tokens_mask™ is renderer-internal: “"HfRenderer.render_messages”
# stashes it on the prompt so ~_process_tokens™ can move it onto the engine
# input.
_PARALLEL_TO_PROMPT_TOKENS = (
"prompt_token_offsets",
"prompt_is_token_ids",

_assistant_tokens_mask",

# ... (within apply_post_tokenization)
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prompt_dict = cast(dict, prompt)
for key in _PARALLEL_TO_PROMPT_TOKENS:
parallel = prompt_dict.get(key)
if parallel is None:
continue
truncation = self._truncation_slice(tokenizer, len(parallel))
if truncation is not None:
prompt_dict[key] = parallel[truncation]

return prompt
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