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viim/models/qwen4_exp/nvidia/ple_layer.py
B BX M, A& PLE BEHRBEZEEBADMREXRYEH, EHERMNEIEZETE &,

def compute_ngram_ids(
self,
input_ids: torch.Tensor,
query_start_loc: torch.Tensor,
ngram_context: torch.Tensor,
output: torch.Tensor | None = None,

) -> torch.Tensor:
" E U RNERM A n-gram #RARE], """
input_ids = input_ids.reshape(-1)
num_reqs = query_start_loc.numel() - 1
num_tokens = input_ids.shape[0]

# WRMAE CUDA L, #ERARER Triton RAZLRE= LR
if input_ids.is_cuda:
return ple_ngram_ids(

input_ids=input_ids,
query_start_loc=query_start_loc,
ngram_context=ngram_context,
layer_multipliers=self.layer_multipliers,
ngram_heads_vocab_sizes=self.ngram_heads_vocab_sizes,
ngram_heads_offsets=self.ngram_heads_offsets,
eos_token_id=self.eos_token_id,



heads_per_ngram=self.heads_per_ngram,
output=output,

)
# CPU EBRER{R: AKK PLE #18:4% ¥, X3FJE CUDA &#H
input_ids = input_ids.long()
query_start_loc = query_start_loc.long()
positions = torch.arange(num_tokens, device=input_ids.device, dtype=torch.inté64)
packed = torch.full(

(num_regs, num_tokens),

self.eos_token_id,

device=input_ids.device,

dtype=torch.inté4,
)
request_indices = torch.searchsorted(query_start_loc, positions, right=True) - 1
request_indices.clamp_(max=num_regs - 1)
columns = (positions - query_start_loc[request_indices]).clamp(

0, packed.shape[1] - 1
)
packed[request_indices, columns] = input_ids
# ... E8ER PyTorch E52IitE n-gram ID

vliim/models/qwen4_exp/nvidia/ops/ple.py
FIGHY Triton R, B2FAREH#IEN GPU 23, EMRERANXE,

@triton.jit(do_not_specialize=["num_tokens", "num_regs", "binary_search_iters"])
def _ple_ngram_ids_kernel(
input_ids_ptr,
gsl_ptr, # query_start_loc #8%t
ctx_ptr, # ngram_context 3845t
multipliers_ptr,
sizes_ptr, # ngram_heads_vocab_sizes
offsets_ptr, # ngram_heads_offsets
out_ptr,
num_tokens,
num_reqgs,
eos_token_id,
binary_search_iters,
NGRAM_CONTEXT_LEN: tl.constexpr,
HEADS_PER_NGRAM: tl.constexpr,
BLOCK_T: tl.constexpr,
launch_pdl: tl.constexpr,

# FH 2B RENEA token FTBHNIAR, A3E ragged #HEALIE
pid = tl.program_id(0)

token_offsets = pid * BLOCK_T

tl.arange(0, BLOCK_T) < num_tokens

#.. ZHOBRREERBERAR

# AR token, HE XOR BEA, BATE[MARL X

for shift in tl.static_range(1, NGRAM_CONTEXT_LEN + 1):
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# 4038 EOS £ —BEEM EOS, FrA EREREH|A EOS

# T EREEF . mixed A= (token * multiplier) % size + offset
# GEER, FAfk intb4 BHEITAICE torch.remainder
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