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test_none_when_no_row_samples & prefill #tE{33RE None) , 2 NARYVIARAHF] (
test_keeps_decoding_request_past_its_length_cap A num_computed=14176.
prefill_len=12175, max_seq_len=14175 S BITEH;
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vlim/v1/worker/gpu/pp_utils.py
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RIREE— B prefill chunk HEFR, FHE#H docstring IBA AR BEEHT T NIZF o

def compute_need_sampled_mask(input_batch: InputBatch) -> np.ndarray | None:
"""Return a bool array of shape ~[input_batch.num_reqgs] ™ marking requests
that produce a sampled token this step, and therefore must have that token
(and the draft block proposed from it) propagated to the earlier PP stages.

Returns None if no request in the batch produces a sample.

old_computed = input_batch.num_computed_tokens_np
prefill_len = input_batch.prefill_len_np

# o — A S AYHERRALN . JEREX prefill chunk A AR ERA,

# KE& rank £ get_num_sampled_and_rejected #4§ num_sampled/num_rejected FE,
# BUER rank 7 post_update_num_computed_tokens HIR5EE query KEH B

# num_computed_tokens, & stage HILTE] FBHEEEFR D,

produces_sample = old_computed + input_batch.num_scheduled_tokens >= prefill_len

# X BARBEREIZ max_seq_len HIR " BRREFERIER: ERETLLERA

# REEZ A, MIFHAER T num_computed_tokens &5 [ LA token,
# FAEAR3Y prompt_len + max_tokens {ERE BAMAEITIZIE K. HiRHR, AR
# stage B9 last_sampled_tokens 5 draft_tokens ¥k A k%, HHBILAHEER
# XAB KV BN (G0 PR#54436) , EIFL&RIERSE

# get_prev_sampled_outputs T8 req_idx_gen REERUBRRKES—EF,

# E X BT EFNRELE R,

return produces_sample if produces_sample.any() else None

tests/v1/worker/test_pp_utils.py

3 4 ANAB: 2 A pin BBEATH (FERER prefill #HiFR. 2 prefill 3RE None) , 2 NAE
FAM, BEFEEIIEBERARHOBE, FiEFIEERIA.

def test_keeps_decoding_request_past_its_length_cap():
"""A decoding request must never be dropped from the broadcast.

Speculative decoding advances “num_computed_tokens™ several tokens per step,
so it can overrun “prompt_len + max_tokens™ while the scheduler is still
running the request. Predicting "this one is finishing" and skipping its
broadcast freezes the earlier pipeline stages' “last_sampled_tokens™ and
“draft_tokens™ while the last rank keeps advancing its own, and the stages
then diverge permanently.
batch = _batch(

# 14176 computed tokens is already past this request's own

# prompt_len + max_tokens; the scheduler is still running it.

num_computed=[14176],

prefill_len=[12175],

num_scheduled=[8],



mask = pp_utils.compute_need_sampled_mask(batch)

# |HIB#E T not_finishing = max(14176, 12175) + 1 < 14175 A False,
# ZATRWRHR B 1%, SR stage 5KRE rank KA LT —
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assert mask is not None

assert mask.tolist() == [True]
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config: A vl RAMEEEFENERMEEE, XIERENE FEAE PP/spec-decode

THIEXNT, BTR—-REMAREALHA,
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