PR #54427 REIRLE

vlim-project/vlim
[Bugfix] [Quantization] [MoE] Route weight only NVFP4 checkpoints through W4A16
&3 atlE]: 2026-08-31 01:02

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/54427
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« —4]1E: weight-only NVFP4 MoE 10 &% W4A16, %8 BR%0 H 1R

- WEDME: [EEKEIE, Z PR BRAREERN, EREEIT —MNER KB MARET x B3R
SR x BAMEABE NEATE: issue FEIAINST harness ERR Flashlnfer
cutlass NAZAH IEFE. VvLLM B reorder wiw3_to w3wl 5 alpha AEIEH, HAIER
AUk SRR RIER input_scale buffer, &1t L 7EER BEAANTEAMARTESE (weight-only —
#2E WAA16) "BENEE IR NBE KR, LBt ESH%A 1.0 XEZEREEFTSAFAM
H#, BT RRARXIAS: —EAXE config N —RBRENEINR; ——REE
WA ERERAR 5| N RWE LS NP ARE (A /ERE input_scale B3EZR) o
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*EX issue #54189 BAHATE B : ModelOptNvFp4FusedMoE #% weight-only NVFP4 &5 &
J&, IBARMBIE input_scale 3r&3t dequant alphas (g1_alphas = weight_scale_2 *
input_scale) , &/ expert MHHEE, HAERMWAELNES token, BRAFT(TIRERE
& ™ NVFP4 linear AiEXNE—tE &S EAM ValueError (‘NVFP4 quantization was
selected, dynamic quantization is not supported.”) , MoE Ef2&R/V>E+H guard, Issue
AW RNZ B RUE BB R SZ T Stk . RADE1E buffer BM{EBURT CUDA caching
allocator, GB10 Ei%%| 0.0 fa RTX PRO 6000 Li%%| 1.0, PR body By 7 E%kIFE
weight-only #8& B RN E WAAL BEEEIZ, REENGE ZEREMITIAKERA AN
W4A16_NVFP4, £ Marlin 8812,
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1. BT AL : ZTEEFE viim/model_executor/layers/quantization/modelopt.py B
ModelOptNvFp4Config._from_config, ZA A2 2/ A EM HF config MzERyLEA DO,
quant_method F&F &R E G4 LinearMethodCls B93EER, 7EMNIKE sE SR B FIRE
MoE B BIHATER1Z,

2. ¥ weight-only #&0|: EJRA is_checkpoint_nvfp4_serialized = "NVFP4" in
quant_method H|EZ EHEA—KZFE—Y quant_method == "NVFP4" B
original_config["config_groups"] A3IEZ dict. BFFA group By input_activations ¥4
None Bf, & quant_method B85 A W4A16_NVFP4, all(...) ¥lZRIER A “EA group
FHRABEEN NAREET ARE S SWERA,



3. BEIBE: K5 G MoE B W4AL Bh& B2 #3|
ModelOptNvFp4W4A16LinearMethod (Marlin 842) . Marlin GiEREBENA bf16
BREE GEMM, MARIEZER input scale, MR _ESEMRERIBIEITE,

4. FREMMAY : is_checkpoint_nvfp4_serialized BB RIITE, 18 W4A16_NVFP4 &E4E
F & NVFP4, ZARERIF True, FEX group_size. kv_cache_quant_algo.
exclude_modules BIMEFERRIGMHkLEE AR, BLE T input_activations BIESZ W4AL 1&&
BAHE all(...) &, FRFRERAZ,

5. MREENET: F—RITLHAAN CPU-only EEEMHTEM (
test_modelopt_nvfp4_weight_only_promoted_to_w4al6.
test_modelopt_nvfp4_with_activations_stays_w4a4) , & F maintainer IAXN/INK BT
FEMEN, FEEEIRERXPHBR, RARKE 16 TREEE, KSR IEE
sm120 A PYTORCH_NO_CUDA_MEMORY_CACHING=1 + —enforce-eager 3&#|Fx#]
1t buffer 33| 0.0: BEAMMHEE token, BEFEA Marlin IEFAME R,
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« vlim/model_executor/layers/quantization/modelopt.py (#3k BB E; 28| source; 3£
A data-contract; 5 ModelOptNvFp4Config._from_config) : & & BrgE— X, &
ModelOptNvFp4Config._from_config $ #7138 weight-only NVFP4 &3, =405 AN
NVFP4 278 W4A16_NVFP4, £ MoE B&E Marlin B2, #BHRAMEM input_scale 1
B S EBAR R FR BRI H B3R token,

KBTS ModelOptNvFp4Config._from_config

KR Fr B]

viim/model_executor/layers/quantization/modelopt.py

&5 89— X, £ ModelOptNvFp4Config._from_config T #7# weight-only NVFP4 &0
, BB EM NVFP4 1A A WALAT16_NVFP4, £ MoE B&E Marlin B4R, B HR¥BL
input_scale IT& SRR ERERHTH 313K token,

@classmethod
def _from_config(
cls,
quant_method: str,
kv_cache_quant_method: str | None,
exclude_modules: list[str],
original_config: dict[str, Any],
group_size: int | None,
**kwargs: Any,
) -> "ModelOptNvFp4Config":
# FEXE quant_method Z AIZGIEE NVFP4 FA{LFRIT,
# "W4A16_NVFP4" RAEE "NVFP4" F &, EIbRAEIZFRICTIA True,
# EETREFEARBEETTURERLER, FREFTIIM X,
is_checkpoint_nvfp4_serialized = "NVFP4" in quant_method

# REEH (weight-only) NVFP4 #&%& & : quant_algo FEBAA "NVFP4",



# (B8 config group B input_activations ¥4 null, BI&A TinEa
# activation scale, ZHLLE WAAL RS MoE 812, KRWIEILHE input_scale
# W FFt dequant alphas (fl3m weight_scale_2 * input_scale) ,
# —Bi% buffer &3] 0.0, FTA expert IR E scale 13E, HERSEIR
# M EE token BLEFTIRE (issue #54189) , buffer BEBURT
# AELEE, EARAARFERGL EIN NRE,
# XEEREBITHELERE SIEAA WAAT16_NVFP4, BBZ| Marlin:
# Marlin £IRREMENLA bf16 BMEE GEMM, MRIEZE input scale,
# MIRAR E ST R IE, TR allocator BIRENLLE R,
if quant_method == "NVFP4":
config_groups = original_config.get("config_groups")
if (
isinstance(config_groups, dict)
and config_groups
and all(
isinstance(group, dict)
and group.get("input_activations") is None
for group in config_groups.values()

quant_method = "W4A16_NVFP4"

if group_size is None:
group_size = 16 # BRIAD AR/

# X EIER NVFP4 FIMARE s RIS TFE, GRAB BN,
# WG TE S S B R I X E AL A (] R,
if is_checkpoint_nvfp4_serialized and "quantization" in original_config:
quant_config = original_config["quantization"]
required_fields = ["group_size", "kv_cache_quant_algo", "exclude_modules"]
missing_fields = [
field for field in required_fields if field not in quant_config
]
if missing_fields:
raise ValueError(
f'"NVFP4 quantization requires the following fields in

f'"hf_quant_config.json: {missing_fields}"

return cls(
quant_method,
is_checkpoint_nvfp4_serialized,
kv_cache_quant_method,
exclude_modules,
group_size,

)
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FHEREREER —NRBRE:

. #fiPE yewentao256 T tests/quantization/test_modelopt.py BIITIB&FE £ 4 H
suggestion: ‘I don't think we need a specific unit test for this small update”, TAARX
ANNKREN TS T I

- fEEEE . “Thanks for taking a look. Removed the unit tests.”, 3FEE =4 commit (
84fb64beb) MR T FAFIEM IR, commit message H7E 8 ‘Drop the added unit tests
per review o

- yewentao256 Ri/s APPROVED: “LGTM, thanks for the work!”, claude[bot] BB}
review A fork PR kfh%k, TEZHEAR.

« BEANKSHIRE EFTEBEITUNIR (testing): & maintainer I, FBERFEMIR, (XIRE
modelopt.py FHIEEMMNEE ; yewentao256 FEfg APPROVED (LGTM)
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BRHA weight-only; HRIEKIEQA FHERM, EEFEE,
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ModelOptNvFp4Config BUIER INER; B THERGTHK, HEEL WiAL RERITARE,
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« PR #54313 [Flashinfer] Upgrade Flashinfer version to 0.6.18: RE/& FlashInfer cutlass
MoE + NVFP4 iZfTFa M85 . Flashlnfer 0.6.18 AR EEE5 MoE WAXEEZAE % 1Y o] &
B8 (& NVFP4 NEEERE) , 54K PR EEH NVFP4 MoE MEREZER—KF M L,



« PR #51248 [Quantization] [Autoround] [XPU] Support AutoRound MXFP8 MoE models:
BN MoE B ESMBAE, BTRT VLLM B MoE & &% config BB B RRE L
AR SR



