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MTRE

« —A)iE: EHUARRD CUDA graph BRARS =V E, Frib3IEE51 OOM

< EESE: ESKFEIE, X PR 2" FBE vs 28 revert' REHNBERAEKR: BRT WAHF
B BIA ceiling EARBERZ2IPA. R Cl BB LT E B pin #HETIRS
B, URWAERERAMES ZEMEMERE, NP, torch.compile SEEE
BRIMEM TR BESEMME,

THRES B

PR #50488 A7 B E&% uniform decode #t°k, EERIABE T3 CUDA graph capture R
+H B3R max_num_seqgs * (1 + num_speculative_tokens), §2k H200 nightly CI HILHE
&Mk suffix BEE FULL graph capture OOM, DFlash BZE graph memory 3= KV
cache [£3] 0.94 GiB (52FxEE 5.12 GiB) , PR body BABaFE H BEAR: "Fix the default
CUDA-graph memory regression introduced by #50488 without reverting its full
speculative-decode sizing work.", BIERKFEIA tier #F 5 off-stride BEMAIIRT, 1€
BRIMTAKESR|F & AFREF =N,

SRR

1. w2’ (viim/config/vlim.py) : FE VlimConfig._set _cudagraph_sizes ¥,
uniform_decode_sizes IS RIA if n * query_len <= max_cudagraph_capture_size
IR, % ceiling £ max_num_tokens BRI A, EILERIALKBIER capture R
HAENF AN, FBRASINXERTREERL max KA REFEEERIA ceiling
, B AR#MOREER eager’,

2. BEIBEBXEFH (viim/config/compilation.py) : CompilationConfig.max_cudagraph_capt
ure_size B docstring E#r, BAR“‘Uniform decode sizes are appended only within this
default ceiling”, JHMRE TR —EREY AR,

3. MIREH (tests/compile/test_config.py) : J& test _default_cudagraph_capture_size_c
overs_widest_uniform_decode &4 A test_default_cudagraph_capture_size_respects_
platform_ceiling, Z¥ft3E M widest_is_captured %, A H200 HHEVIZE (
128,16 -> 2176; 256,24 -> 6400) , Bi=#%: max_cudagraph_capture_size FES
T token_grid_max, FrABRIARTH/NTFETFFEE ceiling;
test_real_vllm_config_caps_widest_ngram_decode_batch FaJF 5| FHATMR B #H M 544
in"&8% 7544 not in" B max == 512; #3¥ test_single_speculative_token_does_not_rai



se_default_capture_size, BiE MTP depth 1 & (300 &K -> 600 token) W AR
ceiling,

4. BSIFELE: Ay tests/compile/test_config.py FAEX G| 26 passed / 1 skipped,
pre-commit @3RN ; AR REAMIEIT, KB H200 Buildkite 89
spec-decode-ngram-suffix 5 spec-decode-dflash-nightly mANTZ2E,

R

- vlim/config/vliim.py (#3k BEEE; 35| source; ER core-logic; &5
_set_cudagraph_sizes) : ZMEEFTHE: _set_cudagraph_sizes 45X uniform decode
R BHEMIFEEBRIA ceiling 3338, MR EAZERIA capture F5KF] 2176/6400 token,

. tests/compile/test_config.py (3R BEEMIR; K5 test; KR test-coverage; 5
test_default_cudagraph_capture_size_respects_platform_ceiling,
test_default_cudagraph_capture_sizes_keep_all_sizes_bounded,
test_cudagraph_capture_sizes_respect_sequence_parallelism,
test_real_vllm_config_caps_widest_ngram_decode_batch) : EVIFFIF E/K: ¥ H200
nightly FAMEBRIRETE (2176/6400) 284b pin #ETNIR, HIBFAKSEHER "
RARTHREAFE ceiling's

« vlim/config/compilation.py (123 BEEE; K5 source; A documentation; F5
CompilationConfig.max_cudagraph_capture_size) : E#{&IE
max_cudagraph_capture_size B docstring, SHFRXAYESZIA—3K, BA#A uniform
decode R~ RIEZRIA ceiling WNiE 1D,

X5 VIimConfig._set_cudagraph_sizes, CompilationConfig.max_cudagraph_capture
_size, test_default_cudagraph_capture_size respects_platform_ceiling,
test_default_cudagraph_capture_sizes_keep_all_sizes_bounded,
test_real_vlim_config_caps_widest_ngram_decode_batch,
test_single_speculative_token_does_not_raise_default_capture_size

RERED R B

vlim/config/vlim.py

BAMEEFRE: set cudagraph_sizes &£ B uniform decode R.~<TBEANTFE S ERIA ceiling 3T
T, MAR _EA4BRIA capture ¥ 5K%| 2176/6400 token,

# vllm/config/vlim.py — VIImConfig._set_cudagraph_sizes & o X B9 IE L &
# L EBRIA ceiling ERNGELZALIE: JE datacenter Blackwell A 512,
# datacenter Blackwell A 1024, FAF ENEE capture sizes B AR Z BRI,
# (EBRAE R B M R TEHAGEST T,
def _set_cudagraph_sizes(self):
default_max_graph_size = (
1024 if current_platform.is_device_capability_family(100) else 512
)
# uniform decode F&/MEXRIE® B token + draft token,
# E itk decode_query len = 1 + num_speculative_tokens,
decode_query_len = self.uniform_decode_query_len
max_cudagraph_capture_size = min(



max_num_seqs * decode_query_len * 2,
default_max_graph_size,

# BIASEHIAET droft LERE batch size 1k, 1% tier &£ 5% decode R,
# BMEREN tier 2EBA eager (#50488 3| AW FZE, FUERE) .
# decode_tiers R E A schedule FAZ LT L, T (query_len, tier_max_regs).

uniform_decode_sizes = sorted(
{
n * query_len
for query_len, tier_max_reqgs in decode_tiers
for n in request_counts(tier_max_reqs)
# R PR BIRRAES . AREBRIZTFEE ceiling I8, HLERIA capture
# ¥ KB 2176/6400 token T3R5I BN OOM = KV cache #HF %o
if n * query_len <= max_cudagraph_capture_size

max_num_tokens = self.scheduler_config.max_num_batched_tokens
max_cudagraph_capture_size = min(max_num_tokens, max_cudagraph_capture_size)

if self.compilation_config.cudagraph_capture_sizes is not None:
# APERIEE: £E. T max_num_tokens. #AF, RBEZBRIA ceiling 4K,
cudagraph_capture_sizes = sorted(
set(s for s in cudagraph_capture_sizes if s <= max_num_tokens)
)
else:
# BRIARRIZ: JB1% 1/2/4/8/16 H KA token M, FHBH max_num_tokens
# 5 ceiling WA uniform decode R ; #H ceiling BYSE#IRZITHEIR eager,
cudagraph_capture_sizes = [1, 2, 4] + list(
range(8, min(max_cudagraph_capture_size + 1, 256), 8)
) + list(range(256, max_cudagraph_capture_size + 1, 16))
if max_num_tokens <= max_cudagraph_capture_size:
cudagraph_capture_sizes.append(max_num_tokens)
cudagraph_capture_sizes += |
size for size in uniform_decode_sizes if size <= max_num_tokens
]
cudagraph_capture_sizes = sorted(set(cudagraph_capture_sizes))

# RS RHFHATHRNIR TP AAERURYT, H5AFPER max EM—KHERE
tests/compile/test_config.py

EIFFF ER: % H200 nightly BIANEHREAIREE (2176/6400) %4t pin 38 TN,
HFIBFFAEREEEN " BRARTABHETE ceiling's

# tests/compile/test_config.py — F& ceiling EVNIM R EIE K
@pytest.mark.parametrize(

("max_num_segs", "num_speculative_tokens", "widest_is_captured"),

[



# A REFFEARN 2 FRE, TALE,

(8, 0, True),

(32, 0, True),

# BAVERF decode HRIPEFE ceiling R: BERIEHATFEIR,
(64, 7, True),

(256, 1, True),

# B decode XFBHRBEARLZ L ceiling.

(32, 16, False),

(64, 16, False),

# H200 EVIFEFSE: DFlash By 2176 token #RE suffix AFELEY
# 6400 token #2R, A pin MR B FriEBEORESER,

(128, 16, False),

(256, 24, False),

# & stride ISEE: ceiling Z EE3R eager, ceiling Z F¥EHHE R,
(33, 16, False),

(24, 16, True),

)
def test_default_cudagraph_capture_size_respects_platform_ceiling(
max_num_seqs, num_speculative_tokens, widest_is_captured

""Uniform decode BEZAEBIEFE BRI ceiling, "
# AE mock REHPUTELESEE (BEHBIRIAET)

ViimConfig._set_cudagraph_sizes(config)

decode_query_len = 1 + num_speculative_tokens
token_grid_max = min(
max_num_seqgs * decode_query_len * 2,
default_max_graph_size,

)
widest_uniform_decode = max_num_seqs * decode_query_len
# head BRA: &4 max T token M LR, REMW decode RY#a5E;
# RA ceiling WK off-stride L&A &K EHHIAE capture FI&F,
assert compilation_config.max_cudagraph_capture_size == token_grid_max
assert (
compilation_config.max_cudagraph_capture_size
== compilation_config.cudagraph_capture_sizes[-1]
)
assert (
widest_uniform_decode in compilation_config.cudagraph_capture_sizes
) is widest_is_captured

PG KA
#irE njhill EEE#E (APPROVED) : "Thanks @khluu, LGTM!", FToi&mEBAZEN,

FEBXIMNE PR body X FHEERESMHH: Draft #54352 E4 & revert #50488 (#
AR 621 17, BIEFA tier 5 R4 off-stride BZ) , MAPR ZEEFENIBE—RY
#50488 1y sizing ¥, REBIFRZLNERIAY K; 4 PR EN H200 /NI, #54352



"X, s PR BEAMEA Al 4Bl (Sherlock/OpenAl Codex) , HBAMERIEE Kevin &
TEEHRLARAR

« &3HHE (other): HOESIH, TRAERNMER,

- fork RJR PR B9 B 301L review A (other): K= £FIMEIARITIE,

R 5 B
o NS

1. BRIMTAZ: BT EERIA ceiling B9 uniform decode #t2% (A 544 token U LB
BARERDHOR) BRARBREIR, BITHSEIR eager #4T, K batch ZHARRLIZ R R
TeetA; AP TERER max_cudagraph_capture_size 2
cudagraph_capture_sizes &£,

2. BAOKRZRTE . VIimConfig._set_cudagraph_sizes & V1/V2 £ AMERIABRE KRR, K
& B/IMER AT A B R R AUARRS + CUDA graph BIBRARRE; TixZ R B d MR RIE
5hEARNEN—K,

3. BEER O : PR body BAFE model evaluation RAEAMIEIT, ERMAMARE H200 CI A
IR ; R pin T AAMEREAIKTEE, ERBEEFTA shape A&, BELS%E—
ceiling AIRIENFEZE, EMEERATEEL EUE,

4. Al BN EE: RXEE Codex %5 Cl agent LI, BAEALFEFEFR, MENEAEA
JERIFMK issue R, - B AP BRAERE TRV + CUDA graph 893z
RERHEEBK graph capture S35 25 OOM 3 KV cache #IFE, REARBIMERKR
£; B ceiling BSTARRIREER eager, HH5ERATNTMHANBRKE . A% &
£ H200 nightly CI @3, &£ spec-decode-ngram-suffix 5
spec-decode-dflash-nightly I 128, XEIFA: fRE T #50488 BN tier #F 5
off-stride BEKE, BRELE revert FH3RT, HAFE capture RYTHWENAMRIKRE
TAE, - RREARIT: BOERREZTE (VImConfig BRABLE, VI/V2 #£H) |, BRIAMTAH
E3R: K decode #XE eager, A FIFAERAMIZAT, KB H200 CI [1&E |, Al 54
YR EFEALHEEHIA

KRR L&

« PR #50488 [Bugfix][Spec Decode] Capture the widest uniform decode batch by
default: A& PR & & H 3| ABIBRIA CUDA graph capture RAEEYT, FEBEREHHA tier
55 off-stride BZiZ1E,

« PR #54352 [Draft] Full revert of #50488 (FrELAIERT, 1K#E PR body k) : &8
revert #50488 B draft 5 ; A PR EEEARNEMRE, FBEN H200 TR X 71
draft,

« PR #30330 Earlier fix to the same capture-size default (#50488 body &%) : E—2
A capture RTRIBMRI—XRIEE, &N PR EEXKZBINMEEI X,



