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PATHRE

« —4)iE: &8 PP T draft 2% fastsafetensors n#E L H!

- WENME: EERIR. KR/, BEEERMNEEENBEMNZITAR: —& " REBRFER,
fREE T RRZ MR " ORI ERE, —E A replace A Z £ #| LoadConfig. L is not #|
b 36¥ 0 T 1B BL B M B B B Sk, R, issue #50959 #Xt fastsafetensors adapter rank
BRATHER A B9 4T (subgroup-local rank 3% H4E global rank £% torch.distributed) =32
fE VLLM 9 B EMRBE A RN E ML

THRES B

issue #50959 $8H, fastsafetensors ML weight_utils.py P HEGmED{E
torch.distributed.group . WORLD X K& broadcast, i1 PP & F/MR draft =R R 524
EE&E—A PP stage: "The 8 ranks on the last PP stage (global ranks 8-15) enter
ParallelLoader's per-tensor broadcast chain, while the 8 ranks on PPO never call it —
so the first mismatched WORLD-group broadcast hangs without error until the 600 s
watchdog", PR body LARRE T AT ARBEE R TP subgroup A "the installed
fastsafetensors PyTorch adapter passes subgroup-local source ranks to
torch.distributed as global ranks. On the second PP stage this fails immediately with
ValueError: Global rank 0 is not part of group", AL F vendor EFEREZLE (
Kimi-K3 7£ Blackwell £ B Z1# B —-load-format fastsafetensors tni& k) , AHEEBE,
FEEF " AX draft ESR ", EA draft checkpoint i/NT target, "preserves the fast
target load while selecting the existing, collective-free loader for only the draft",

SO AR
SLIARAT 4 AR

1. 338 PP oA E TEREK: & vliim/vl/worker/gpu/spec_decode/utils.py TRERETIE
get_pp_safe_draft_load_config(load_config). #&3% 182 6 Btk 2
get_pp_group().world_size > 1 B load_config.load_format == "fastsafetensors" &, 3@
3t replace(load_config, load_format="auto") RE—/MX load_format A~ [E 89¥T
LoadConfig, #A logger.warning once ;<A target 3£ fastsafetensors; HAI1E
JURFERE, replace (RIEARAIZ L H, target BIMEREE T2 Z R,

2. EAGLE/EAGLE3 B&423FEL: 7 vlim/v1/worker/gpu/spec_decode/eagle/utils.py 8y
load_eagle_model #, il get pp_safe_draft load _config B3 LERA, X YR[E



FEERNEAR (is not #IBT) BEA replace(vlim_config,
load_config=draft_load_config), #HeLiRMILEREEMERAITTNE,; MERTEHAN
set_model_tag("eagle_head") + get_model().

3. DFlash / DSpark B2#%: & dflash/utils.py 89 load_dflash_model 5
dspark/utils.py B load_dspark_model #, #3& draft_vlim_config 8 replace(...) JAHA
B BENBX load_config=get_pp_safe_draft_load_config(vlim_config.load_config),
DSpark BA2RE A parallel_config F38 pipeline_parallel_size ER 1, —FHFRA#Hk
draft AR S5 PP stage B collective,

4. MR EIIFBLE: tests/v1/spec_decode/test_draft_attention_backend_override.py 5
test_draft_moe_backend_override.py A _VlimConfig *F%& load_config FE, 3 mock
get _pp_group 3RE world_size=1 B SimpleNamespace, 1RIEEEA backend override |
RIEFE PP DX EBEX AT, 1FEBETRMIAHFIE T tests/vl/worker/test spec_decode dra
ft_load_config.py &I 18M helper, 2 review SR, 3HEHIIEA Kimi-K3 DSpark 7&
2 T8 x 8 B200 (TP8xPP2. --distributed-executor-backend mp. --load-format
fastsafetensors) L5 CUDA graph ##3K. 8/8 #&1EKKRE HTTP 200. draft #%
& 59.1%,

R

« vlim/v1/worker/gpu/spec_decode/utils.py (3 FZHLARFL; 25| source; £
core-logic; &5 get pp_safe_draft_load_config) : KRB E IR OIREK S FFiE
get_pp_safe_draft_load_config, ¥|r PP>1 B fastsafetensors BHXJ%& draft 89
LoadConfig ¥1#A auto, 1% target By fastsafetensors [RIEMMEREKLZR,

vlim/v1/worker/gpu/spec_decode/eagle/utils.py (#3k EAGLE fn#k; 25| source; K&
dependency-wiring; &5 load_eagle_model) : EAGLE/EAGLE3 draft iz EAHE, X
R " REER. (RRERFRKNT replace viim_config" MEEARR, E=HKBEFHE—FR
BARAL BRI,

vlim/v1/worker/gpu/spec_decode/dflash/utils.py (13 DFlash fnzk; 23| source; LR
dependency-wiring; &5 load_dflash_model) : DFlash draft fngk Ao, fEHE
draft_vlim_config Bt E#RNBXEH# load_config, HE&&EM,
vlim/v1/worker/gpu/spec_decode/dspark/utils.py (#3& DSpark mn#k; 23| source; 2%
# dependency-wiring; &% load_dspark_model) : DSpark (Kimi-K3 %) draft inE A
H, issue #50959 W E I RENERERSZ; § PP=1 8 parallel_config & £ HTE&#H
load_config,

tests/v1/spec_decode/test_draft_attention_backend_override.py (iR BTMIR; 35|
test; A test-coverage) : A _VIimConfig v % load_config FE I mock
get_pp_group K[E world_size=1, {RiE attention backend BEMIRESIN PP X518
XA,

. tests/v1/spec_decode/test_draft_moe_backend_override.py (#3k BpMlR; 25| test
; KA test-coverage) : 5 attention BRMIREFEE moe_backend & &HEAIZ, Fafk
draft REBE 5 PP ZamuH R,

XS get pp_safe_draft_load_config, load_eagle_model, load_dflash_model,

load_dspark_model



RERED R B

vlim/v1/worker/gpu/spec_decode/utils.py

ARG E IR E S . #7138 get_pp_safe_draft_load_config, ¥|iF PP>1 A
fastsafetensors B draft 8 LoadConfig 1324 auto, {R¥ target B fastsafetensors
PRIR N ERERAZ

# vllm/v1/worker/gpu/spec_decode/utils.py

# fastsafetensors B ParallelLoader £ WORLD group L per-tensor broadcast,

# i1 PP R T /MR draft R RERE— pipeline stage 5261k, HAR stage

# B9 rank KA draft NEREEIR, EDRIEEE WORLD broadcast &%k,

# XA helper BLZTE draft INERI—K PP Z&KRE:

from vlim.config import LoadConfig, replace

from vlim.distributed import get_pp_group

from vlim.logger import init_logger

logger = init_logger(__name_ )

def get_pp_safe_draft_load_config(load_config: LoadConfig) -> LoadConfig:
"""Avoid collectives that include PP ranks without a draft model."""
# R& PP > 1 BEBE#MERA fastsafetensors A EEEIR; PP =1 &
# P& rank #& 5%, WORLD broadcast \fAIEHEX, T&EFW.
if get_pp_group().world_size > 1 and load_config.load_format == "fastsafetensors":
logger.warning_once(
"fastsafetensors cannot load a draft model instantiated on only "
"one pipeline stage; falling back to the standard safetensors "
"loader for the draft model. The target model still uses "
“fastsafetensors.”
)
# replace 3RE LoadConfig BIAR, REE (target AK) RZEW;
# load_format="auto" &1t draft £ collective BI¥RE safetensors huEk,
return replace(load_config, load_format="auto")
return load_config

viim/v1/worker/gpu/spec_decode/eagle/utils.py

EAGLE/EAGLE3 draft fnEFEADQ, XA " £EE#H. XALEEH|ET replace vlim_config"
HNELERN, BZRERAPHE—F RERREMNBEHREN,

# vllm/v1/worker/gpu/spec_decode/eagle/utils.py * load_eagle_model() &%
speculative_config = vlim_config.speculative_config
assert speculative_config is not None
draft_model_config = speculative_config.draft_model_config

# draft £ A target 89 VlIimConfig, ®MMEMEZS draft LR IR LENEE
# %0 quantized-only B MoE JEia3E4ak B MTP head.
if speculative_config.moe_backend is not None:
vlim_config = replace(
vlim_config,



kernel_config=replace(
vlim_config.kernel_config,

moe_backend=speculative_config.moe_backend,

),
)

# ... H4 kv_cache_dtype / attention_backend BZZHEEE ...

# PP Z&in#: PP > 1 B fastsafetensors B4R draft 12| collective By

# ¥ safetensors fn#k, target B LoadConfig R#EFEARE,

draft_load_config = get_pp_safe_draft_load_config(vlim_config.load_config)
# REEEAABMNAES viim_config, #BRLIBHXN R B,

if draft_load_config is not vlim_config.load_config:

vlim_config = replace(vlim_config, load_config=draft_load_config)

with set_model_tag("eagle_head"):
eagle_model = get_model(

vlim_config=vlim_config, model_config=draft_model_config

)
P AR
HWEBEEPERA:
-5 #53901 WA RSB EN XA charxwu T issue iR X AR #53901 B4t* ROCm

Kimi-K3 DSpark #1218 £ R —%%——E vlim/v1/worker/gpu/spec_decode/dspark/utils.

py B9 draft_safetensors_load_config() F3&%| DSpark draft £ 8T collective BIARAE
safetensors loader, F#3EH "This PR generalizes the same solution to

EAGLE/EAGLE3, DFlash, and DSpark across backends, so the scope is broader", &
PR &3t/a i A& %E NVIDIA/ROCm &35 — 7 £,

« MERMR: 43 FH benchislett X#F3EEY tests/v1/worker/test_spec_decode_draft_load c
onfig.py #1€ "This test can be removed. It adds no value. The helper is simple

enough that it does not need fine-grained unit testing." ZZ X R M, FATELEPF R
A MR S

AN, PR 25T —R merge conflict (mergify &7~ rebase) , wzhaol8 ZRZBEXNBEH
IFEAEIIFE RS, benchislett F7i8 ready ERZH /ci run B &,

- PR test_spec_decode_draft_load_config.py B (testing): BXR A, ZMR & B,
ERATEEF,

- 5 #53901 ROCm BEMEE £ A (design): & PR &HERNEEHRG—HE, BE
NVIDIA 5 ROCm,

. & HEE Cl A2 (other): rebase 53T CI #4634,

R 5 B
o S



1. draft tnEkMaEER: PP > 1 B --load-format fastsafetensors B, draft 7 8 shf&
B AWK safetensors tnEk, M Kimi-K3 DSpark draft ik 6.13 #, m/hF
target B9 221.77 #, BMEE, {EARMAR draft checkpoint B R T BHIRRKSALE,

2. DR BEZKIEENMR: get_pp_safe_draft_load_config By PP>1 itk 0 XX A HiEE
M (review BEMIKE) , {XFE mock world_size=1 WIKRZREBEE e2e BiF, FEKRHFZE
P get_pp_group B XK LoadConfig FE, EIIR 5 ETMIRIEIR,

3. load_format="auto" I NINE £ F: #xE safetensors 5 fastsafetensors FEEHAX
EMBRBRETATERR; HEMRIE draft BAEREN, ZEHIEN draft 5
fastsafetensors A&, TEEH T,

4. BAERE R XY PP > 1 B load_format A fastsafetensors BHfit%, PP=1., H
BN, TIMER draft B9 MTP BRZHAZ R, ZKFERRFEKNHA 2-4 1T, -
2 AP BE 7 Kimi-K3 (Blackwell) DSparkxPP A& T EMIIZ RS (
600 # watchdog) , WARAEA PP + #MER draft + fastsafetensors H-EHIBEIKIK;
draft fn#ftEe/Ma LA, XAE%: %— 7T EAGLE/EAGLE3. DFlash. DSpark =&
draft inFLA OB PP L4 %KRE, A #50514 B speculative decoding under PP 3T &
JE—R R, XMHEBA: ¥ #53901 89 ROCm BB EH ABRERBRA A X,
JE 4 H3E draft SRR EIDSHEN get_pp_safe_draft_load_config, EBRIERZ BERA
EBXRLREE, - NRtrit: BEMRBEE , LEmSh—FEL% , ) helper RN ,

draft fn#k it eEEER

KB L

- PR #50514 EAGLE3-style speculative decoding with PP (3% PR body #3R) : PR body
89 duplicate-work check BIAE I T EAGLE3 Ri& spec decoding x PP, & PR 6 &
T iZ AR E fastsafetensors T 9 WORLD-group #%i.

« PR #53901 ROCm Kimi-K3 DSpark draft fastsafetensors fix (3% charxwu iFE3ER)

#53901 X ROCm Kimi-K3 DSpark B2 7 EER1EE (_draft_safetensors_load_config)
, A PR ¥HEFEH 3| EAGLE/EAGLE3. DFlash. DSpark 2/53#,

« PR #46994 [Spec][V2] Support MTP speculative decoding under pipeline parallelism:
El—3hEE%k (speculative decoding x pipeline parallelism) 97 % PR, &% MTP & PP
THE S FHER MLA attention 53k, 5§74~ PR #y PP-draft IR FERE,



