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def _rocm_aiter_mla_decode_fwd_lse_impl(
g: torch.Tensor,
kv_buffer: torch.Tensor,
o: torch.Tensor,
go_indptr: torch.Tensor,
max_seglen_go: int,
kv_indptr: torch.Tensor | None = None,
kv_indices: torch.Tensor | None = None,
kv_last_page_lens: torch.Tensor | None = None,
sm_scale: float = 1.0,
logit_cap: float = 0.0,
g_scale: torch.Tensor | None = None,
kv_scale: torch.Tensor | None = None,
) -> torch.Tensor:
"""Run non-persistent AITER MLA decode and return natural-log LSE.

gfx942 persistent MLA kernels do not provide an LSE code object. Keeping
this as a separate op makes that constraint structural: callers that need
LSE cannot accidentally forward persistent work metadata.

from aiter.mla import get_meta_param, mla_decode_fwd

kwargs: dict[str, float | int | torch.Tensor | None | bool] = {
"sm_scale": sm_scale,
"logit_cap": logit_cap,
"return_lIse": True,
}
if _check_aiter_mla_fp8_support():
kwargs["q_scale"] = g_scale
kwargs["kv_scale"] = kv_scale

if (
g.dtype == torch.bfloat16
and kv_buffer.dtype == torch.bfloat16
and g.shape[1] == 32

from vlim.platforms.rocm import on_gfx950

if on_gfx950():
# The gfx950 H32 BF16 kernel mishandles ragged tails with split KV.
# Its single-split path returns correct output and natural-log LSE.
kwargs["num_kv_splits"] = 1
kwargs["num_kv_splits_indptr"] = torch.arange(
go_indptr.shape[0], dtype=torch.int32, device=q.device
)

if g.dtype == FP8_DTYPE:



assert kv_indices is not None
num_kv_splits, num_kv_splits_indptr = get_meta_param(
None,
go_indptr.shape[0] - 1,
kv_indices.numel(),
g.shapel[1],
max_seglen_qo,
g.dtype,
)
if num_kv_splits == 1:
# gfx942's one-split FP8 asm writes the final output directly but
# does not write either LSE buffer. Force the normal split reducer,
# which produces both the same output and an accurate natural LSE.
num_kv_splits = 2
num_kv_splits_indptr = torch.arange(
0,
(go_indptr.shape[0]) * num_kv_splits,
num_kv_splits,
dtype=torch.int32,
device=q.device,
)
kwargs["num_kv_splits"] = num_kv_splits
kwargs["num_kv_splits_indptr"] = num_kv_splits_indptr

_, final_Ise = mla_decode_fwd(
a,
kv_buffer.view(-1, 1, 1, g.shapel[-1]),
o,
go_indptr,
kv_indptr,
kv_indices,
kv_last_page_lens,
max_seglen_go,
**kwargs,
)
if final_lse is None:
raise RuntimeError("AITER MLA decode did not return the requested LSE")
return final_lse

viim/v1/attention/backends/mla/rocm_aiter_mla_sparse.py
BT MLA JEImB9AZ O H, #BT sink X3F. DCP KE. BARFEB/AFE LRI,

class ROCMAiterMLASparselmpl(MLAAttentionImpl [ROCMAiterMLASparseMetadatal):
is_sparse = True
supports_dense_mha_prefill = False
supports_dcp = False # £ X FE AR X #F DCP

def _init_ (
self,



num_heads: int,

head_size: int,

scale: float,

# ... HihSE ...

sinks: torch.Tensor | None = None,
# ... HihSE ...

# .. R EE ..
sinks = mla_args.pop("sinks", None)
if sinks is not None:
# I sink 23K RHE float32, 1 4, %L
if sinks.dtype != torch.float32:
raise ValueError(
f'ROCm AITER MLA sinks must be float32, got {sinks.dtype}"
)
if sinks.ndim != 1 or sinks.numel() != num_heads:
raise ValueError(
"ROCm AITER MLA sinks must have shape "
f'({num_heads},), got {tuple(sinks.shape)}"
)
if not sinks.is_contiguous():
raise ValueError("ROCm AITER MLA sinks must be contiguous")
self.sinks: torch.Tensor | None = sinks
# ... Hfbwnsatb ...

def forward_mla(
self,
layer,
g: torch.Tensor, # [sq, heads, d_gk]
kv_c_and_k_pe_cache: torch.Tensor, # [blocks, heads, d_gk]
attn_metadata: ROCMAiterMLASparseMetadata,
) -> tupleftorch.Tensor, torch.Tensor | None]:
# REEXRLA (output, Ise)
# ...
need_lse = self.sinks is not None
triton_sink_fallback = (

need_lse
and g.dtype == kv_c_and_k_pe_cache.dtype
and (
q.dtype == torch.float16
or (
g.dtype == torch.bfloat16
and (

mla_num_heads > 128
or (on_gfx942() and 32 < mla_num_heads <= 64)



if triton_sink_fallback or _use_rocm_sparse_triton(...):
# £ Triton EREZ
#...
return output, None

# TME AITER LSE B&42

# .. RIEFRIFELRR FnSLEL ...

Ise = rocm_aiter_ops.mla_decode_fwd_lse(...)

return output, Ise
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