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classQwen4ExpPLEPinnedHostEmbedding(Qwen4ExpPLEEmbedding): """PLE table

nnn

allocated in pinned CPU memory for UVA lookup. supports_prefetch = True



defallocate_embedding weight( self, num_embeddings: int, embedding_dim: int,
dtype: torch.dtype ) -> torch.Tensor: # EDITMNGETLOERE, UXHEF GPU K
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embeddings = F.embedding(ngram_ids, self.weight)
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local_num_tokens: int) -> tuple[int, int]: """t & &EE DP 4k ETP B, &/ DP BIARKEAL
FKNFoRFE, """ if self.etp_data_parallel_size == 1: return local_num_tokens, 0
# M DP To¥IE T REREBIAL token 3k, HEH AR AN  dp_metadata:
DPMetadata | None = get_forward_context().dp_metadata if dp_metadata is None:
raise RuntimeError("ETP spanning DP requires DP token metadata") group_start
= (self.data_parallel_rank // self.etp_data_parallel_size) * (
self.etp_data_parallel_size ) group_end = group_start +
self.etp_data_parallel_size token_counts =
dp_metadata.num_tokens_across_dp_cpu.tolist() group_counts =
token_counts[group_start:group_end|] slot_size = max(group_counts) dp_rank =
get_dp_group().rank_in_group return slot_size, dp_rank * slot_size
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