PR #54346 STEIRE

vlim-project/vlim
[Bugfix] [Multimodal] Release Qwen2.5-VL and Qwen3-VL RoPE caches with the model
&3 8tE]: 2026-08-30 11:10

JRSCEERE: http://prhub.com.cn/vlim-project/vlim/pull/54346

PAITHRE

« —A]3E: Qwen2.5/3-VL RoPE &HFKREHFIK, £E shutdown EHEFHE

- EEE: ELEEE, BEVERUTRAER:

1. ERZE"LOIHIERER Iru_cache EMHFIREFIN self REERIT|I RO X — AR E
FIHAFGIHEY EL A% (PR body RESRT Al #BI3| REEQ T TERA)

2. &3¥"bounded per-instance LRUCache BREREFHEAERN: AEELRIFIELTR
K, ALBIBMIRIEMFTA EFIK, & Python 54 @ RMEENIREME, "iTH3
H AR B4 = 2K (e

3. &% review ' TRIAE FONRERE: BMENR (FaHERNESFRILEARREALLE)T)
AR, #RERENEZ LR,

BIRF 2L E qwen3 vl.py B rot_pos_ids EREHFEAEMER, BE qwen2 5 vl.py 8§

get_rope_by thw AR,

TN EES BAL

PR body BA#4 B #n21& £ “deterministic GPU memory retention when Qwen2.5-VL or
Qwen3-VL is shut down in-process after serving a multimodal request’s REA—:
Qwen2_5_ VisionTransformer.get_rope_by thw ZSZH|H 3%FH &K% functools.lru_cache
B, self INEHREZFREREIASNEIERIERH vision tower;

Qwen3_ VisionTransformer.rot_pos_ids FAEEKEA Iru_cache, ZHFKEFEIMAFEIRE,
PR body #itEAH 5 #54162 (top-level model 3¥A) . #54246 (layer-bound KV cache)
EHBMEE, HREBEE in-process shutdown 3Z& % LN EMRER.

LI RE

1. BECEME: FEHRMRIEX Qwen2.5-VL 48 £, reviewer DarkLight1337 7 issue
IR H “Let's fix this for Qwen3-VL too”, % 2 4 commit *h_E qwen3_vl.py BIFTHR
K,

2. Qwen2.5-VL 2&3& (viim/model_executor/models/qwen2_5 vl.py) : & from
functools import Iru_cache, %A from functools import partial, 3¢ from
vlim.utils.cache import LRUCache: 7 Qwen2_5 VisionTransformer. _init_ ®#g
self._rope_by thw_cache = LRUCache(capacity=1024); get_rope_by thw &£
@Iru_cache(maxsize=1024) #1528, RAERNEHEE (t, h, w) P HR. ITE. 5A



=4,

3. Qwen3-VL 2k3& (vlim/model_executor/models/gwen3_vl.py) : RE#5| A\ LRUCache,
T Qwen3_VisionTransformer. _init__ ®#3¥ self. rot_pos_ids_cache =
LRUCache(capacity=1024); rot_pos_ids M @staticmethod +
@Iru_cache(maxsize=1024) B ASZBI %, 458 (h, w, spatial_merge_size) 5R&A
ZHRHEI; ABA rot_pos_emb # self.rot_pos_ids(...) BIRAAFTRAARE, X LEZES
ZEH,

4 fTA—MERIE: BEFR. 1024 ZE LR, FRER— tensor & (is WKL) F
EBEXHERXAR,; ERXEEGRPITE— N ER / BEER TR LHR, %EH%
R TRLplEREIMARBRELEBITE R, HEURE M KReTE AR B,

5. MIREH#E RABE: F 3 4 commit 7 tests/models/test_language_model_cache_i
s_weak.py F3E 3| A=K, reviewer IAKEN object._ new_ Fah3EEE MR
ToEfR B eEYa. BEAER TE R, & 4 4 commit BFREINR,; RIKIKE PR
body HH3#ZE|3# GPU 523 (A100 XK. ModelScope ERXE. del + gc.collect() +
torch.cuda.empty_cache() 88) .

R

« vlim/model_executor/models/qwen3_vl.py (B3R Mm% E; 25| source; LR
core-logic; 5 rot_pos_ids, _rot_pos_ids_cache, Qwen3_VisionTransformer.init) :
Qwen3-VL W3¢ 4w55 2 B9AZ ME E XM rot_pos_ids A @staticmethod +
@lru_cache(maxsize=1024) BRAEHFIA R, FHE _init_ $5IAN
self._rot_pos_ids_cache = LRUCache(capacity=1024), itk ERER ZH TR, &
F A rot_pos_emb TEKH,

« vllm/model_executor/models/qwen2_5 vl.py (#ik WAL ; K5 source; EH
core-logic; %5 get_rope_by thw, _rope_by thw_cache,
Qwen2_5_VisionTransformer.init) : Qwen2.5-VL 5 45 28 BAZ M8 B XX
get_rope_by thw #FR @Iru_cache(maxsize=1024) B RH KA FHEEEZE,  init_
h ¥ self._rope_by thw_cache = LRUCache(capacity=1024), ARRSZB|F LR K KLE
GFAGRT| By R

XPEFF B get_rope_by_thw, rot_pos_ids

RPERAD B

vlim/model_executor/models/qgwen3_vl.py

Qwen3-V0L W5 95D 2 B9A% ME B XM : rot_pos_ids A @staticmethod +
@Iru_cache(maxsize=1024) BRALEBIF %, FHE _init_ #3| AN self._rot_pos_ids_cache
= LRUCache(capacity=1024), it RGFKEMBRESZHIFER, RAA rot_pos_emb TEKDN,

# qwen3_vl.py FHIZKEKS:

#- " init_ ¥EELAIRER, BREEXLES TIru_cache’

# - “rot_pos_ids™ B “@staticmethod™ BN H %, BAFHESZBIREIK

class Qwen3_VisionTransformer(nn.Module):



def _init_ (
self,
vision_config: Qwen3VLVisionConfig,
norm_eps: float = 1e-6,
guant_config: QuantizationConfig | None = None,
prefix: str ="',

) -> None:
super().__init_ ()

self.num_grid_per_side = int(self.num_position_embeddings**0.5)

# FIBHIR LRU 77 4€ RoPE ALEIKE M AR RS E BIEA S0,
# BRRERES “lru_cache”, BEMRIF 1024 MAE
self._rot_pos_ids_cache = LRUCache(capacity=1024)

def rot_pos_ids(self, h: int, w: int, spatial_merge_size: int) -> torch.Tensor:
# ZERERFANEERLK ®PITA RER— tensor %) HRIFLAE
cache_key = (h, w, spatial_merge_size)
if cache_key in self._rot_pos_ids_cache:
return self._rot_pos_ids_cache[cache_key]

# AR EREMNE RS o) BHAT / BIREI,
# BH% “spatial_merge_size” 93 ¥EE, HEIL mRoPE M- MK REF
hpos_ids = np.broadcast_to(np.arange(h).reshape(h, 1), (h, w))
h_div = h // spatial_merge_size
w_div = w // spatial_merge_size
hpos_ids = hpos_ids.reshape(
h_div,
spatial_merge_size,
w_div,
spatial_merge_size,
)
hpos_ids = hpos_ids.transpose(0, 2, 1, 3)
hpos_ids = hpos_ids.flatten()

wpos_ids = np.broadcast_to(np.arange(w).reshape(1, w), (h, w))
wpos_ids = wpos_ids.reshape(
h_div,
spatial_merge_size,
w_div,
spatial_merge_size,
)
wpos_ids = wpos_ids.transpose(0, 2, 1, 3)
wpos_ids = wpos_ids.flatten()

#E6HA h*w, 2] WLEKEHSANLARER

result = torch.from_numpy(np.stack([hpos_ids, wpos_ids], axis=-1))
self._rot_pos_ids_cache[cache_key] = result

return result



def rot_pos_emb(self, grid_thw: list[list[int]]):

# A £IF “self.rot_pos_ids(...)” BERT,

# X ERESXGER, TEEMAIIRER

max_grid_size = max(max(h, w) for _, h, w in grid_thw)

pos_ids = [
self.rot_pos_ids(h, w, self.spatial_merge_size)
ift==1
else self.rot_pos_ids(h, w, self.spatial_merge_size).repeat(t, 1)
for t, h, w in grid_thw

vlim/model_executor/models/qwen2_5_vl.py

Qwen2.5-VL M3 Jmbd 28 B9AZME B X get_rope_by_thw &
@Iru_cache(maxsize=1024) BB H KA FHEHFEE, _ init_ FHHE
self._rope_by thw_cache = LRUCache(capacity=1024), ARRSZBIAIERLREHWTRT| A
#Y e &L,

# qwen2_5_vl.py FHIK K

#- JR “get_rope_by_thw™ BEBIHEEWER “@lru_cache(maxsize=1024)" i,

# “self” HANEBHFRFHREEHFRTIAEA vision tower, shutdown & TT3EREIK

#- BAERRELHIK LRUCache, BHEIWRELR &

class Qwen2_5_VisionTransformer(nn.Module):

def _init_ (
self,
vision_config: Qwen2_5_VLVisionConfig,
norm_eps: float = 1e-6,
quant_config: QuantizationConfig | None = None,
prefix: str ="',

) -> None:
super().__init__()

self.fullatt_block_indexes = vision_config.fullatt_block_indexes
self.spatial_merge_unit = self.spatial_merge_size**2

# FIIFILK LRU &7, FESR "@Iru_cache(maxsize=1024)" —3K;
# REMBE “self HANERFR, FBEEFRI|ABRESLHA
self._rope_by_thw_cache = LRUCache(capacity=1024)

def get_rope_by_thw(self, t, h, w):
cache_key = (t, h, w)
if cache_key in self._rope_by_thw_cache:
return self._rope_by_thw_cache[cache_key]

window_index_thw, cu_seqglens_window_thw = self.get_window_index_thw(t, h, w)
cos_thw, sin_thw = self.rotary_pos_emb_thw(t, h, w)



# 3% window &3 EHE “cos_thw™ Fa “sin_thw™, H¥BFAE token B rope &
window_index_thw_dev = window_index_thw.to(cos_thw.device, non_blocking=True)
cos_thw = cos_thw[window_index_thw_dev, :, :]

cos_thw = cos_thw.flatten(start_dim=0, end_dim=1)

sin_thw = sin_thw[window_index_thw_dev, :, :]

sin_thw = sin_thw.flatten(start_dim=0, end_dim=1)

cu_seqglens_thw = torch.repeat_interleave(
torch.tensor([h * w], dtype=torch.int32), t
)

# —RMESAEIMPELER, KRIER— (t, h, w)™ FERER—H# tensor
result = (

cos_thw,

sin_thw,

window_index_thw,

cu_seqglens_window_thw,

cu_seglens_thw,

)
self._rope_by thw_cache[cache_key] = result
return result

W6 B4

HENZOREEFENRMEL:

« DarkLight1337 #8 H #13E8955 3| AMHR T SZPRME: “These tests are not useful as you
manually set the attribute anyway. If the upstream modification changes, the test
would still pass”s EAMIRAF 5 object. _new_ FEIEFEMIE rope_by thw_cache, B
FEARRIMIEEFREERNK KRG, MRMKREN, BT REVIFRF

« EEERRERAEEMENRER, BREFENEMZAENNR S &K,

« DarkLight1337 s#t—2F# & ‘I think this is too complicated tbh. Let's just drop the
tests”, E& BMFFMIFR2IRMIR,

« %4 DarkLight1337 EFiEF E K Let's fix this for Qwen3-VL too”, HEEF KT BEE
E3BE, KAAR PR BEHAMER BRI,

o VEE RIS TR BANT DCO sign-off 31& reviewer EF /2 auto-merge, BT HEX
TTRRBYRAR PE VAR,

- 553| AEVINIRBYA RIEFER (testing): /EE ERNARERAEEMERRE, (8 reviewer 177
NAERERE, RARBRSIRFIENR,

< MRAMRBVERE (design): MFERENBRNIR, PR RERRERANRXAKRE, KUK
PR body # #9333 GPU M &,

- B ESEEY EE Qwen3-VL (question): fEEEE 2 4 commit Fi8E qwen3_vl.py BIXTFR
BK5l, rot_pos_ids BRASEBIAEF IR E LHIER

R fe5 7



- Afe:

1. TEMUMREK: &AL PR REFHENRXME, ZREEMIRAX G RE, ERRXEAE
#F3I ALK Iru_cache (FlHnABEMEEMSE) , Cl FakMK, BTFaLEEEIN
o

2. LRUCache &Xf2Z2MAKIIE: R functools.lru_cache K EA PRI ; BN
vlim/utils/cache.py B9 LRUCache /&, _ contains__ 5 _ setitem__ Bn b iEfE, %
vision encoder % %&f2HH LA get_rope_by_thw / rot_pos_ids, ¥
check-then-act TAE O, VLLM #F encoder PUTIRZ B B LAE, (B EKRE PR F
itit,

3. ZLBIELITE: Qwen3-VL RRESLZFIEZE— rot_pos_ids K=, BRALZFRES
&, BANEAIERGERER (h, w) AEHMEETHTRNUEKE; L£51%E / SRR L
BETHRIVEDI CPU ITE,

4, FiFHRIZREE: get_rope_by thw AL F T REMH should_torch_compile_mm_encoder
HIFHY encoder B&42 (Il support_torch_compile &4fig8) , SLBIAEMNE ERFHRN
ZHF|AE torch.compile TRITRZAEMREE,

-1 K

1. AP/ FEaM: BENZROHRE in-process £RBE (SHEBY#K, HABFE &
A LLMEngine %) , 930l Qwen2.5-VL-3B %H/5{%8@ CUDA SEM 1,354,216,448
BFZE 10,617,344 B (4R 99.22%, %9 1.251 GiB) , vision module REBEHEE;
Qwen3-VL-2B % AERE 279,577,088 B, vision module 547 tensor ¥ EIIK,
IR S5 T 3B AT BT RS MM

2. Z%M: 5£Et PR #54246 (layer-bound KV cache k) . #54162 (top-level
model HHEFHK) FEEMEK in-process shutdown BEFEK GPU RE WARABE, B
E=EMRIR,

3. BB : BRBh/N. BERIEMWL. FIERMELF, BENREEERE AR reviewer YRGS
HELME, ZEN (ERBRERIOER) TEARSEMREENSERER, - XK
FRiT: BB EINNR |, B HEIERRIZTE |, LRUCache &ERZEMREIE , £52613%
BEEEHHE | torch.compile B2k EBE

RTINS
« PR #54246 [Bugfix][MRV2] Release layer-bound KV cache memory in shutdown(): &—
in-process shutdown NAEBRKERMLZ, PR body BARILEAME T xb: % PR & runner

HAMW layer-bound KV cache 4f&E, 4 PR Bk Qwen £k RoPE £ X— A MIRIR,

« PR #53808 [Bugfix] [Multimodal] Honor modality-scoped mm_processor_kwargs: @A

Qwen3-VL ZESIEMRMEBSE, %KaE—XM4 viim/model_executor/models/qwen3_vl.py

, REBIZAERTHR 2 BSBRAZ BTSN E.,

« PR #54242 [Frontend] Add video embeds input support: Qwen3-VL Eii
video_embeds Zhaedy &, R#AKZ qwen3_vl.py, §& PR &T R — A K zhaeE#H &,
« PR #53529 [Test][Qwen3-VL] Cover compiled DeepStack input contract: Qwen3-VL

DeepStack ZmERAMIRN, KB Qwen3-VL THVERNHREZFS EVIRELE, 54 PR B
LI A 28 BR A2 PR BN A K



