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tor_meta, SimpleCPUOffloadScheduler.prepare_store_specs,
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# 7 vlim/v1/simple_kv_offload/manager.py F#3E#) BlockStoreMeta #k3E3E
# ATHEBRRKEET RN CEEFMENE) RESNRXRTEHE
@dataclass
class BlockStoreMeta:

"""Per-block metadata snapshot for BlockStored event emission.

Captured at store-prep time (when the Request is available) and carried
through TransferMeta to async completion, where the Request is gone.

token_ids: list[int]
parent_block_hash: ExternalBlockHash | None



lora_id: int | None

lora_name: str | None
extra_keys: tuple[Any, ...] | None
block_size: int | None = None

# B8 TransferMeta #3538, i block_meta FEATHEW R uIERE
# XHESPRERRGE, EXEHRMDEED RX TR
@dataclass
class TransferMeta:
gpu_block_ids: list[int]
cpu_block_ids: list[int]
# key: (group_id, block_hash), value: BlockStoreMeta B
block_meta: list[dict[BlockHashWithGroupld, BlockStoreMeta]] | None = None
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# tests/v1/simple_kv_offload/test_kv_events.py & —A 3% MR A
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def test_block_stored_per_group_metadata_full_attention() -> None:
"""BlockStored carries medium, group_idx, kind, sliding_window, block_size,
and the correct block hash."""
fix = make_events_scheduler()
sched = fix.scheduler
assert sched.kv_event_medium == MEDIUM_CPU
_, req = _do_eager_store(fix, num_blocks=2)
events = list(sched.take_events())
stored = [e for e in events if isinstance(e, BlockStored)]
assert len(stored) ==
ev = stored[0]
assert ev.medium == MEDIUM_CPU
assert ev.group_idx ==
assert ev.kv_cache_spec_kind == "full_attention"
assert ev.kv_cache_spec_sliding_window is None
assert ev.block_size == BLOCK_SIZE
assert ev.locality == "LOCAL"
expected_hash_0 = maybe_convert_block_hash(
get_block_hash(make_block_hash_with_group_id(req.block_hashes[0], 0))
)
assert ev.block_hashes == [expected_hash_0]
assert ev.parent_block_hash is None
assert ev.token_ids == req.prompt_token_ids[0:BLOCK_SIZE]

# % = /NREY parent_block_hash R&EFE—NREEH

evl = stored[1]

expected_hash_1 = maybe_convert_block_hash(
get_block_hash(make_block_hash_with_group_id(req.block_hashes[1], 0))



assert evl.block_hashes == [expected_hash_1]
assert evl.parent_block_hash == expected_hash_0
assert evl.token_ids == req.prompt_token_ids[BLOCK_SIZE : 2 * BLOCK_SIZE]
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‘LGTM. I am a bit unsure about the CPU overheads when KV event is enabled,
because we prepare BlockStoreMeta for all block_hash_size chunks within each
group's each block. It will be nice to add some microbenchmarks here, but I don't
want to block this PR. We can fix it later if this is the case.”
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