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def fi_chunk_gated_delta_rule(
g: torch.Tensor,
k: torch.Tensor,
v: torch.Tensor,
g: torch.Tensor,
beta: torch.Tensor,
initial_state: torch.Tensor,
output_final_state: bool,
cu_seqglens: torch.Tensor | None = None,
use_gk_IZ2norm_in_kernel: bool = True,

from flashinfer.gdn_prefill import (
chunk_gated_delta_rule as chunk_gated_delta_rule_fi,

if use_gk_IZ2norm_in_kernel:
g = 12norm_fwd(q)
k = 12norm_fwd(k)

# use flashinfer implementation
q = g.squeeze(0).contiguous()
k = k.squeeze(0).contiguous()
v = v.squeeze(0).contiguous|()

g = g.squeeze(0).contiguous()
beta = beta.squeeze(0).contiguous()
fi_state = initial_state.to(torch.float32)
fi_g = g.to(torch.float32)
fi_beta = beta.to(torch.float32)
# REPEEEL: Flashinfer 0.6.18 K “cu_seglens™ £3kA int64 KR,
# AR RIEAE R AR B A RIHAT SR i S B B ¥,
if cu_seglens is not None:

cu_seqlens = cu_seqglens.to(torch.intb4)
result = chunk_gated_delta_rule_fi(

a=q,

k=k,

v=v,

g=torch.exp(fi_g),

beta=fi_beta,



initial_state=fi_state,
output_final_state=output_final_state,
cu_seglens=cu_seqlens,

)
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