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[Perf] Avoid h2d copies from non-pinned CPU tensors
&3ntiE: 2026-08-29 12:06

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/54299

PATHRE

« —A]iE: B2 3E pinned CPU 3k & H2D # N X8RP stall

- EME: EERFE. ERERMEITER: —& FlashInfer F °# ILAT pin_memory() %
B'fE MRV2 TERARFZHARTRHERS SHES, BRFELE pinned REF;
— R rot_pos_emb / rotary_pos_emb_thw #3AE get_cos_sin ARAIF. EEE GPU
W& LRI KERMEHRER H2D, XFAMERN T E SR AN EEE R,

Th RES EAL

PR body BA®EBASHNL: "This can cause a stall that impacts overlap of gpu and cpu
work. These instances were exposed by https://github.com/vlim-project/vlim/pull/53491."
T PyTorch #, M3IE pinned CPU 5 KE XA copy (..., non_blocking=True) ;5B IEF

SFRARZHEE GPU MlHE#; PR #53491 AMXRARARIHIGE, XL BRI A
WRBEHR, N PR WEAREIL H2D #NEBLEERS (6 pin BEN) , E4MEFARE (
BEEEEMRELMEKE)

LI AE

1. FlashInfer ST & A TEIERRR: pin REENRELE pinned XEH (
vlim/v1/attention/backends/flashinfer.py) - #B& make_buffer() A k&
self.pin_memory B (JR3Z#EAN not vlim_config.use_v2_model_runner and
PIN_MEMORY) ., - paged_kv_indptr. paged_kv_last_page_len BXx & 3\
pin_memory=False 8 CpuGpuBuffer; paged_kv_indices R A% 3 GPU ) torch.zeros
, _get_decode_wrapper() FRE¥ £ gpu FE, -
_compute_flashinfer_kv_metadata() #F& paged_kv_indptr_cpu_buffer IX£&x, kA
LRIt paged_kv_indptr.cpul:num_regs + 1] 4T pin_memory() =B, B
copy_(non_blocking=True), - JRE: MRV2 TEAFEP, ®IE pinned ZHHEE step N
FHEINE step N+1 EANES; ENAIRERER TRS 5 HES HAN -,

2. REMBLETXIREA pinned IKE (vliim/model_executor/model_loader/utils.py) -
device_loading_context() 3§ original_device_states: dict[str, torch.device] BXA
cpu_params: set[str]l, - finally & CPU £%kitd p.data.to(original _device) B&A
torch.empty_like(p.data, device="cpu", pin_memory=use_pin_memory).copy_(p.data);
UVA & offload B2t EFREN (to("cpu").pin_memory()) &HHK—K pinned # I,
- ®": XE offloading / sleep-wake EEIE| CPU B9Z3KE A pinned, &4k



H2D RE\IIARF stall,

3. Logprobs B KEH$E pinned (vlim/v1/outputs.py) -
LogprobsTensors.empty_cpu() #H logprob_token_ids. logprobs.
selected_token_ranks ¥ pin_memory=PIN_MEMORY £l|z&, FHKHA new_empty A
logprob_token_ids Jk&, FRIERRREZE

4. TREME L. EBRRELEEMERI| (qwen3_omni_moe_thinker.py.
gwen2_5 vl.py. ernie45 vl.py. glm4_1v.py. qwen2_vl.py) - L rot_pos_emb() /
rotary_pos_emb_thw() Afl: & get cos sin() ITRIFIH3E pos_ids 2RI,
torch.arange(h/w, device=cos.device) E3EE GPU EARKRZEKSG], MKRERL
pos_ids.to(cos.device, non_blocking=True) 8 CPU—GPU #£ 1,

5. ZHEA /| TMEAERILE async_tensor_h2d (phi4mm_audio.py.
idefics2_vision_model.py. gqwen3_asr.py. layers/pooler/tokwise/methods.py) -
enc_streaming_mask % ® contiguous().to(device, non_blocking=True) B&XA
async_tensor_h2d(...), B LREREKSG—IE pinned NFH. JE pinned % pin L4 HE
R,

6. MIREMERE - A PR RFENA MY 1TH%Z PIN.MEMORY (BERAFEIA pin 1k
) 5§ VLLM_WEIGHT_OFFLOADING_DISABLE_PIN_MEMORY (##&n#k T Xk 2
% pinned) BN XIZH,

R

« vlim/v1/attention/backends/flashinfer.py (#3k ST & AJ/E3%; 25| source; HEA
core-logic; &5 _make_buffer, compute_flashinfer_kv_metadata,
_get_decode_wrapper) : V1 3| Flashlnfer S E A THIEMZETREZ: BB
_make_buffer/self.pin_memory #3E pinned &4, Bk N RIXSRY A
pin_memory() R ; paged_kv_indices BX A% 3 GPU B torch.zeros, XZARKEF
RS T E. UKE R BRI AR,

« vlim/model_executor/model_loader/utils.py (&3 A hn#k; 25| source; EH
data-contract; 45 device loading_context) : &M LT XEREME /offloading
AR WRE CPU 285 UVA B offload BN ER N BB pinned CPU KE—K$# I
SER, #%IE pinned EKEFE/FE H2D stall,

« vlim/model_executor/models/phi4mm_audio.py (&3 ERISZH,; 25| source; EH
data-contract; 55 forward_embeddings, calculate_hs_mask) : Phi-4 S
Conformer w3 2 AL streaming mask 8 H2D 284 async_tensor_h2d (AER&EEE pin
+ non_blocking) , EEMmL A _EHEFIRE &,

« viim/v1/outputs.py (#E3k #H4b38; 25| source; £ dependency-wiring; &5
empty_cpu) : LogprobsTensors.empty cpu B2 pinned CPU k&, #iH logprobs &
step H2D ¥ N E BT REIER®, TR IERRE G GIBEREZ,

« vlim/model_executor/models/qwen3_omni_moe_thinker.py ({&3k #ERISIN,; 25| source
; EA data-contract; 5 rot_pos_emb) : Qwen3-Omni M5 %A% rot_pos_emb &
HE get_cos_sin AT, EIFEHE cos.device LH#3E arange, JHFR pos_ids B9 CPU 3
+ H2D, ETVHKRmIERIMH HRE,



« vlim/model_executor/models/qwen2_5 vl.py (#3k &R SH,; 25| source; LR
data-contract; &5 rotary_pos_emb_thw) : Qwen2.5-VL 5§ Qwen3-Omni fEEEX:
rotary_pos_emb_thw 8 arange BEIEZEE cos.device b, ¥ da H2D, BEH AR F
BHRBII IR A,

« vlilm/model_executor/models/idefics2_vision_model.py (1R BRI H,; 25| source;

E A data-contract) : Idefics2 MAAER | N async_tensor_h2d &#:3E pinned H2D
7 (FHMEETAFAXARE) , BTEZESERZ—KEN—HL.

« vlilm/model_executor/models/qwen3_asr.py (1Eik #ERISZH,; £ 5| source; H£R
data-contract) : Qwen3-ASR ML EE1Z5] A async_tensor_h2d %—4t3E pin + JEFE
E#0, 5 phidmm_audio BBSHMm LKL,

« vlilm/model_executor/models/ernie45 vl.py (t&3k #ARISH,; KB source; £R
data-contract) : ERNIE4.5-VL Fe3eL B AL / R0 H3E BRI2EMRIE pinned H2D (45#%
EEARERRE) , BEESHE—KE,

« vlim/model_executor/models/glm4_1v.py (#3k #RISZH,: £ 5| source; KR
data-contract) : GLM-4.1V 5 PR label 'gim' X, W ERLEZRERAE, BTFHES
BENERK,

« vlim/model_executor/models/qwen2_vl.py (13 =R SH,; 25| source; LR
data-contract) : Qwen2-VL 5§ Qwen2.5-VL Rk, rEREBLZRENBE, B qwen
AR ENERK,

« vlim/model_executor/layers/pooler/tokwise/methods.py (#3k it Z; 285 source; 3£
# data-contract) : tokwise M LA ARSI AN async_tensor_h2d (HMHEEESAEAXAINA
%), RIEBHLEEZH H2D hEZ%— pin BiE,

XS _compute_flashinfer_kv_metadata, _make_buffer, device_loading_context,
empty _cpu, rot_pos_emb, rotary_pos_emb_thw, forward_embeddings, calculate_hs_mask

KPR R B
vlim/v1/attention/backends/flashinfer.py

V1 5% Flashinfer ST B A UHIBMETRIZ: BFR _make_buffer/self.pin_memory ‘&3
pinned W&, BCAFENFIAIRYIE pin_memory() B paged_kv_indices BX A& 5 GPU
B torch.zeros, XEBARKINPNR RS, KEREZNHEERESZ,

# Preparing persistent buffers
# XERIT: MRV2 TAER L pinned CPU buffer,
# R step N B95% H2D 5 step N+1 B buffer E#FH= AR,
# RAERRIE LRI /M pin_memory() RE,
self.paged_kv_indptr = CpuGpuBuffer(
max_num_reqgs + 1,
dtype=torch.int32,
device=self.device,
pin_memory=False,
)
# JRJ689 CpuGpuBuffer RER KA 4L GPU # T,
# 8 _copy_page_indices_ker £ GPU MIE&EK S,



self.paged_kv_indices = torch.zeros(
max_num_pages,
dtype=torch.int32,
device=self.device,
)
self.paged_kv_last_page_len = CpuGpuBuffer(
max_num_reqgs,
dtype=torch.int32,
device=self.device,
pin_memory=False,

# — LT _compute_flashinfer_kv_metadata() -—--
# 4K step ¥ indptr #3| GPU: 3E pinned 3K &f§ non_blocking
# H2D £ BALA R H stall, Eikdk pin_memory() AR,
# REREBEET cuda graph RXT CPU MG L5 WK S By 1a) &L,
#EXENTHMARE paged_kv_indptr_cpu_buffer XX,
paged_kv_indptr = self.paged_kv_indptr.gpul: num_reqgs + 1]
paged_kv_indptr_cpu = self.paged_kv_indptr.cpul: num_reqgs + 1]
if PIN_MEMORY:

paged_kv_indptr_cpu = paged_kv_indptr_cpu.pin_memory()
paged_kv_indptr.copy_(paged_kv_indptr_cpu, non_blocking=True)

# write self.paged_kv_indices inplace
num_dctual_pages = self.paged_kv_indptr.np[num_regs]
paged_kv_indices = self.paged_kv_indices[:num_actual_pages]

viim/model_executor/model_loader/utils.py

ZEMBET XEREME /offloading A2 &KE CPU &35 UVA B offload BRERA
BEHEXE pinned CPU FKE—R#E N 58k, #ERIE pinned KEFEEL H2D stall,

@contextmanager
def device_loading_context(module: torch.nn.Module, target_device: torch.device):
"3 CPU EMS IR target_device BUTERLIE,
ZRG®ERE CPU; REREEE A pinned A, "
if target_device.type == "cpu":
yield module
return

cpu_params: set[str] = set()
uva_offloaded_parameters: list[str] = []

# ERMLESHRAE CPU, FHilsit#k3 GPU
for name, p in module.named_parameters():
if p.device.type == "cpu":
cpu_params.add(name)
p.data = p.data.to(target_device)

if getattr(p, "_vlim_is_uva_offloaded", False):

uva_offloaded_parameters.append(name)



try:
yield module
finally:
use_pin_memory = (
is_pin_memory_available()
and not envs.VLLM_WEIGHT_OFFLOADING_DISABLE_PIN_MEMORY
)
for name, p in module.named_parameters():
if name in cpu_params:
# AEAE pinned CPU 3KEFHFE N, BRERN
# to("cpu") 3E pinned ¥ M ; XA/E4 H2D
# A EIFFAEBEZLMmMAR stall,
p.data = torch.empty_like(
p.data, device="cpu", pin_memory=use_pin_memory
).copy_(p.data)

# parameter is UVA offloaded, but was replaced with a new
# device tensor: re-offload it to CPU using UVA, R#H

# —X pinned ¥ N, BRRL to+cputpin FREE N,

if name in uva_offloaded_parameters and not getattr(

p, "_vlim_is_uva_offloaded", False

cpu_data = torch.empty_like(

p.data, device="cpu", pin_memory=use_pin_memory
).copy_(p.data)
p.data = get_accelerator_view_from_cpu_tensor(cpu_data)
p._vlim_is_uva_offloaded = True

vlim/model_executor/models/phi4mm_audio.py

Phi-4 &30 Conformer mi% 2 M4t streaming mask B9 H2D B&A4 async_tensor_h2d (&R
Z3E pin + non_blocking) , &ML EEIZ LB E IS &

device = xs_pad.device

# RS2, contiguous().to(device, non_blocking=True)

# ERELAE CPU KENHFALKEERY, RRFHE;

# async_tensor_h2d %—4b38“ %6 pin BIEFEZER =K

# EMBEERES LNEERE, BRBFWNERN stall,

enc_streaming_mask = async_tensor_h2d(enc_streaming_mask.contiguous(), device)
xs_pad = xs_pad.to(device)

AT £

A PR KB fork 4%, Bshl review #EHR (claude[bot] #°~ maintainer = Fahfh %k
@claude review) ; maintainer noooop BE1: APPROVED, LFEZEEW. KR /ci run itk &4
(Buildkite #86072. #86083) b, BA LB review ITIOSKRAARLIE, "— 7 WA IT
WREARILE flashinfer.py BIRAERZEF : BIRFELE pinned buffer IHLE MRV2 T step 83

A, RINMESE step £—k CPU Il pin REBEN,

- BEmMMEIT IR AR



R 5 B

« R BAORERIZZEE (flashinfer.py) : FlashInferMetadataBuilder & V1 5|%

decode & step AR K2, N5 (a) & step FHHE—>K CPU Ml pin_memory() BREEHE N

(max_num_reqgs + 1 /N int32, FHTZEE) ; (b) PIN.MEMORY % HE4TAE MRV2
WREM, F2EE; (c) cuda graph X paged_kv_indptr.cpu #/a 445 #8915 & &
REIEXAEE, HSIEREPEN, ERDFHFIERTR, AFEXENL (
model_loader/utils.py) : CPU-resident Z¥I% £ 4 pinned N&EE, RXE offloading /
sleep-wake & host pinned R G A LEF; empty_like(p.data) fRIX finally & p.data
i GPU K=E, KB LETF. ZEAIKERZR: Qwen2.5-VL. Qwen3-Omni,
GLM-4.1V. Phi-4AMM. ERNIE4.5V, Idefics2. Qwen3-ASR BIALE Jafd / D H3E IR
BOREE, BXEMELHEMNRES, TR Cl ZESERMERAFRYI,

« ®m: AFPM: decode MM GPU/CPU E&ERA, BMEEMFEF H2D 32K stall, A
Hw FlashInfer fEimE A& (UK / ) MAKLERREZ, ZA%M: V1 3%
FlashInfer JTH3REHHEEE X T, (paged_kv_indices E3E GPU. SR EH) | R
m# /offloading /& CPU %%k pinned 1k, pinned A& A/NMELEA. BRM: 5
#54292. #54293, #54295 ¥ipk[E—"pin before non_blocking H2D" &8 A%, BB
ZAK async_tensor_h2d &N, T APl/ BREZE, M/EHRE.

« REARIE: OB EEE , sROMIAEE | pinned AFEEA LA |, BRER L XHK5)

KERBKL

- PR #53491 (RIE PR, #HARELTXH) : PR EXHAB AR PR EEMNFEESLSH
#53491 &% % PR AMXRBREZRBRAT RS H2D #£1, &FET I pinned REHWREF
E:R,

+ PR #54292 [Perf] Pin CPU tensors before non_blocking H2D in three MM paths: | —
BF#AXT mm_encoder_attention. kanana_v. kimi_k25_vit =4k MM B&42fME R 89 “H2D
Bl pin"tift, 54 PR #£H async_tensor_h2d =R,

« PR #54293 [Perf][KV Connector] Pin token_indices before non_blocking H2D in hf3fs
helper: KV Connector IR &£ : non_blocking H2D RIE Z host k&, BR—BE
A5,

+ PR #54295 [Perf][MLA Sparse] Pin req_id_per_token before non_blocking H2D on

XPU and ROCm: XPU/ROCm # MLA Sparse JTT¥IEHZREAEE H2D # pin, 5
flashinfer.py I ZERENER TR G LN,



