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PATHE
« —4)3E: A XPU 72 ROCm By MLA #BRTEIEERIZEE H2D #IUR, #% host FAE,
« WEDME: Z PR MEBEBARE, EEREESAN, TERNEM vLLM FIEFRE H2D # I fo

pinned NEEEMNESE, FLET T ETRIE XPU/ROCM Uksk3| GPU 3RMERRZH
B, UMEMERR numpy B8,

ThRES EAL

EMAT MLA B42 L, torch.from_numpy(...) 3REI#) CPU tensor & pageable B, FEEH
buffer.copy (src, non_blocking=True) £ CUDA &z BESEIRIE pinned MmEkERM[E 53+ 1
FHFEZE host, ERMERESIL, A PREBENEZRANGFREFFRSHEN, BTHEEMGZE,

SR

1. {&BX vlim/v1/attention/backends/mla/xpu_mla_sparse.py: ¥
XPUMLASparseMetadataBuilder.build #, ¥ self.req_id_per_token_buffer[:
req_id_per_token.shape[0]].copy_(torch.from_numpy(req_id_per_token),
non_blocking=True) BIJRE# A np_to_pinned_tensor(reqg_id_per_token), FHESFATF N
A np_to_pinned_tensor,

2. &% vlim/v1/attention/backends/mla/rocm_aiter_mla_sparse.py: ¥
ROCMAiterMLASparseMetadataBuilder.build FH4TAE R 2RI TN,

3. ARG, BN PR AKE #53491 Ms/THRMEE B RA CI FRRHEIHAT; HRERSHXAE
N, TEETI,

R

« vlim/v1/attention/backends/mla/xpu_mla_sparse.py (#3k T & A ; 25| source; LR
dependency-wiring) : &K XPU # Bk MLA T#iEW=ZER, BEE
req_id_per_token_buffer 8§ H2D ¥ LR,

« vlim/v1/attention/backends/mla/rocm_aiter_mla_sparse.py (#3k ¥ & A ; 25| source
: 28 dependency-wiring) : 18B& ROCm AITER # B MLA THIEMEE, BE
req_id_per_token_buffer 8§ H2D ¥ LR,

KBS XPUMLASparseMetadataBuilder.build,
ROCMAIiterMLASparseMetadataBuilder.build



RERED R B

vlim/v1/attention/backends/mla/xpu_mla_sparse.py
Bk XPU # % MLA TTEIEMZEE, EZE reg_id_per_token buffer 8§ H2D # IR,

# vlim/v1/attention/backends/mla/xpu_mla_sparse.py
# AP np_to_pinned_tensor
from vlim.utils.torch_utils import is_quantized_kv_cache, np_to_pinned_tensor

#...
def build(self, common_prefix_len, common_attn_metadata, fast_build=False):
#...
# MRS token MR HYIER ID
req_id_per_token = np.repeat(
np.arange(seg_lengths.shape[0], dtype=np.int32), seg_lengths
)
# A cudagraph FEELEHX
self.req_id_per_token_buffer.fill_(0)
# A pinned tensor fEARFHATIEFRZE H2D # 1, #R host [AE
self.req_id_per_token_buffer[: req_id_per_token.shape[0]].copy_(
np_to_pinned_tensor(req_id_per_token), non_blocking=True

)
# ...

vliim/v1/attention/backends/mla/rocm_aiter_mla_sparse.py
&2k ROCm AITER #& Bt MLA o #EMEE, EZE reg_id_per_token_buffer B9 H2D £ IR,

# vllm/v1/attention/backends/mla/rocm_aiter_mla_sparse.py
# SAHIEA np_to_pinned_tensor
from vlim.utils.torch_utils import np_to_pinned_tensor

# ...
def build(self, common_prefix_len, common_attn_metadata, fast_build=False):
# ...
# WS token MRHIER ID
req_id_per_token = np.repeat(
np.arange(seg_lengths.shape[0], dtype=np.int32), seg_lengths
)
#...
# REBFZRKRERIR, WARMFEER pinned JRFATIEFRERE N
self.req_id_per_token_buffer[:new_req_extent].copy_(
np_to_pinned_tensor(req_id_per_token), non_blocking=True

)
# ...

TR RHL

TSLR review 8, XA njhill & CI (9382 Fof g, PR /EEEEX PR E EARAMOE
Z1k XPU 2 ROCm £ CUDA Ei#t) GPU st I2 (token_to_req_indices) , 1B4EA



RREME T LR,
- TLEIMETFLARE

R 5 B

« RE&: RFetRME. BRat{X4& torch.from_numpy B4 np_to_pinned_tensor, JE&RE—
AN pinned 89 tensor BIAK, BX—K, "—BEPHELMN—RIIIARFEEIL (A
numpy F| pinned tensor) , {BiXZ H2D S #NNEETMNESE, A
np_to_pinned_tensor HANILEH, FERAEFHE. REES XPU/ROCm &4 _EIIE
, AERE R BN T R 2IEAT,

« B PESEEART XPU A2 ROCm LB MLA JEE A2 (40 DeepSeek A7)
ITIEFR host FRZEBKE prefill/decode MEXEITERE, X CUDA B3 L, EAHBEAEHA
GPU 3@t 2, mEPmikdy, K&K,

- RFeprit: sROMRERE  RBEL CL E

PRINSZS

« PR #53491 Add stricter check for pageable source in non_blocking H2D: & PR 1ZZ|#Y
WA EL CI REMKF L PR,

« PR #54266 [Perf] Pin source before non_blocking H2D in MLA metadata: E— A%
£, N PR ELHFEIETIE,

« PR #54292 Pin req_id_per_token before H2D on another backend: R—&Z &, &
PR #4:3E) pinned JRA %,

« PR #54293 Pin req_id_per_token before H2D on another backend: R—&%5|{E &, &
PR L3 pinned JRAE,



