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1. 7 vlim/model_executor/layers/attention/mm_encoder_attention.py #, ¥
maybe_compute_seq_lens I torch.from_numpy(sequence_lengths).to(device,
non_blocking=True) B#A async_tensor_h2d(sequence_lengths, device=device), %
R EAX AT Flashlnfer j&im, #3& sequence_lengths JE3LER H2D,

2. ¥ vlim/model_executor/models/kanana_v.py B9 CustomQwen2VLVE.forward #, X
cu_seglens 8§ H2D #REI&EE#, async_tensor_h2d £ B &1 numpy $kEHERE A
tensor HEENF.

3. ¥ vlim/model_executor/models/kimi_k25_vit.py 8
prepare_encoder_cudagraph_metadata #, J& merge_gather_idx #) H2D &R
async_tensor_h2d, &XEFIE T from vlim.utils.torch_utils import
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« vllm/model_executor/models/kanana_v.py (#3k Kanana-V & : 285 source; £
data-contract) : Kanana-V 3% forward F cu_seqlens 9 H2D BB E, HER
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« vlilm/model_executor/models/kimi_k25_vit.py (#3k Kimi-ViT 8 ; 35| source; &
data-contract; #F5 prepare_encoder_cudagraph_metadata) : Kimi-K2.5 #% CUDA
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# Compute cu_seqglens in numpy then move to device, same as base model.
cu_seqglens = np.repeat(
grid_thw_npl[:, 1] * grid_thw_np[:, 2],
grid_thw_np[:, 0],
).cumsum(axis=0, dtype=np.int32)
cu_seqlens = np.concatenate([np.zeros(1, dtype=np.int32), cu_seqglens])
# {£ A async_tensor_h2d i3k torch.from_numpy(...).to(non_blocking=True) L& % host
FEZE

cu_seqglens = async_tensor_h2d(cu_seqglens, device=self.device)

vlim/model_executor/models/kimi_k25_vit.py

Kimi-K2.5 #5% CUDA graph Jo%%3E merge_gather_idx 9 H2D BRZ¥EE, B CUDA
graph ¥EIRETRMERE,

def prepare_encoder_cudagraph_metadata(
self,
grid_thw_list: list[list[int]],
*
max_batch_size: int,
max_seglen_override: int | None = None,
device: torch.device,
) -> dict[str, torch.Tensor | None]:
"""Precompute fixed-buffer metadata for image encoder CUDA graphs."""
grid_thw_list = [list(map(int, grid)) for grid in grid_thw_list]
metadata = self.encoder.prepare_encoder_metadata(
grid_thw_list,
device=device,
max_batch_size=max_batch_size,
max_seglen_override=max_seqlen_override,
)
metadata['pos_embeds"] = self.patch_embed.pos_emb.get_pos_embeds(
grid_thw_list



).to(device=device)
merge_gather_idx = build_image_merge_gather_idx(
grid_thw_list, self.merge_kernel_size

)

# XEksh: /A async_tensor_h2d ElE host 4 [X, #HeIEFEE H2D FEZE host
metadata['merge_gather_idx"] = async_tensor_h2d(merge_gather_idx, device=device)
return metadata
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