PR #54284 SZEIRLE

vlim-project/vlim
[Bugfix][V1] Keep an encoder cache entry until its last occurrence is freed
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# vilm/v1/core/encoder_cache_manager.py ( 4% )

def free_encoder_input(self, request: Request, input_id: int) -> None:

"RERIE R EANRE ERMA (mm_data) B95]A,

LXR mm_hash B95| A& EAER, KEHIA freeable 3 EH num_freeable_slots,
£ ERAEREREN (W0 can_allocate i) F AW EERFIK,

reg_id = request.request_id

mm_hash = request.mm_features[input_id].identifier

# it mm_hash 2& BHIREZE, #EEIE request_cached_ids
if reg_id in self.request_cached_ids:
self.request_cached_ids[req_id].discard(input_id)
if not self.request_cached_ids[req_id]:
del self.request_cached_ids[req_id]

# & mm_hash FEZGFFRIIAEEAE, EERE
if not self.cached.get(mm_hash, None):
return

# XEMEE: cached VUARABALITERG| A, MmIERMEITER,
# A—MEREEFERAR—ZESTM (WL HE+iETR—EZ)
# REFA— NI ABEFMAUIAME,
#WMBREE—MIEBRKREIEFI A, FESTRTATERI,
# MERESNENEEY, THRSRELEEL,
# B, RASZAERLCBAEEABKEZFMABEER— mm_hash B,
# T EIERKSI A
if any(
request.mm_features[other_id].identifier == mm_hash
for other_id in self.request_cached_ids.get(req_id, ()

return

self.cached[mm_hash].discard(req_id)

if not self.cached[mm_hash]:
num_encoder_embeds = request.get_num_encoder_embeds(input_id)
self.freeable[mm_hash] = num_encoder_embeds
self.num_freeable_slots += num_encoder_embeds

tests/v1/core/test_encoder_cache_manager.py
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# tests/v1/core/test_encoder_cache_manager.py ( 4% )

def test_duplicate_mm_hash_stays_referenced_until_last_free():
"IOIE: cached PURRABMITEREI A, EBERE—NHI BN A NEKRZE, "
manager = EncoderCacheManager(cache_size=20)
req = MockRequest("r1", ["imgA", "imgA"], [4, 4])

manager.allocate(req, 0)
assert manager.check_and_update_cache(req, 1) # E-MuLE&pHERF

manager.free_encoder_input(req, 0) # BiXE —MLE
# S ARG E, BR#N freeable

assert manager.cached["imgA"] == {"r1"}

assert "imgA" not in manager.freeable

assert manager.num_freeable_slots == 16

manager.free_encoder_input(req, 1) # BikE&xE—MLE
# MBS AR, &KBBEA freeable

assert not manager.cached["imgA"]

assert manager.freeable["imgA"] == 4

assert manager.num_freeable_slots == 20

def test_duplicate_mm_hash_is_not_evicted_before_last_use():
"IN BEEMAERE —MIEEAMNANRATERKEE, "
manager = EncoderCacheManager(cache_size=8)
req = MockRequest("r1", ["imgA", "imgA"], [4, 4])
other = MockRequest("r2", ["'imgB"], [8])

manager.allocate(req, 0)
assert manager.check_and_update_cache(req, 1)
manager.free_encoder_input(req, 0) # BXKE —MLE

# HME R AR EAE, EALBNE LA

assert not manager.can_allocate(other, 0, int(1e9), 0)
# EBNEMEESTET, BEASIEA worker $BIK
assert manager.check_and_update_cache(req, 1)
assert manager.get_freed_mm_hashes() == []

Wb A

review XA REE, TEZER Cl ik fnitt g, PR & Hotragn ##3R 7 [ BAR Afofs £
HE, @IPE njhill REARPHMESH, BALAEERITIOHE X,

« Cl ik 5#E (other): To¥, HESH,



R 5 B

RS ZEEYHMEESMANEELEGRR, FTEXNREE:

« % request_cached_ids 5§ cached RS&FR—3K, TS EGI AT EH, ELXBLE
BBEREAR, BEAKHEMANE & .

« BIAB any() ARAEERKETRA id BRL TR RAUVNERE TS, 1B PR EEHE %
RERERKEZ LT, BERF d BEBERSD, HTAE,

- REANASWIERMENI, NMIRAEZR T XEHR,

- W USERERT V1 S ENSBRSERER, BEE, ZRITEFHNESERGER
SRR, BROREBELSUHEREER S, RBAMBFERGHEERE, FERMEH
EURHNIE R TR, RN BRAME, ZiE/INEE,

« REEFRIT: B ESEEESR , SIABUNIFEFH

KRR EE

« PR #54162 [Bugfix][MRV2] Release model and KV cache on in-process engine
shutdown: FEB V1 5| N EF4 RS IERS, X TR,



