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vlim/v1/worker/gpu/sample/gumbel.py

BoMEE & DRAFT_NOISE_SALT #1m#5 IS_DRAFTING HiZFHAE ERFEEAN
Gumbel-max XHENZE, B EZRAS BARRAER BE—HLE,

# vlim/v1/worker/gpu/sample/gumbel.py (3232 B PR#54282 LB JShRA)

# ERAGER: LERXAESLS BARRIE / REEXSFEREZAARE Philox w.
# INERERLARLE p(x) > uq(x), & Gumbel &, HEILWIEAERNZE

# EXHELESERCHNEZSRKER—NRERE, TUWRESRALMEMRMSE

# HEHLERIN token, ER int64 BIINF 2%*30, AMRFSREIE,
_DRAFT_NOISE_SALT = tl.constexpr(1 << 30) if HAS_TRITON else (1 << 30)

@triton.jit
def gumbel_noised_argmax(



logits,

keys,

mask,

seed,

pos,

temp,

IS_DRAFTING: tl.constexpr, # miFHHEE: ERAN pos
USE_FPé64: tl.constexpr,

APPLY_TEMPERATURE: tl.constexpr = True,

"%t logits # Gumbel-max XA$3RE argmax; temp == 0 B HEHE argmax, """
if temp != 0.0 and APPLY_TEMPERATURE:
logits = logits / temp
if USE_FP64:
logits = logits.to(tl.float64)
if temp !=0.0:
if IS_DRAFTING:
pos = pos + _DRAFT_NOISE_SALT # *#Kah: EMEE RS B Inisd
gumbel_seed = tl.randint(seed, pos)
if USE_FP64:
u = tl_randb4(gumbel_seed, keys, includes_zero=False)
gumbel_noise = -tl.log(-tl.log(u))
else:
u = tl_rand32(gumbel_seed, keys, includes_zero=False)
# loglp FRiE u -> 0 B9IRMEIRIE fp32 T L 9%
gumbel_noise = -tl.log(-tldevice.log1p(-u))
logits = tl.where(mask, logits + gumbel_noise, float("-inf"))
return tl.max(logits, axis=0, return_indices=True)

def gumbel_sample(
logits, expanded_idx_mapping, temperature, seed, pos,
apply_temperature: bool,
is_drafting: bool, # #3%: ERRRXAEMBMENE True
logits_cache=None, # [max_num_regs, num_cols, vocab_size]
logits_cache_col=None, # #x &= [num_tokens]
use_fpb4: bool = False,

#ooe AR E RS, NAZBENAEHTIEELE:
_gumbel_sample_kernel[grid](
..., BLOCK_SIZE=BLOCK_SIZE,
IS_DRAFTING=is_drafting, # 1B FF X554 Triton W%
APPLY_TEMPERATURE=apply_temperature,
USE_FPé64=use_fpb4,
PER_TOKEN_COL=per_token_col,
)

viim/v1/worker/gpu/spec_decode/autoregressive/speculator.py



%ﬁiﬂfﬁl‘lﬁﬂ’\] sample_src_positions &%, &8 max_model_len Bl SRR
B S A, REERAA Triton kernel 5ANMNAEREFEL,

# vlim/v1/worker/gpu/spec_decode/autoregressive/speculator.py (BEEBEZEE )

# _prefill PAEMHRAERALE :
# M E P B RBSS P+1 (LEH token — A FAE P+2 B token;
# KA W RAE token BIRT—MIE"BREE, EMFRAEERN +1,
# sample_src_positions 3 F input_buffers.positions #&E, BERESWE
# max_model_len &, MIRA LR E £ A,
sample_src_positions = positions + 1
#oeeee EATERBIMIER sample_hidden_states ==+
self.draft_tokens[:num_regs, 0] = self.sample_draft(
sample_hidden_states,
sample_src_positions, # ERNfEAN, FEIKH sample_draft WER +1
idx_mapping,
self.temperature,
self.seeds,
self.current_draft_step,
self.draft_logits,

# _prepare_decode_inputs_kernel Ay IF1E

# BEK—NEE token, BIBRFFRBHES 1, HELAEEEA

# input_buffers.positions, ZZ&FXIEF max_model_len BFSAREL T,

# SBMHEART EEZTREER —MeEREL (RFER)
draft_token = tl.load(draft_tokens_ptr + reqg_idx * draft_tokens_stride)
tl.store(input_ids_ptr + req_idx, draft_token)

# Advance the draft sampling key.
sample_position = tl.load(sample_src_positions_ptr + req_idx)
tl.store(sample_src_positions_ptr + req_idx, sample_position + 1)

target_seq_len = tl.load(target_seq_lens_ptr + req_idx)
num_rejected = tl.load(num_rejected_ptr + reqg_idx)
seq_len = target_seq_len - num_rejected

tests/v1/spec_decode/test_rejection_sampler_utils.py

FrIE EIMS, test gumbeI_drafted_rejection_sample_is_unbiased, RAERESHEAEEIN
EFERNEERS, RIFRAMBGEA R X EIEE,

# tests/v1/spec_decode/test_rejection_sampler_utils.py (F73EEYIMN)

# TRFMR (VOCAB_SIZE MA. 10°VOCAB_SIZE JRiREE. #HRA 10 NMER)
# REUSYEXMUMEDARE; 16 MA + 20 FRORE. SN 1.2 AR,

# TRED AN E B AR E,

NARROW_VOCAB_SIZE = 16

NARROW_NUM_TRIALS = 200_000



def _gumbel_drafted_tokens(inputs, draft_logits_1d, num_trials, num_speculative_steps):

""H gumbel_sample £REE, EHE5RIE/FREERXELAR— (seed, pos) H.

_build_rejection_sample_inputs R4 torch.multinomial #hEZE,
H5EXMRAE RAML,; £ RN ESERKE gumbel_sample, #%
pos[t*(K+1)+i] BR#, 5§ _rejection_kernel/_resample_kernel iy 2
Bl —&MeE R, WHBIRBEINZRE, ATEEXFTRESRXNERE,
k = num_speculative_steps
vocab_size = draft_logits_1d.shape[0]
device = draft_logits_1d.device
draft_tokens = gumbel_sample(
draft_logits_1d.unsqueeze(0).expand(num_trials * k, vocab_size).float(),
inputs["expanded_idx_mapping"].view(num_trials, k + 1)[:, :k].reshape(-1).contiguous(),
inputs["temperature"],
inputs['seed"],
inputs["pos"].view(num_trials, k + 1)[:, :k].reshape(-1).contiguous(),
apply_temperature=True,
is_drafting=True, # X8: 54" ERBEZARFTF—K
)
draft_sampled = torch.zeros(num_trials * (k + 1), dtype=torch.intb64, device=device)
draft_sampled.view(num_trials, k + 1)[:, 1:] = draft_tokens.view(num_trials, k)
return draft_sampled

def test_gumbel_drafted_rejection_sample_is_unbiased(num_speculative_steps):

"R ERE SR EE R TAR RS M E,

EHRFRE HEREREG argmax, HA token B Gumbel ERYEERT X
BAREZT, ERHLHEEN token Bl E, TRZREMRMGNIEZXLE
token, HIBAMABET B M, BREMXNE: £ _gumbel_drafted_tokens
B is_drafting=True &, position 0 8 chi2 M4 12 EFKF4 1500
(BMEZ) 70) , SRR MRNRE N —X R SHHAFFERNRE,
# RAHEEFHESE (draft = -target) S3IEHL 73% HIRE,
# REFORBRESEIREERE, REGSHUKK,
target_logits_1d = torch.randn(NARROW_VOCAB_SIZE, device="cuda", dtype=torch.float32)
draft_logits_1d = -target_logits_1d
inputs = _build_rejection_sample_inputs(
target_logits_1d, draft_logits_1d, num_speculative_steps,
temperature=1.0, num_trials=NARROW_NUM_TRIALS,
)
inputs["draft_sampled"] = _gumbel_drafted_tokens(
inputs, draft_logits_1d, NARROW_NUM_TRIALS, num_speculative_steps
)
sampled, num_sampled = rejection_sample(**inputs, num_speculative_steps=num_speculative_
steps)
# position 0 AFHRLTRE A (B/MRAREARK) , ELRAREZ AR

assert (num_sampled >= 1).all()



target_probs = torch.softmax(target_logits_1d, dim=0)
for pos in range(num_speculative_steps + 1):
accepted_mask = num_sampled >= pos + 1
_assert_distribution_match(
sampled[accepted_mask, pos], target_probs, "cuda", label=f"position {pos}"

)
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