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PHATHRE

« —4]3&: DCP T & DSpark Efa/a A Flashinfer MLA X #F

- WEIME: EEMHEIE, EART=/EIRE: £F draft metadata MR EXT DCP Ak
ERZE—K/IE, AttentionSpec.merge M any() BIZEN—EKEIIE X UK E. VALK FlashInfer
ERRZ token BN 2/ ERA AN repeat_interleave, ZINESFFERIEAIME
Kimi-K3 DSpark+DCP 3% 3|3#itfh, HAHECEANRTHRERE / EFRREHE KV cache
group WHEEE,

THRES B

DSpark E&7 DCP T/ Flashinfer MLA, EIASZAEERNLIIGRD: H—, draft 3%
BEHAXMMNE CHYRIRFINKEER rank-local K&, EA draft 2 BERFEFIELES
BI3E sk [E3R input_buffers.seq_lens, £ target-local KEAR4; £ =, Flashinfer JEEE
BEREENEMREIFRIRIL decode 17, DCP F/FEE block table 5FAKECRF, EL
BEREAFRA, S native CP AR EJLAIRITE, I, cache HEFHEH
any(non_causal_multi_token_decode) TTREIEER target ARA NIRRT HN, FTEKANA
N—K,

TR

1. £F droft TEIEMREEREE DCP AMKE: & viim/vl/worker/gpu/spec_decode/spec
ulator.py B4 _build_draft_attn_metadata FH L%, % dcp_local_seq_lens KEAR
block_tables.cp_size > 1 B, #E-F input_buffers.seq_lens &AM
cp_utils.prepare_dcp_local_seq_lens & rank-local KEHER%
build_attn_metadata, BRER draft D / B3R seq_lens J&, target MIKE BT HA,
BEEMTHFAE, X EAGLE. MTP. DFlash #43K.

2. ¥ DFlash EE E&®EH: vlim/v1/worker/gpu/spec_decode/dflash/speculator.py ¥
Mkr5 £ L E LB prepare_dcp_local_seq_lens FAFRAA C%Ml 11 47) , RANEES
FRE, RFE—BRTHHERITAL X,

3. K& KV cache group &31&X: vlim/v1/kv_cache_interface.py 8
AttentionSpec.merge ¥4 non_causal_multi_token_decode A any() B& R set =E G =
— FRER target A5 EFER draft BRESWEIREHK— group.

4. FlashInfer MLA backend 8615 BRS JUEEFF: vlim/v1/attention/backends/mla/flashin
fer_mla.py B BR supports_non_causal_multi_token_dcp = True, F¥ forward_mqga 3E



AR % token B12XF causal_seglens_kv_global 4T repeat_interleave(query_len), {£
2R REREARERFEE decode 1TJUT—EK,

5. MERBLE: tests/v1/spec_decode/test_eagle_draft_attn_metadata.py #73g
test_build_draft_attn_metadata_recomputes_dcp_local_seq_lens EY3;
tests/v1/attention/test_flashinfer_mla_dcp.py ¥
test_flashinfer_mla_forward_uses_native_dcp_api %14 causal/noncausal F Y;
test_mla_noncausal.py 5 test_mla_backends.py R E#HiE X5 DSpark DCP % #
s, 3£ 12 4> B300 #7uMR,

RS
« vlim/v1/worker/gpu/spec_decode/speculator.py (1R 1ZHLAERD; 5| source; EA!

dependency-wiring; %5 _build_draft_attn_metadata, prepare_dcp_local_seq_lens) :
BT E & EHE droft THRIFBHZES PARE droft RR LSRRI KEEE
rank-local DCP K&, Fi#& speculator (EAGLE/MTP/DFlash) %—% 325,

« vlim/v1/worker/gpu/spec_decode/dflash/speculator.py ({Eik FZHUAERD; K% source;
KA dependency-wiring; 45 _build_draft_attn_metadata) : #F DFlash EE K
DCP AMMKEEEFE, RHEZTEILLIE, HRITHAD X

. tests/v1/spec_decode/test_eagle_draft_attn_metadata.py (#E3k EFfRTEIE; £K5| test
; KA test-coverage; &5 test build_draft_attn_metadata_recomputes_dcp_local_se
g_lens, fake_prepare) : #3 DCP AtF 3| KEEHE)INIR, #EL fake_prepare
mock I8 prepare_dcp_local_seq_lens ¥ IERIE A B 4 £(E4 build_attn_metadata,

. tests/v1/attention/test_flashinfer_mla_dcp.py (£33 MLA JiR; 25| test; £
test-coverage; {45 test flashinfer_mla_forward_uses_native_dcp_api) : ¥ DCP
native API MRS HILA causal/noncausal, IIEIEEEREIFE block_table.
seq_lens 52/ E R T query_len EE,

« vlim/v1/attention/backends/mla/flashinfer_mla.py ({3 SEE G £5| source; £
& core-logic; %5 FlashInferMLAImpl.forward_mqa,
FlashInferMLAMetadataBuilder.supports_non_causal_multi_token_dcp) : #&
backend T E: FHHIEERZS token DCP X ¥, FH & forward_maga F x4/ E R FM
JUFRTREFT

« vlim/v1/kv_cache_interface.py (#3k &&FHD; £A| source; A core-logic; &F5
AttentionSpec.merge) : U AttentionSpec.merge Xt
non_causal_multi_token_decode B§—EMEE K, BRERE target A5 IEREE draft A
HEIREH,

. tests/v1/attention/test_mla_noncausal.py (#3k FEEREMIR; L5 test; LR
test-coverage; 5 test_mla_cache_marker_is_promoted_to_group_capability,
test_mla_cache_marker_is_a_group_property) : BE#r group capability 5§ group
property } XK, EE merge iEXM any() BIARN—KERE,

. tests/v1/attention/test_mla_backends.py (#3k E3gliR; 25| test; LR
test-coverage; 5 test_flashinfer_mla_dspark_dcp_supports_target_only,
test_flashinfer_mla_dspark_dcp_supports_target_and_draft) : E#r DSpark DCP % ¥
XM, BIE target-only 5§ target+draft FAECE & FlashInfer MLA T8 capabilitys



XPE55 . BaseSpeculator._build_draft_attn_metadata,
DFlashSpeculator._build_draft_attn_metadata, AttentionSpec.merge,
FlashInferMLAImpl.forward_maqa, FlashInferMLAMetadataBuilder.supports_non_causal_
multi_token_dcp, prepare_dcp_local_seq_lens,
test_build_draft_attn_metadata_recomputes_dcp_local_seq_lens,
test_flashinfer_mla_forward_uses_native_dcp_api

KERAY B EX
vlim/v1/worker/gpu/spec_decode/speculator.py

BAZEE & EEE draft TERIBMERZFRE draft BR U2/ FIEKEEHR rank-local
DCP KJE, FTA speculator (EAGLE/MTP/DFlash) %—% 35,

def _build_draft_attn_metadata(
self,
num_regs: int,
num_reqgs_padded: int,
num_tokens_padded: int,
seq_lens_cpu_upper_bound: torch.Tensor,
step: int,
num_query_per_req: int | None = None,
causal: bool | Mappinglint, bool] = False,
query_start_loc_np: np.ndarray | None = None,
dcp_local_seq_lens: torch.Tensor | None = None,
) -> dict[str, Any] | None:
# BT M query_start_loc_cpu. block_tables. slot_mappings %
# 5 DCP TXMIKE, XEBMEE,
draft_seq_lens_cpu_upper_bound = torch.zeros(
num_reqgs_padded, dtype=torch.int32, device="cpu"
)
torch.add(
seq_lens_cpu_upper_bound[:num_regs],
step,
out=draft_seq_lens_cpu_upper_bound[:num_reqgs],
)

draft_seq_lens_cpu_upper_bound[:num_regs].clamp_(max=self.max_model_len)

if dep_local_seqg_lens is None and self.block_tables.cp_size > 1:
# Draft P RERFEELSGREHARERBE CWNLRFIIKE,
# Bk target AR E R DCP AMKETREENHA, SMET LA
# input_buffers.seq_lens E#1i+E rank-local 3457,
prepare_dcp_local_seq_lens(

self.input_buffers.dcp_local_seq_lens,
self.input_buffers.seq_lens,
num_reqgs,

self.block_tables.cp_size,
self.block_tables.cp_rank,
self.block_tables.cp_interleave,



)

decp_local_seqg_lens = self.input_buffers.dcp_local_seq_lens

return build_attn_metadata(

attn_groups=self.attn_groups,
num_regs=num_reqgs_padded,
num_tokens=num_tokens_padded,
query_start_loc_gpu=self.input_buffers.query_start_loc[: num_reqgs_padded + 1],
query_start_loc_cpu=query_start_loc_cpu,
max_qguery_len=max_query_len,
seq_lens=self.input_buffers.seq_lens[:num_reqgs_padded],
dep_local_seq_lens=(

None

if dcp_local_seq_lens is None

else decp_local_seq_lens[:num_reqs_padded]
),
max_seq_len=self.draft_max_seq_len,
block_tables=block_tables,
slot_mappings=slot_mappings,
kv_cache_config=self.kv_cache_config,
causadl=causal,
seq_lens_cpu_upper_bound=draft_seq_lens_cpu_upper_bound,

)
vlim/v1/attention/backends/mla/flashinfer_mla.py

¥ backend ZE: FEAIEEEZL token DCP %3, HE forward_mqga FixteFEEL R
BT R T

# LT FlashInferMLAImpl.forward_mqa # decode 2% M.
if not attn_metadata.causal:
# FlashInfer decode WAZRA causal 158, XTFIEFEEHE DSpark
# Bk, FEIEED query REF AWMU BE token fRAHIT,
query_len = attn_metadata.num_decode_tokens // attn_metadata.num_decodes
q = g.unsqueeze(1)
if query_len > 1:
g = g.repeat(1, query_len, 1, 1)
# XEBIESX block_table 5 seq_lens f repeat_interleave,
# 5T A 4R E R FNEFRIFE R TR,

# DCP B2 MRt/ ARA R, #HB) native CP AAZIRE
# B rank BYERERLE R,
if self.dcp_world_size > 1:
assert self.cp_kv_cache_interleave_size == 1
causal_seglens_kv_global = atth_metadata.decode.dcp_tot_seq_lens
assert causal_seqglens_kv_global is not None
if not attn_metadata.causal and query_len > 1:
# EEBERIFER query_len A decode 1T/E, @R BRI R
# WA TIRARREREE, TN native CP RAZEY batch JUA
# 25/ block table / seq_lens RIEHEE,



causal_seqlens_kv_global = causal_seglens_kv_global.repeat_interleave(
query_len
)
extra_kwargs.update(
enable_dcp=True,
cp_world=self.dcp_world_size,
cp_rank=self.dcp_rank,
causal_seqglens_kv_global=causal_seqglens_kv_global,

)
# 548 trtlim_batch_decode_with_kv_cache_mla 3fE XN extra_kwargs.

viim/v1/kv_cache_interface.py

k& AttentionSpec.merge X non_causal_multi_token_decode By—EH M EX, BHERERE
target A5 ERERE draft B HEIREFHF

@classmethod

def merge(cls, specs: list[Self]) -> Self:
# E— KV cache group RBFTAE B ZH R EMN A AN
# tokens_per_state 5 model_version, &N B R,
#XBHBAENAE —RERE,

# non_causal_multi_token_decode JREiZ group & UIERBAER

# %3EZ token R, & group WREIKAELE causal target B5

# 3 causal draft B, |B& any() & XESEEA group 1#FAA

# EERE, K target MIELEEIR, XERANERAANEL— K,
non_causal_mtd_set = {spec.non_causal_multi_token_decode for spec in specs}
assert len(non_causal_mtd_set) == 1, (

"All attention layers in the same KV cache group must agree on
"non_causal_multi_token_decode."

merged_spec = cls(
block_size=specs[0].block_size,
num_kv_heads=specs[0].num_kv_heads,
# HAFERIMM specs TS, HWABE,
non_causal_multi_token_decode=non_causal_mtd_set.pop(),

)
# & spec RIEREZFIEHE,
return merged_spec

i B

% PR %A = £FAT review 18, B WRBRAMNEFEHA: TheEpicDolphin BAFXR TR
“The speculator changes LGTM”, ywangd6 BEiZE#E, CI M3@3E github-actions it & T
Buildkite CI #86061, PR body %4k EE Al 4B A FXTEL k3-dev. EBIEHE draft
metadata B12. RE M patch S5MR, F&REREGERITH %I+ 2530 B3R 1T,

« Speculator ZE & (other): AT EKM A, PR WEIHt,

« Cl it X 506 E (testing): BEIEETTNIR, 3% 3|30 1TMH E 5 4 4MK,



« Al HBYIEEE (other): B#HE, [FALEZSHRERRIE,

PNESE-A

- Afe:

o BROSRERISIE: PR body PARAILER Kimi-K3 DSpark+DCP 3 3|3#1 &R GPU & Ak
AT, HRIMUKRE 12 /> B300 oMK, JUA / $ESE IR T REE K BT X B SE RAFE
BT RE,

« KV cache AE&FH B XU L : vlim/vl/kv_cache_interface.py B AttentionSpec.merge
M oany() RABEAN—3K, FAFEAEEPEERRSERREEE KV cache
group HER, ¥EERNAMK, XEBX LEH, BETTATN, EHEZPmER,

« DCP K EEHKH BlockTables JU{ff: speculator.py & prepare_dcp_local_seq_lens
&K% block_tables.cp_size/cp_rank/cp_interleave, ZEiXEFE 55 Fr DCP BECEREF
S23IAER; WAMNARBET EAGLE B

- repeat_interleave BXKKE: FFERRERZ token %@_é\?ﬂ causal_seglens_kv_global #%
query_len EE, MEHFENZAEIHE, HEK batch =TREBURX,

« ¥m: AFM: DSpark + FlashInfer MLA + DCP By4B& & XA, [ EAGLE. MTP,
DFlash £ DCP TH# draft T EEH, RGN £ZF draft metadata MEE RN
FEEMRRY, B speculator FTEIEEMK; KV cache group X E &, wHEIRRT
EBEEH R, BN Flashinfer FingIFEREXT
supports_non_causal_multi_token_dcp BEAFRICHIERE; IRHARDEIRE DCP B2 H
HE—,

« RFEFRIT: SR 3EF|3 DSpark+DCP B3 , KV cache AEIHFEXIKE |, HWEB AR
R E | K Flashinfer £B4TAH

RERIREE

« PR #54012 Enable FlashInfer MLA DCP support for causal decoding (native CP
path): PR body BA#EBA A PR #2Z& T H causal native FlashInfer MLA DCP %= Lk,
A PR e AY EE|FERER DSpark EfagiR,

« PR #54102 [SpecDecode] Preserve reject-only residual verifier padding: PR body %A
A PR 5HMEI, {ERJE speculative decoding + DCP/verifier ThREL; XBk issue
3 7Z PR,



