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MTHE

« —A)iE: SM100 E Kimi-K3 AttnRes BRIAVIRA CUDA, HEiRE 1.72x

- ENME: EERFIR. % PR 2 NERERBRMNNEZTRYT BAEMBRIAL BTESEH:
FIFHAAE (A H)I— X A BERERIFHAZIR smem/barrier/ EAK) . PDL S#FHER
BAMb. BATRES RmIFHRRMITE (STATIC_COMMON_PATH) . BURIRE 1M stride
53 RANRTERRE, #E SM100 REIRETITE AMNRITRER, BXEEAXT
attn_res_kernel.cu ¥ PDL @45 block 5 EZ . attn_res.py PERIARZHELRME, K
% test_sm100_variants_do_not_fall_back_to_triton B monkeypatch MRF %, ZHRFA
JE B E MR (ROCm/XPU) BIRIZEERIAL, TTSRHE TAPI ALT + ITHRIKE +
HETEI + ERIRE] AT E,

THRES B

Kimi-K3 8y AttnRes & dense MIARZ LR RETF: 81 token FE &% 8 A block %%
£ + HRIBARZE] EPUT RMSNorm,. 5 gk REMER softmax FIIR KA, BbriRAE
CUDA AZRBEAMREMAE (BXK delta SHBVI—LEFE. block AT 0) , EREHK

(block A EE. T VI—1 k. 2 token /N batch) #3% 3| Triton, PR body BA#A BArA
“‘Make the native CUDA Kimi-K3 AttnRes implementation the default for dense
hidden_size=7168 inputs on SM100”, H%4HEMEIHL: 2 token £ block ZIRHAR / £
token IIERYERAZ, Triton B block fTE&MEIEK (1/4/8 block A 10.24/12.29/14.34
us) , MRAERZILFEFE (8.19/8.22/10.24 us) . PR body EE|1itEAS #53524 (
AttnRes PDL handoff # A4 PR) #n #50760 ({X2XK warmup profiles) BYERF X%, WUE R
25T,

SCEN AR AR
BB (AP Y > WES R — AREITE — MRS 8] mERF:

1. ¥V BETF API 24 csrc/libtorch_stable/ops.h 5 torch_bindings.cpp ® 4%
kimi_k3_attn_res 89 delta. output_norm_weight MZA3EERKA std::optional<Tensor> (
TorchScript schema 4 Tensor?) , blocks MR 1% const& BRARE Tensor!, FFHE
block_write_idx &% (-1 2”45 E block bank) ; vlim/_custom_ops.py B Python
R REW XA delta: torch.Tensor | None, output_norm_weight: torch.Tensor | None 3
%A% block_write_idx, X—3 ANAZEE [FEERISMEM. TTEHEIT—1b. block-bank
EE] ZEXTHREHTAO,



2. NZsheed B (csrc/libtorch_stable/kimi_k3/attn_res_kernel.cu, +104/-77) : &M%
M HAS DELTA/OUTPUT _NORM_IN SMEM E4H N
STATIC_COMMON_PATH/HAS_OUTPUT_NORM; has_delta 5§ write_idx BXA3a/THE
E, RRERFHAFBNAERZ (STATIC_COMMON_PATH, BhBtazs &R
HAS_OUTPUT_NORM) , #)3— kA %R AL, XRBRRERZHAHIR
output_norm_buf B shared memory. mbarrier 5328 K, PDL E&AMRNZFF LT
% cudaGridDependencySynchronize() #3RE| 18 —%% producer {K#i#Y prefix/delta
TMA] ZEl, FESE producer TMA X JFIRA cudaTriggerProgrammaticLaunchCo
mpletion() BRMEARIEEHE, HBMEFTEIR write_idx KL REITEE block _res block bank
KZ g,

3. BEEBRARE 1 (viim/models/kimi_k3/nvidia/ops/attn_res.py, +9/-8) : BREHEX
delta is not None, output_norm_weight is not None. num_blocks > 0 H
block_write_idx < 0; &G A dense T E (prefix.stride(0) == hidden_size &
delta F*) . 0 <= num_blocks <= 8. num_blocks <= blocks.shape[1]. -1 <=
block_write_idx < blocks.shape[1], #E&3K SM100 ik + torch.ops. C ¥HHEIZ op.
it BB RS EIR Triton, {THAESZAERERIIZM IE AR RS ERRME =8 XHE,

4. MRE T EMEEEE: tests/models/kimi_k3/test_attn_res.py i
test_sm100_variants_do_not_fall_back_to_triton, A FailingKernel (__getitem _ Rt
AssertionError) monkeypatch_attn_res_kernel, Z$1t.7& % 0/4/8blocks. A delta.
AXLHB)I—., EE5E, HBRMAZEREREER Triton; SEEHTHE
nvidia-single-token (1 token. 4 blocks) /N batch Ffl, ¥
benchmarks/kernels/benchmark_kimi_k3_attn_res.py (235 47) , %&H
torch.testing.assert_close X 0/1/4/8 blocks f CUDA-vs-Triton ¥{BEXFTRIEE, FIL
triton.testing.do_bench ¥ p20/p50/p80 H3%F &8 & T IEH JSON,

R

« csrc/libtorch_stable/kimi_k3/attn_res_kernel.cu (13 RAZSZI,; 25| source; LR
core-logic; &5 attn_res_fwd_online_v2_kernel) : B BIRSEESR (
STATIC_COMMON_PATH/HAS_OUTPUT_NORM) . PDL %#F#3R 3| EA producer &%
TMA. block-bank &, I3 — LsmFMAFMEIMLELEXE, BHEEKRSERSE
RS KR

« vlim/models/kimi_k3/nvidia/ops/attn_res.py (&3 EFREE; 23| source; LR
core-logic; 5 attn_res) : BRIABSZIRAE I EATE: REMEHSERE CUDA, R
EER Triton, 240K [BRIAML] BEEEAR A, stride SRR KRBT IERE BERAE X
ZeM,

« benchmarks/kernels/benchmark_kimi_k3_attn_res.py (#3k MEREZEE; 35| source; 3£
A benchmark; &% Inputs, Result, parse_args, make_inputs) : #FFIEHI T £ I
CUDA-vs-Triton £ (235 47) : SMEEXNFTREFITE, FEESRETHEN
JSON, ABZARREH#HEHRAE—EETR,

« tests/models/kimi_k3/test_attn_res.py (#ik EYVIMRK; 5 test; KA test-coverage
;. 55 test_sm100_variants_do_not_fall_back_to_triton, FailingKernel, getitem) : ¥t
test_sm100_variants_do_not_fall_back_to_triton, HA FailingKernel monkeypatch %



iE SM100 FFA ZAERREER Triton, 2Ry iEEE =YX ENR,

« csrc/libtorch_stable/ops.h (13 EFH0; 5 source; A data-contract; 5
kimi_k3_attn_res) : HEF C++ FEAZ & : delta/output_norm_weight 28 A optional,
blocks BRATE 5|, #H¥ block write_idx, ZRNIZFEEAM API ZA R,

« csrc/libtorch_stable/torch_bindings.cpp (13 EF48E; 35| source; A
data-contract; 45 kimi_k3_attn_res) : TorchScript op schema 5 C++ =Bt
Tensor? delta. Tensor! blocks. Tensor? output_norm_weight 5 int block_write_idx,
fRiE Python Mle] %4215 None 5R#E E,

« vlim/_custom_ops.py (#3k E-FEHE,; £5| source; FEA data-contract; &5
kimi_k3_attn_res) : Python :#ER# ¥ &: delta 5§ output_norm_weight KR KA
Optional, ##E block_write_idx #f%, EARRMNEGRAE op Z BIAIMZE,

*HEMFS attn_res, kimi_k3_attn_res, attn_res_fwd_online_v2_kernel,
test sm100_variants_do_not_fall_back_to_triton, validate, launch_triton, launch_cuda,
main

RPERAD B

csrc/libtorch_stable/kimi_k3/attn_res_kernel.cu

BN XA RS ES (STATIC_COMMON_PATH/HAS_OUTPUT_NORM) . PDL &
FIERB|EA producer {&# TMA. block-bank BE. Mt V3— (bR FHRIFNHLIRELAEEXE
, RMREIKISS B K2 BUNKE IR,

// csrc/libtorch_stable/kimi_k3/attn_res_kernel.cu (A& 1REA)
/] PDL 2248 S#FR1F MR EBRIEHERE| [F—REERKH producer B9 TMAI Z I,
/] MARRERBIF LT EMRD, X4 block A (L delta) REEIELIIFRIT
/] block FRERIRZ—X; 2% producer TMA &R, BH
// cudaTriggerProgrammaticLaunchCompletion() B Ao 2 E ML,
bool pdl_waited = false;
for (int tb = blockldx.x; tb < TB; tb += num_ctas) {
for (int ci = 0; ci < num_chunks; ci++, gci++) {
/] ... BEFHEBEABEIR chunk AL (mbarrier) ...
const bf16_t* src = residual_addr(block_res, layer_res, ns + n, N, t,
block_stride_m, block_stride_r, H);
if (lhas_delta && ns + n == N - 1 && !pdl_waited) {
cudaGridDependencySynchronize(); // BISATIRE BT PASH L, B R34 %
pdl_waited = true;
}
cp_async_bulk(buf_ptr(slot), src, H * sizeof(bf16_t), plan.bar_ready[chunk_slot]);

/1 delta RIBABINEAR: FFHRE|FE—%K delta TMA Z Al
if (has_delta) {
int prefix n =N -1 -ns;
if (prefix_n >= 0 && prefix_n < an) {
if (lpdl_waited) {
cudaGridDependencySynchronize();
pdl_waited = true;



}
cp_async_bulk(delta_buf_ptr(chunk_slot), delta + (long long)tb * H,

H * sizeof(bf16_t), plan.bar_ready[chunk_slot]);

}

cudaTriggerProgrammaticLaunchCompletion();

/] EBRM: RIZRATEERTREZ D delta, ETBES ™ block bank (write_idx >= 0)
int prefix n =N -1 -ns;
if (n == prefix_n && (has_delta || write_idx >= 0)) {
if (has_delta) {
/] 18 delta EmE| vp, REHEEE layer_res
}
*reinterpret_cast<int4*>(layer_res + (long long)tb * H + h_base) = vp;
if (write_idx >= 0) {
*reinterpret_cast<int4*>(block_res + (long long)(tb / B) * block_stride_m
+ write_idx * block_stride_r + h_base) = vp;

/] BRI — 1R SR FRAAFL (HAS_OUTPUT_NORM) : % RIE/RERmFHAE ETIR
// output_norm_buf By shared memory. mbarrier —%i&ﬁﬂi WATHA S 44
if constexpr (HAS_OUTPUT_NORM) {

/| FEREEFRRERF—R, ZIEFA th AER—HEIKR

if (tb == blockldx.x) {

mbarrier_wait(plan.bar_output_norm_ready, 0);

}

float output_sq = output_sq_pair.x + output_sqg_pair.y;

/... ItE rsigma ERTEENRE ...

float weight = __ bfloat162float(output_norm_buf[h_base + j]);

values|j] = _ float2bfloat16(acc32[si * VEC + j] * output_rsigma * weight);

}

vliim/models/kimi_k3/nvidia/ops/attn_res.py

BRABRZIAE IRTE: REFREHSERLE CUDA, HREEIR Triton, AKX TBRIAL] B
BEEAS A, stride SRRARENTERE BEREAZZ LM,

# vllm/models/kimi_k3/nvidia/ops/attn_res.py (BRIARRIZH|E
# JR4E CUDA AZEEE SM100 dense HIABI2ER AttnRes foF:
# 0-8 4> block. T3% delta RIZAMEAN. "3&EHEIT—1L. block-bank 5 [E,
#1Z op R7E CUDA >= 13 T%#F, EARRERERSTREUAMERFE,
# MM ERAEE torch.ops. C FREAXNNES,
assert norm_weight.stride(-1) ==
assert gk_weight.stride(-1) == 1
assert output_norm_weight is None or output_norm_weight.stride(-1) ==

if (hidden_size == 7168



and prefix.stride(0) == hidden_size # 7@ 4L, FTNE Triton
and (delta is None or delta.stride(0) == hidden_size)
and 0 <= num_blocks <= 8 # W& R X # 0-8 4 block 1T
and num_blocks <= blocks.shape[1]
and -1 <= block_write_idx < blocks.shape[1] # BE &R 3| # A EIEEL
and current_platform.is_device_capability_family(100)
and hasattr(torch.ops._C, "kimi_k3_attn_res")):
return _custom_ops.kimi_k3_attn_res(
prefix, delta, blocks, norm_weight, gk_weight, output_norm_weight,
num_blocks, block_write_idx, eps, output_norm_eps)

# 3 SM100. TRELESRTRE op WEIMAIET A Triton EEREER

benchmarks/kernels/benchmark_kimi_k3 _attn_res.py

¥ E R £ CUDA-vs-Triton £ (235 1T) : HSMIENFTREBITH, F%ESRET
HIEH JSON, AEBRNBEH#HRERE—EETE,

# benchmarks/kernels/benchmark_kimi_k3_attn_res.py

# HEANE: delta BEAE, fRIEEERM launch EREE;

# CUDA MIEA block_write_idx=-1, #% block bank JR5 B/ E & 1T,

def launch_cuda(inputs: Inputs, output: torch.Tensor, num_blocks: int) -> None:

torch.ops._C.kimi_k3_attn_res(

inputs.prefix, inputs.delta, inputs.blocks, inputs.norm_weight,
inputs.gk_weight, inputs.output_norm_weight, output,
num_blocks, -1, EPS, EPS,

def validate(inputs: Inputs, num_blocks: int) -> None:
# ERRMERIREIT: B—8ARRE Triton 5§ CUDA, XFFE 74 #H AITE
outputs = [torch.empty_like(inputs.prefix) for _ in range(2)]
launch_triton(inputs, outputs[0], num_blocks)
launch_cuda(inputs, outputs[1], num_blocks)
torch.accelerator.synchronize()
torch.testing.assert_close(outputs[1], outputs[0], atol=8e-2, rtol=3e-2)

def main() -> None:
args = parse_args|()
if torch.cuda.get_device_capability()[0] != 10:
raise SystemExit("The vLLM CUDA AttnRes kernel requires the SM100 family")
if not hasattr(torch.ops._C, "kimi_k3_attn_res"):
raise SystemExit("This vLLM build does not contain kimi_k3_attn_res")

torch.manual_seed(0)

check_inputs = make_inputs(5)

for num_blocks in args.num_blocks:
validate(check_inputs, num_blocks)



# £33 (blocks, tokens) A& T XHAN G4 % do_bench,
# #d p20/p50/p80 FHILRETHEG LR —EFERN JSON, RIETEHR
results = []
for num_blocks in args.num_blocks:
for num_tokens in args.num_tokens:
inputs = make_inputs(num_tokens)
output = torch.empty_like(inputs.prefix)
candidates = {
"vllm_triton": partial(launch_triton, inputs, output, num_blocks),
"vllm_cuda": partial(launch_cuda, inputs, output, num_blocks),

}

for backend, candidate in candidates.items():
median_us, p20_us, p80_us = benchmark(
candidate, args.warmup_ms, args.repeat_ms)
results.append(Result(num_tokens, num_blocks, backend,
median_us, p20_us, p&80_us))

WS AR A

AR PR 8y review iFE$H 0, LA EERE PR body 5 Cl b &iTx:

. claude[bot] &% PR X B fork, BF) review %2R, #IFETFaft4k @claude
review; IRAXRALZNINE BHF,

« #iPE jeejeclee HIE APPROVED BRI, WEAX [EAMNIZKA SM100 BRIARRIZ
B B THE RN,

« PR body & EZHRITHE RS #53524/#50760 HIBR T4 E: /EEER #53524 B
AttnRes PDL handoff B3 A4 PR &£ 4bLiksh, % PR RIAMILSEEZ C=1 MoE/router

IA4E; #50760 1XEK warmup profiles, —FHARRILEAEAZY R E|LER Kimi-K3 AttnRes
RAAZAE, EHbLEE ITE,

« PR body FIBt#E Al #B1523 (OpenAl Codex. ming@inferact.ai A co-author) , ¥
WHRERREZRTERET2E AN

- fork PR B &) review #2H (other): (RIFALFZME, HEFE jecjeclee HEHA,

- BIPEHDE (other): HLEE A main,

« 5 #53524/#50760 WERITA R (design): BRITHUFIAMT, TEE T1E, PDL handoff BB A
PR %—&#,

RSB
. R
1. SM100 TEBARZHNEY)IE: RERZKAN SM100 ik + CUDA >= 13 MZET
dense MAMBRIALI, FARERBELS WARRFHIAATR) LITAERE, KE
BEHANA T RZ; BERIEAMRE attn_res.py F stride/ 8RBT &M,
2. blocks BR#BEE X : ops.h F blocks M const& KA TE Tensor&,
torch_bindings.cpp #riCA Tensor!; ¥ block_write_idx >= 0 A SEEKE
block bank 2%, RS % £ MR — blocks KETAEMNEZ R FEEK, MRADEZEH



TR, BEFBEZPIZIEXEZEA S R,

3. EBRERTF: CUDA-vs-Triton 5EAMRINER atol=8e-2, rtol=3e-2 B BF16 &
%; HEEFE (GSM8K/OCRBench) RERELR, 1B n=1319 BRXFEFELA +0.5 N
, SNSEEINSRRE A R,

4. PDL 1&%t CUDA 13 i X: #E3R cudaGridDependencySynchronize() 5
cudaTriggerProgrammaticLaunchCompletion() /&% SM100 & programmatic
dependent launch 451, PR 12f#t7T CUDA graph 3R T8 profiler 38, {BiZHL&IE
graph ERE % stream %5 T B FAT AKS CUDA 13 B9 E M,

5. mFESEFRA: BRESASHEM (STATIC_COMMON_PATH x
HAS_OUTPUT_NORM %) , WIEEMEK%mFRTIES S &AM, EOEMAM pre-commit
PARE, FEERZKENE R D %R,

6. BXAELIEEM: 3 MEXRF 2 NA merge main 1K (91ddd3647f4d.
2d2c75d2dfc7) , dE rebase T&AE, EMNEME, - FW: PREEEFE |
NVIDIA SM100 + CUDA >= 13 + Kimi-K3 ##& + dense {THR] X—HE: BRAET
M Triton $1#e3|JR4E CUDA, /N batch (M <= 16) fRRLERIZIRIR 1.20x-1.49%x, B
token 4-block 53X 1.49x; K batch prefill (4096/8192 token) #&3& 1.67x-1.72x,
TR T — R ERRTHIME RExE 4.6% Ukz (31 8-block. M=1024 M
40.86 us &% 38.98 us) » MAFMmE, Kimi-K3 7£ B300/GB300 L& TTFT/ITL ¥
%z, BRMEI (TP, TEP8. DEP16. MIL. #4T) WEHTHRERR,; XE
e, FWHEEHAE REER Triton] MRAEEAZE#RHET @VIFHE, C1EH
ZREIEMH SM100 REMEE MR TR, IF SM100 F& (ROCm, XPU. Intel GPU,
Z 52 NVIDIA) T2 ARZEWE, i£ Triton, - NFEARIE: SM100 TEBRIAKRZR , K
RRHES E blocks, AR ZRFAL , PDL &% CUDA 13 12X , Al #BIZAFALE
%

KERAK L

« PR #54636 [Kimi Bug] Fix gdn build_attn_metadata 'KimiK3KDAMetadataBuilder'
object has no attribute 'layer_names': B A Kimi-K3 J53#t3r A8 £ (gdn_attn.py) ,
5AOR AttnRes WAZRRIMLEE Kimi-K3 7E vLLM _EBJUELIAIER,

« PR #54634 [K3 Bug] Fix Kimi-K3 RecoverSSM startup failure '
MambaAttentionBackendEnum.GDN_ATTN declares 4 states, but provides 2 state
copy funcs': Kimi-K3 $#Z#HAFES /SSM BRIZBGLHABRIGIEE, RBAZBER TR X ETIEE

« PR #51705 [ROCm][MLA][DCP] Support causal multi-token verification: Kimi-K3 7
ROCm MEPEREA / HANIIERZTAE, 54K NVIDIA SM100 RAZBRIAMUTE R R — &2
XGRESMTE LR RES,

« PR #53598 [ROCm] [DSpark] [DCP] Serve prefix cache hits under DCP for Kimi-K3:
Kimi-K3 BIZREH 5 KV BRIZMEE, 5 AttnRes RBIZHER dense HIFEERL AR S,



