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# vlim/third_party/flash_linear_attention/ops/layernorm_guard.py
# BT EERELNE XXX,

class LayerNormFwdKernel(VlimJitKernel["LayerNormFwdKernel.CompileKey"]):

nnn

"""Own the runtime and compile-only dispatch for FLA layer norm.

@dataclass(frozen=True)
class CompileKey:
# EXRFROALE, SEHEELR. XF. Ry‘FEI—1EH5%.
x_dtype: torch.dtype
y_dtype: torch.dtype
weight_dtype: torch.dtype
bias_dtype: torch.dtype | None



z_dtype: torch.dtype | None
mean_dtype: torch.dtype | None
rstd_dtype: torch.dtype

input_variant: TritonPointerIlnputVariant
stride_x_row: int

stride_y_row: int

stride_z_row: int

M: int # 24T%% (num_tokens * rows_per_token)
N: int # group_size

BLOCK_N: int

ROWS_PER_BLOCK: int
NORM_BEFORE_GATE: bool
IS_RMS_NORM: bool

ACTIVATION: str

kernel = staticmethod(layer_norm_fwd_kernel)

def get_warmup_keys(self, *, max_num_tokens, rows_per_token, group_size, ...):

"RETAPT R EIFTA CompileKey,
ZoiZE: WA 1 8| max_num_tokens, ITEXNE M,
BAE Triton BISFELFFAN T M F1 ROWS_PER_BLOCK %44,
BRER—NE—B CompileKey, HAfRE ZFTH 7 HERYTITBTEEAZ,
max_fused_size = 65536 // torch.empty((), dtype=x_dtype).element_size()
block_n = min(max_fused_size, triton.next_power_of_2(group_size))
m_values: dict[tuple[int, int], int] = {}
for num_tokens in range(1, max_num_tokens + 1):
M = num_tokens * rows_per_token
signature = (
triton_scalar_specialization_rep(M),
calc_rows_per_block(M, device),
)

m_values.setdefault(signature, M)

# ... ZTEANE—M M £ CompileKey

def compile(self, compile_key: CompileKey) -> None:
""E ] TritonWarmupTensor #RFPATIARIZF, FLOERELIMEEKE, "
warmup = getattr(self.kernel, "warmup", None)
# ... & warmup AASEK, A& Triton 4miF

def _call__(self, x, out, weight, ...):
"TATE I ARBITAD, S8 5/R layer_norm_fwd RExE5F, "
M = x.shape[0]
rows_per_block = calc_rows_per_block(M, x.device)
grid = (cdiv(M, rows_per_block), x.shape[1] // group_size)
self.kernel[grid](...)

# BIRBET APT A B
_LAYER_NORM_FWD_KERNEL = LayerNormFwdKernel()



def warmup_layer_norm_fwd(*, max_num_tokens, rows_per_token, group_size, ...):
"R A RSB B warmup A, M
_LAYER_NORM_FWD_KERNEL.warmup(...)

vlim/model_executor/warmup/qwen_triton_warmup.py

£ A B E RMSNorm TR EKERK D] Qwen ERWTRORET, F¥ BEE UIRERIEH
IR R IR RY

# vllm/model_executor/warmup/gwen_triton_warmup.py

# BB EY RADHTIE TR,

@dataclass(frozen=True)

class _QwenGDNWarmupConfig:
h: int
hv: int
#.. HthEAFE
conv_dtype: torch.dtype
# 3 MEREWN norm BRI FE
norm_weight_dtype: torch.dtype # RMSNorm X & $k#E 3£ R
norm_before_gate: bool # |/3—1L 2 EH A 1IRZ A
norm_activation: str # [ J3FBCEREL, W "silu”
# ...

def _is_gwen_gdn_layer(module: object) -> bool:
# REEHRTESR GDN B, WELKLE 'norm' B
return all(
hasattr(module, attr)
for attr in (

"num_k_heads", "num_v_heads", "head_k_dim", "head_v_dim",

"conv_kernel_size", "tp_size", "kv_cache",
"norm", # KL
"A_log", "dt_bias",

def _warm_gated_rms_norm_kernel(
device: torch.device,
config: _QwenGDNWarmupConfig,
max_num_tokens: int,
x_dtype: torch.dtype, # BARRIZUIE R BUE $hIEHX R
) -> None:
"I Gated RMSNorm WAz, "
from vllm.third_party.flash_linear_attention.ops.layernorm_guard import (
warmup_layer_norm_fwd,

# EAERNSEORAREXZNIMAED
warmup_layer_norm_fwd(
max_num_tokens=max_num_tokens,



rows_per_token=config.hv, # &4 token #9473k (value head %K)
group_size=config.v, # ¢8X/]\ (value head dim)
x_dtype=x_dtype, # HAUBIEEIERR, FEEMEKIFELRR
weight_dtype=config.norm_weight_dtype,

device=device,

norm_before_gate=config.norm_before_gate,
is_rms_norm=True, # EZA RMSNorm
activation=config.norm_activation,

)

# EFTANODRKPHIER
@torch.inference_mode()
def gwen_triton_warmup(runner, model_config: "ModelConfig") -> None:
# ... 3XBX gdn_config
max_num_tokens = max(1, int(getattr(runner, "max_num_tokens", 1)))
# 1£3% model_config.dtype /ER x_dtype
_warm_gated_rms_norm_kernel(device, gdn_config, max_num_tokens, model_config.dtype)

# ... MAHMARZ
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