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vlim/v1/core/sched/utils.py

FE BRI ZBEAE, AXREEAZRET min_tokens ENF, XEFIEERLR:E
B XEBE,

def check_stop(request: Request, max_model_len: int) -> bool:
assert not request.pooling_params

sampling_params = request.sampling_params
assert sampling_params is not None

#1. BEERE—NERK token 2F ZIFIE token (EOS =B ZE X stop_token_ids) &
#XERXAF—BHE, BERNILEZLIE, £ min_tokens BT E .
last_token_id = request.output_token_ids[-1]
if last_token_id == sampling_params.eos_token_id:
request.status = RequestStatus.FINISHED_STOPPED
return True

if last_token_id in (sampling_params.stop_token_ids or ()):
request.status = RequestStatus.FINISHED_STOPPED
request.stop_reason = last_token_id
return True



#2 EEREKERS, XEXBTE.: BFKERFLESE| min_tokens Z Al
# XA, YIERADEAKE LR (max_model_len) SARKKE LR (max_tokens) BT,
# BI{E min_tokens R KAEF|, ERMAMAL I, B HITRIEIR,
if (
request.num_tokens >= max_model_len
or request.num_output_tokens >= request.max_tokens

request.status = RequestStatus.FINISHED _LENGTH_CAPPED
return True

# 3. Note(arpera): BE)IRFREE,
# min_tokens EIEMTKEMRK Z /G, XFEILEKERERIFARATLL,
#WRREFERLINGF, BELSE PR #47489, #49521, #8 #51299 FH9I1L,
if request.num_output_tokens < sampling_params.min_tokens:

return False

#4. REEEFHRIN,
repetition_detection = sampling_params.repetition_detection
if repetition_detection is not None and (
check_sequence_repetition(
request.output_token_ids,
repetition_detection,

request.status = RequestStatus.FINISHED REPETITION
request.stop_reason = "repetition_detected"
return True

return False

vlim/v1/sample/logits_processor/builtin.py
REBROERATE, TITFHIEEMtmEEREIN ST NWIREZE, BAREEWNEN,

class MinTokensLogitsProcessor(LogitsProcessor):
# ... _init_ Ak ...

def _mask_stop_token_logits(
self,
logits: torch.Tensor,
logits_slice: tuple[torch.Tensor, torch.Tensor],
restore_logits_slice: tuple[torch.Tensor, torch.Tensor],
) -> None:

"R #AT lktoken logities, AEERE MIERKE HiZ1EtokentlogitfE,

WA R B ARG IE R, YATE &VAtoken (HIBREX) #RETREMK
min_tokens 5 #& S FKlogit® A-infay =] &,

restore_rows, restore_toks = restore_logits_slice

# APUTRMERKRZ R, HEHIEEREHNIFIE token BIL AT logit 1B,



# &R (advanced indexing) £RE—NEIA, EWX/AMEAETEHN
# R RAREE N RA o

stop_logits = logits[restore_logits_slice]

# PUTAOE R RIRIE: KR (RERFKEY) 171 token 89 logit A -inf,

logits.index_put_(logits_slice, self.neg_tensor)

#RES—T (ME—MER) ZTERWEFHE logit HERT -inf

# B T1ZLE token BRI logits_slice T RELIITHLN, “TUUER

# torch.unique_consecutive &3kt IREE—IT RG],

unique_rows, inverse_indices = torch.unique_consecutive(
restore_rows, return_inverse=True

)

row_needs_restore = torch.isneginf(logits[unique_rows]).all(dim=-1)

#MERERD: [TREWRE (FTA logit A -inf) B ZIF1E token KRR logit
RAMRN (B

restore_mask = row_needs_restore[inverse_indices] & torch.isfinite(stop_logits)

# RIREAR L 2 KA R1TH01Z L token BY logit 1,
restore_slice = (
restore_rows[restore_mask],
restore_toks[restore_mask],
)

logits.index_put_(restore_slice, stop_logits[restore_mask])

def apply(self, logits: torch.Tensor) -> torch.Tensor:
if self.min_toks:
# MREAETEERENZLL token (BIEfIERASMILMEEIER) |
# NME AW REZBOIRA; T NE R E 28K
if self.restore_logits_slice[0].numel() ==
logits.index_put_(self.logits_slice, self.neg_inf_tensor)
else:
self._mask_stop_token_logits(
logits, self.logits_slice, self.restore_logits_slice

)

return logits

vlim/v1/worker/gpu/sample/logit_bias.py

BAGRATER V2 MEVENZEI, ¥RTXNFTA logit WER IBERNLE, ZMAEXREEN
BE,

@triton.jit

def _bias_kernel(
logits_ptr,
logits_stride,
vocab_size,
expanded_idx_mapping_ptr,
#... HiSEK ...



num_stop_token_ids_ptr,

restore_when_all_masked_ptr, # #3&: EEXNNIERBRAIKEZE
stop_token_ids_ptr,

stop_token_ids_stride,

BLOCK_SIZE: tl.constexpr,

LOGITS_BLOCK_SIZE: tl.constexpr,

CHECK_ALL_MASKED_ROWS: tl.constexpr, # #13¢: BEHUTITERLENRFRNEE

token_idx = tl.program_id(0).to(tl.int64)
req_state_idx = tl.load(expanded_idx_mapping_ptr + token_idx)
# ... &3 allowed_token_ids %1 logit_bias ...

# Min tokens: F#kfF 1t token
pos = tl.load(pos_ptr + token_idx)
min_len = tl.load(min_lens_ptr + req_state_idx)
if pos < min_len:
num_stop_token_ids = tl.load(num_stop_token_ids_ptr + req_state_idx)
if num_stop_token_ids > 0:
# ... tlEAZLE token ids ...
if CHECK_ALL_MASKED_ROWS: # MR B H T /T E
should_restore = tl.load(restore_when_all_masked_ptr + req_state_idx)
if should_restore: # IR W FERFEWRE (EH T EMabiE)
# 1. ERFREIRFEL token B9 ET logit 1H.
stop_logits = tl.load(
logits_ptr + token_idx * logits_stride + stop_token_ids,
mask=mask,
other=-float("inf"),
)
tl.debug_barrier() # #R1EE & AT ERIME

# 2. PUTEE#K

tl.store(
logits_ptr + token_idx * logits_stride + stop_token_ids,
float("inf"),
mask=mask,

)

tl.debug_barrier() # #afR B RkERIEXE L4357 I

# 3. AREAMT, RERETHA logit A -inf,
row_max = tl.full((), -float("inf"), tl.float32)
for i in range(0, vocab_size, LOGITS_BLOCK_SIZE):
offset = i + tl.arange(0, LOGITS_BLOCK_SIZE)
logits = tl.load(
logits_ptr + token_idx * logits_stride + offset,
mask=offset < vocab_size,
other=-float("inf"),
)

row_max = tl.maximum(row_max, tl.max(logits, axis=0))



# 4. MBEEANMTHERE -inf, NWIKEIFIE token BYRELE logit {E,
if row_max == -float("inf"):
tl.store(
logits_ptr + token_idx * logits_stride + stop_token_ids,
stop_logits,
mask=mask & (stop_logits > -float("inf")) & (stop_logits < float("inf")),

)

else:
# BN, REERRS (BEEEKRT)
pass
else:
# ARERE, BEREK.
tl.store(...)
else:
# AHTITRE, EEFRK.
tl.store(...)
EATI LK
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