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def verify(
self,
model_config: ModelConfig,
speculative_config: SpeculativeConfig | None,
structured_outputs_config: StructuredOutputsConfig | None,
tokenizer: TokenizerLike | None,

) -> None:
self._validate_logprobs(model_config)
self._validate_logit_bias(model_config)
self._validate_trace_replay(model_config, speculative_config)
# stop_token_ids EILAETME—RKRIFE R AN EF B EE token-id 53,
# #E id €3 all_stop_token_ids HEREIRM logits.index_put_,
# BFEF|KX engine BT 400 $E4
self._validate_stop_token_ids(model_config)



self._validate_logits_processors(model_config)
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self._validate_allowed_token_ids(model_config)
self._validate_spec_decode(speculative_config)
self._validate_diffusion(model_config)
self._validate_structured_outputs(

model_config, structured_outputs_config, tokenizer

def _validate_stop_token_ids(self, model_config: ModelConfig) -> None:
"“""Validate stop_token_ids are within vocabulary range."""
if not self.stop_token_ids:

return
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vocab_size = model_config.get_vocab_size()
invalid_token_ids = [
token_id
for token_id in self.stop_token_ids
if token_id < 0 or token_id >= vocab_size

if invalid_token_ids:
raise VLLMValidationError(
f"token_id(s) {invalid_token_ids} in stop_token_ids contain
f'out-of-vocab token ids. Vocabulary size: {vocab_size}",

parameter="stop_token_ids",
value=invalid_token_ids,

def _validate_allowed_token_ids(self, model_config: ModelConfig) -> None:
"R R IR R AR allowed_token_ids, & stop_token_ids fRIF—3K, """
allowed_token_ids = self.allowed_token_ids
if allowed_token_ids is None:
return

if len(allowed_token_ids) ==
raise VLLMValidationError(
"allowed_token_ids is not None and empty!",
parameter="allowed_token_ids",
value=allowed_token_ids,
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vocab_size = model_config.get_vocab_size()
invalid_token_ids = [
token_id
for token_id in allowed_token_ids
if token_id < 0 or token_id >= vocab_size

]
if invalid_token_ids:
raise VLLMValidationError(
"allowed_token_ids contains out-of-vocab token id!",
parameter="allowed_token_ids",
value=invalid_token_ids,

)
PR AL

review BIAZOREE LSRN FIZE tokenizer REERFEREBFF, LF T BN

« depthfirst-app[bot] &5 E len(tokenizer) REZR 2R : stop_token_ids K5
logits k& B model_config.get vocab_size() RE, —EESESER P R—3%, &
WK AR &,

« QwertyJack & ZiXE max(model_config.get_vocab_size(), len(tokenizer)), 2%
&% Qwen3 XK tokenizer ELAERER/NAGIRR F EAMFTHE token”, 1B
depthfirst-app[bot] BRER: ZH BESESER (tokenizer ER) B gap XaH&#k
Fo

« VBB B L AINT over-corrected in de34963”, [E3R 3|48 model_config.get_vocab_size()
BE, HEHZRENRMEZ tokenizer AR EMEE R T KAEH stop_token_id KAEIEL
—XIERRTEIEHRNITA,

« DarkLight1337 3B R &L T B KAJRA: _validate_allowed_token_ids & H

len(tokenizer) B RIFHE iR EAE list[int], AR Let's update allowed_token_ids

then”, AR PR NEFEREET BRARNFENARH—,

MR E, DarklLight1337 BR#f& R our Cl is expensive enough as it is, let's just

remove them”, 1EEZEZHBIR,

« stop_token_ids &334 & : len(tokenizer) 3£ & model_config.get_vocab_size()

(correctness): XA model_config.get_vocab_size(), 5 _validate_logit_bias —3k (&3]
B —3 logits KE) o

« max(vocab_size, len(tokenizer)) 7 ZHN EMBIESEIR (correctness): fEFEAIA
over-corrected, [E3R A 4E model_config.get_vocab_size() R, FHiCFKIE: tokenizer
T IR EAR A R B RAEH id ARIE 4R EFAIT Ao

« allowed_token_ids & & [ K AR E KA K (correctness): ¥
_validate_allowed_token_ids &% M tokenizer BXJ model_config, #F& None-guard,



{R3E skip_tokenizer_init =A% : bad_words EA T B BHEREIIR,
o IR G BT (ESRE (testing): MIRAHFWERR, SARAT B bR E =,

R 5 B

o A

1. AT HKRERZREMERFE: X tokenizer WR A THEAF RN SESER, LTF gap Xg]
By stop_token_id MEIF3EIT (tokenizer M R) K, IAESH 400 4, /EHICIE
Z id KERRSWEEGT, ROERFBEE, FEUEERRE, ERBILE d WFE
EFimBETHIAMEETE, ARREEE,

2. MEREIRE: review Fit &I bad_words {3 tokenizer.max_token_id 34 %, B
YEZWIEH id B tokenize 4. A B HHE, NERIRRKAE, RREFKREF
W EfE bad words ids 8 API, FEZIRARATIMIE,

3. TEMUNHIRE L RASANRERSEFMR, ZHERT LK
SamplingParams.verify() #IEFIRR, &ARRHINLEN verify() BASRMERZ (WE
B SamplingParams 89AS) , EYVAXEE EFA,

4, BAERBRIZZE: verify() ZRUERFTA ERKNBRELER, IR AU Python F|&k3
W, £&%F O(n), B model_config.get_vocab_size() BEAEE, LTHEEEM, - B
: XA FrA#EIE OpenAl 34 API 1% stop_token_ids B9 FPATA R AT —HRE
id M TTBEAR ST EEANE | 7 B BR T L ARARE K B AR E MR HTTP 400 $E48; XY
Ascend CANN 9.1 53 P R EHENEIER DoS £, X CUDA FLUFKREFumN
R EITANZRNRETA. WA HRT TP 2 rank ARET. FEREFXNE
A 1ERIRE 500 BEKERER, PD RIEKE min_tokens=1 & HEIE KA RNE L
WOl MHEIPBA: AL T REWERT|I A token-id ZEABHIE model_config FHFERIE"HY
IRAZE, HIMEMBIET allowed_token_ids IR A MJRE, NELRXFERFEITRMT
B, - REEARIE: $21FK DoS BB E , TEHWNREE , MOIBEREFETE | 17
ANAFUKE (gap id #iE)

KRR EE

« PR #54509 [Bugfix][Frontend] Truncate prompt_is_token_ids with the prompt: [& 4 &l
MMIERSKRAREE (Bl prompt ISR EMIER) , 54K stop_token_ids R R &
VLLM SREAFFEANR B AR S 2L A 5,

« PR #54407 [Bugfix] [Frontend] Truncate prompt_token_offsets with the prompt: (&
prompt_token_offsets RREARTE SR HTIHRAKEZER, A—HagSHK—3%
bugfix, RBLEIFAIETE R ZMEHUKSKIE R S5k FRF

« PR #54364 [Bugfix] [Frontend] Truncate pooling prompts before padding them: 15 £
pooling JEAMYJE BN S prompt 24 pad, RAFERSHELEINTF / AFEE, BTR
—INRELR AR,



