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# vllm/v1/attention/ops/prefix_prefill.py — context_attention_fwd ¥ tile 3EFAZ
real_block_size = v_cache.shape[3]

# 7 #31380 5] N\ PHYSICAL_BLOCK_SIZE Z&l, tile SERIA&IE page FhtERE,

# FrLdE 2 B9 page (544/1040/1056) sbZ0H 32/32 tile A REXF AR,
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# Bt 64/128 BAL) , KRR autotuner, MARILE £,
TRITON_BLOCK_SIZE = 32
grid_fn = lambda META: (batch, head, triton.cdiv(max_input_len, META["BLOCK_M"]))

tests/kernels/attention/test_prefix_prefill.py
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# tests/kernels/attention/test_prefix_prefill.py — JEF7E page S5k1b
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Next)
NONSTANDARD_BLOCK_SIZE_SHAPES = [
(64, 1, 128, 544),
(8, 4, 256, 1040),
(8, 4, 256, 1056),

@pytest.mark.parametrize(
"num_heads,num_queries_per_kv,head_size,block_size", NONSTANDARD_BLOCK_SIZE
SHAPES

)

@pytest.mark.parametrize("dtype", DTYPES)

@pytest.mark.parametrize("device", CUDA_DEVICES)

@pytest.mark.parametrize("op", OPS)

@torch.inference_mode()

def test_qwen3_nonstandard_block_size(
num_heads: int,
num_queries_per_kv: int,
head_size: int,
block_size: int,
dtype: torch.dtype,
device: str,
op: Callable,

) -> None:

"Ik 2 B page RIILED fp32 reference, BUME tile ¥ page ¥ Ft—A4F, "
if not current_platform.is_rocm():
pytest.skip("Non-power-of-2 block sizes are only exercised on ROCm CI.")

test_contexted_kv_attention(
num_heads=num_heads,
num_gqgueries_per_kv=num_queries_per_kv,
head_size=head_size,
block_size=block_size,
sliding_window=0,
dtype=dtype,
kv_cache_dtype="auto",



device=device,
op=0p,
)
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