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« —A3E: hf XA mistral-common E:3R

- |EME: EEEE, AHERR tokenizer, MMM S Mistral BREHRAY, XE=A
RITARE: (1) AR EEIME RS mistral_format=False’ R 2 HLAE processor
B 8% tokenizer (XL supersede B #50752) : (2) XERRA transformers XA &
NN TMIEBRER, UKRRX AP HE mistral-common 8138 H  (mistral TEARAT
BE hf RURERBEEEAES) ; 3) MRFERERRE DS URYE T LY (
CachedTokenizer X B &SGR, EEEIMAB/ERZ MCommon) o RN FEE
& tests/tokenizers_/test_registry.py B9 8 A5 ¥k4ENE, IRARMR | IAARKL M, FEAR
transformers %| 5.15+ E#IAIRA TODO BEE M,

THRES B

Issue #50706 R4 : HF X80 Mistral3 checkpoint B ERIASE A LAY, £ multimodal
memory profiling ME (B ik &1EXK) ## ValueError: Failed to apply
PixtralProcessor on data={"text': '[IMG]'}; #E=Z transformers 5.x X XA& S FE#Y
AutoTokenizer R [El MistralCommonBackend, i mistral-common Z| &R A XA i
special token #w#%, encode("[IMG]") BR|F@mEMmIE [IMG] 8 id,

PixtralProcessor. check_special_mm_tokens EXAE#3F| 1 NEMLMA. & input_ids B%K
3| 0 N, B juliendenize £ #50706 TFi0F K : tokenizer_mode="hf" EHAF ERERE
HF B, XERFZARAFIZEMA, Hibremoving MistralCommonBackend support for
HF tokenizer path”, 35| H transformers #8674 (huggingface/transformers#47507 a1
mistral_format=False kK A~ EI3RF| MistralCommonBackend) ; hmellor EI£ ‘I agree that
this path should never be reached by vLLM”, HZ&X#&E #50706 XFEHBE. PR body [
BfEBA A PR supersedes #50752——J5# & processor B4 tokenizer 3TN T (#—1Na%h
7% special token B9F3E) , K PR RAEIMEEER L ZEHREN. BN

tokenizer_mode="mistral" B4 T HREFERZ,

LI AE

1. N8 &%Y3— (vlim/tokenizers/registry.py::resolve_tokenizer args) : ERENBITRE
I hf %X ——F& kwargs T 28 mistral_format=True N E#E raise
ValueError("mistral_format=True is not supported with tokenizer_mode="'hf'"), TN %
—5 X kwargs['mistral_format"'] = False, XABMESEE I FE tekken.json 5



tokenizer.json, transformers A48 AutoTokenizer ARHTEX
MistralCommonBackend ; slow #RL)I—3| hf, BRYKE—ARK; auto AR E
‘Mistral &JF + tekken X £ — mistral BN WELAE L EE, L token FHfELH
is_mistral_model_repo. any_pattern_in_repo_files 5#3E#9 get_config(..., token=...)
, A CESREEMMN AR

2. JRAEI] (vlim/tokenizers/registry.py::get_tokenizer) : ¥EMEIRE E
_MIN_TRANSFORMERS_VERSION_FOR_HF_MISTRAL = Version("5.15.0") (5.15 2 &
ANX 3 mistral_format BIARA) . % tokenizer_mode == "hf". transformers MRARIL.
is_mistral_common_available() A&E. HF _TOKENIZER_MAPPING_NAMES.get(config.
model_type) == "MistralCommonBackend" B&E & tekken.json/tokenizer.model.v* B
P FTHREE ValueError (#4& transformers sMilf& Mistral 23R8 X4) , H#HE
TODO: delete when Transformers version dependency is bumped >= 5.15.0, J&F& 8
B EUKHA FR A I B 1716

3. MKREEZE (4 ANXfE) : viim/tokenizers/hf.py::get_cached_tokenizer AHHFM
tokenizer.tokenizer.instruct_tokenizer #¥33& mistral_tekkenizer, CachedTokenizer [ Bt
*¥ convert_ids_to_tokens / convert_tokens_to_string B8 (&
NotImplementedError — "".join(tokens) %K) , RIERE“HEHF R,
vlim/v1/structured_output/utils.py MR maybe_wrap_mistral_common_tokenizer 5
from transformers import MistralCommonBackend;
vlim/v1/structured_output/backend_guidance.py::GuidanceBackend. _post_init__ #lE&
isinstance(self.tokenizer, MistralCommonBackend) +
mistral_common.guidance.tokenizer.from_mistral_tokenizer 4% ;
viim/v1/structured_output/__init__.py RA &N EEHA cached_tokenizer_from_config,

4. MAREEE (—M—3%8) : MR tests/v1/structured_output/test_mistral_common_tokeniz
er.py (102 47, JREZ wrap J& MistralTokenizer & reduced_vocabulary B9ZH
id %E. xgrammar/outlines #%&7% JSON 53 E43E5% token. xgrammar E4 K &%
tokenizer) ; fE tests/tokenizers_/test_registry.py 3 =A%k 7l
——test_resolve_tokenizer_args_forces_hf_mistral_format_false (hf/slow x A R4
mistral_format=False) . test _resolve_tokenizer_args_rejects_hf mistral_format_true.
test_get_tokenizer_handles_hf_mistral_transformers_compatibility (transformers
5.14/5.15 x mistral/mistral3/mixtral/ Jo tekken X+t 8 H4EFE) , MIRAT patch
get_config. vlim.tokenizers.registry.transformers.__version__.
CachedHfTokenizer.from_pretrained 523, CPU-only. TM%&. RERE,

5. &3, : _TokenizerRegistry.register £# % R #J return None; import vlim.envs as
envs XA BEMSER from viim import envs,

X sk RS

vlim/tokenizers/registry.py +41/-4 | resolve_tokenizer_args. get_tokenizer.
_MIN_TRANSFORMERS_VERSION _FOR_HF M
ISTRAL
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RENE

get_cached_tokenizer., CachedTokenizer.conv
ert_ids_to_tokens/convert_tokens_to_string (

)

maybe_wrap_mistral_common_tokenizer (#l)

GuidanceBackend.__post_init__

StructuredOutputManager.__init__ A &

=T SHAMR

|[H MCommon 5 #1b.%6 H M=,

« vlim/tokenizers/registry.py (AR 2888 M, KA source; R core-logic; &5

resolve_tokenizer_args, get_tokenizer,

_MIN_TRANSFORMERS_VERSION_FOR_HF_MISTRAL, _TokenizerRegistry.register) :
AR PR B9#%%: JE resolve_tokenizer_args &%l hf £\ mistral_format=False. FE484H5
B9 mistral_format=True, F 7 get tokenizer #3¢ transformers < 5.15 BIRANM]; R

Bxh b token &L,

« vlim/tokenizers/hf.py ({3 2EIRER; KA source; H£H refactor; F5
get_cached_tokenizer, CachedTokenizer.convert_ids_to_tokens,

CachedTokenizer.convert_tokens_to_string, mistral_tekkenizer) :
get_cached_tokenizer # & mistral_tekkenizer #FMl, CachedTokenizer &=$& tekken 4
189 convert_ids_to_tokens/convert_tokens_to_string 5 NotImplementedError $J&,

= RBEMMR RERA—& (+2/-30) .

« tests/tokenizers_/test_registry.py (AR 288N, KB test; R test-coverage;

Ve =

5 test_resolve_tokenizer_args_forces_hf_mistral_format_false,

test_resolve_tokenizer_args_rejects_hf _mistral_format_true,
test_get_tokenizer_handles_hf_mistral_transformers_compatibility) : #3%¢ 84 TR
, ASEALERESIE T RA: hf/slow #3RH| mistral_format=False. B True #IEL.
transformers 5.14/5.15 FHIFREME R,

« vlim/v1/structured_output/utils.py (3R Zifbiad; 5| source; £ cleanup; &5
maybe_wrap_mistral_common_tokenizer) : MR
maybe_wrap_mistral_common_tokenizer —— ZE¥4b % B MIFE MCommon LA,



MistralTokenizer B9ME— A0 ; HHE LR 'hf BEARE~ HiZzEiR WEEEE,

« vlim/v1/structured_output/backend_guidance.py (13t 3| &Ei; K7 source; £
cleanup; &5 GuidanceBackend.post_init) : GuidanceBackend. _post_init__ #if&
MistralCommonBackend + mistral_common.guidance.tokenizer.from_mistral_tokenizer
AX, EBERERPEAYE mistral BRAE5 liguidance HF AR,

« vlim/v1/structured_output/__init__.py (#E3k Z&M1L51%; 25| source; EH
dependency-wiring; %5 StructuredOutputManager.init) :

StructuredOutputManager.__init__ A< A maybe_wrap_mistral_common_tokenizer
, BRANHE¥ cached_tokenizer from_config, EFEZMREGAR KA,

. tests/v1/structured_output/test_mistral_common_tokenizer.py (#3k #iHMR; 25
test; A deletion; &5 loaded_tokenizer, wrapped_tokenizer,
test_wrapping_fixes_the_outlines_vocabulary,
test_backend_accepts_a_valid_document) : B XMk (102 47) , RrE—EHERIE
MCommon &35 vocab M5 xgrammar/outlines grammar #52 E MR, #RE
1BE G s B vn 2 L PR T &,

XEFE: resolve_tokenizer_args, get_tokenizer, get_cached_tokenizer,

CachedTokenizer.convert_ids_to_tokens (#lF&) ,

CachedTokenizer.convert_tokens_to_string (#lF&) ,

maybe_wrap_mistral_common_tokenizer (#iF&) , GuidanceBackend.post_init,

StructuredOutputManager.init

RPERAD B

vlim/tokenizers/registry.py

A PR B9#: JE resolve_tokenizer_args 3@l hf #X mistral_format=False. IE4FRAE
mistral_format=True, F7 get tokenizer #3E transformers < 5.15 BIARAR ] ; EBR*A L
token #EfE,

# vlim/tokenizers/registry.py (PR G2 H AKX B, M KED)

# HF JR & Mistral 2R R EEZ “mistral_format™ £3k, FEZE transformers >= 5.15;
# T IZRAET transformers AR IERIE NS EAAT MistralCommonBackend,

# XIER #50706 AAVREORE, EE—Asm TODO BIARAM I,
_MIN_TRANSFORMERS_VERSION_FOR_HF_MISTRAL = Version("5.15.0")

def resolve_tokenizer_args(
tokenizer_name: str | Path,
*args,
runner_type: "RunnerType" = "generate",
tokenizer_mode: str = "auto",
**kwargs,

# ... (revision / download_dir / truncation_side & kikzhi% BEL)

if tokenizer_mode == "slow":



if kwargs.get("use_fast", False):

raise ValueError("Cannot use the fast tokenizer in slow tokenizer mode.")
# slow R R & use_fast=False 8 hf, JE4R%Z mistral_format 4%
tokenizer_mode = "hf"
kwargs['use_fast"] = False

# auto X T, RA Mistral &FEBY¥ tekken.json / tokenizer.model.v* Z3%EH D158 ;
# token= BEAVRFTEHES, ATAAESERN Hub £
if (
tokenizer_mode == "auto"
and is_mistral_model_repo(
model_name_or_path=str(tokenizer_name),
revision=revision,
token=kwargs.get("token"),
)
and any_pattern_in_repo_files(
model_name_or_path=str(tokenizer_name),
allow_patterns=["tekken.json", "tokenizer.model.v*"],
revision=revision,
token=kwargs.get("token"),

)
):

tokenizer_mode = "mistral"
if tokenizer_mode == "auto":

tokenizer_mode = "hf"

# ks hf X E R E A mistral_format=False,
# ik transformers & HF 8y tokenizer.json. K ARER 3P| MistralCommonBackend;
# AP BERER mistral_format=True B EEREE, fARREINKE HIEX
if tokenizer_mode == "hf":
if kwargs.pop("mistral_format", False):
raise ValueError(
"mistral_format=True is not supported with tokenizer_mode="hf""
)

kwargs|["mistral_format"] = False

return tokenizer_mode, tokenizer_name, args, kwargs

def get_tokenizer(tokenizer_name, *args, tokenizer_cls=TokenizerLike, **kwargs):
# ... (tokenizer_cls fB#T. config fm#k. config_format &FEF HEER)

# TODO: delete when Transformers version dependency is bumped >= 5.15.0
# ZRRA transformers &A& mistral_format, TIEMRIUEE HF Ei%;
# 5 HYLERTE PixtralProcessor, AWZEANEAT% H TR FHIR 5
if (
tokenizer_mode == "hf"
and Version(transformers.__version__) < _MIN_TRANSFORMERS_VERSION_FOR_HF_



MISTRAL
and is_mistral_common_available()
and _HF_TOKENIZER_MAPPING_NAMES.get(getattr(config, "model_type", None))
== "MistralCommonBackend"
and any_pattern_in_repo_files(
model_name_or_path=str(tokenizer_name),

allow_patterns=["tekken.json", "tokenizer.model.v*"],
revision=revision,

token=kwargs.get("token"),

raise ValueError(
"Loading Mistral models with tokenizer_mode="hf' requires "
f"transformers>={ MIN_TRANSFORMERS_VERSION_FOR_HF_MISTRAL}. "
"Please upgrade transformers or delete Mistral tokenizer files."

)

vlim/tokenizers/hf.py

get cached_tokenizer # K mistral_tekkenizer #fMl, CachedTokenizer &1 tekken #FfLEY
convert_ids_to_tokens/convert_tokens_to_string 5§ NotImplementedError )&, E‘HRE

B RER—4& (+2/-30) .
# vllm/tokenizers/hf.py — ZHEMRIBE PR Z WA 0% 28 17)

def get_cached_tokenizer(tokenizer: HfTokenizer) -> HfTokenizer:
""transformers BRAS R AAEE B, XERATFERELECNERE TRk, "

cached_tokenizer = copy.copy(tokenizer)

tokenizer_all_special_ids = tokenizer.all_special_ids
tokenizer_all_special_tokens = tokenizer.all_special_tokens

tokenizer_vocab = tokenizer.get_vocab()

tokenizer_len = len(tokenizer)

# JRE tokenizer [BERAEEAFE backend, RRIESLIN is_fast, fRY getattr BJK
tokenizer_is_fast = getattr(tokenizer, "is_fast", True)

# MIFRE 1. XBRERASEN tokenizer.tokenizer.instruct_tokenizer,
# A MistralCommonBackend #J3& mistral_tekkenizer,

# T EEMIES convert_* BES M byte-fallback BR&1BIAED,

# hf B2ARETH MistralCommonBackend, 33X EZIFM AR R,

max_token_id = max(tokenizer_vocab.values())
max_chars_per_token = max(len(tok) for tok in tokenizer_vocab)

class CachedTokenizer(tokenizer.__class__): # type: ignore
@property
def all_special_ids(self) -> list[int]:
return tokenizer_all_special_ids

@property



def all_special_tokens(self) -> list[str]:
return tokenizer_all_special_tokens

@property
def max_token_id(self) -> int:
return max_token_id

@property
def max_chars_per_token(self) -> int:
return max_chars_per_token

@property
def is_fast(self) -> bool:
return tokenizer_is_fast

# MRS 2: JEEB convert_ids_to_tokens / convert_tokens_to_string
# &5 (& NotlmplementedError -> "".join(tokens) &) HWIE&,
# CachedTokenizer REI"4Z& % BRI, ALK —EXLLIN,

def get_vocab(self) -> dict[str, int]:
return tokenizer_vocab

def __len__(self) -> int:
return tokenizer_len

def __reduce__ (self):
return get_cached_tokenizer, (tokenizer,)

CachedTokenizer. _name__ = f"Cached{tokenizer.__class_ . name_}"
cached_tokenizer.__class__ = CachedTokenizer
return cached_tokenizer

vlim/v1/structured_output/backend_guidance.py

GuidanceBackend. _post_init__ MIF& MistralCommonBackend +
mistral_common.guidance.tokenizer.from_mistral_tokenizer 9%, &xEHRAE
mistral JRZE 5 liguidance HF B%E&1Z,

# vllm/v1/structured_output/backend_guidance.py

@dataclass
class GuidanceBackend(StructuredOutputBackend):
def __post_init__(self):
self.disable_any_whitespace = (
self.vllm_config.structured_outputs_config.disable_any_whitespace
)
self.disable_additional_properties = (
self.vlim_config.structured_outputs_config.disable_additional_properties



if is_mistral_tokenizer(self.tokenizer):
# —-tokenizer-mode mistral: E3#H MistralTokenizer B4 8 llguidance 427 28
self.ll_tokenizer = self.tokenizer.llg_tokenizer
else:
# MkRs: XBRAXE KX
# elif isinstance(self.tokenizer, MistralCommonBackend):
# from mistral_common.guidance.tokenizer import from_mistral_tokenizer
# self.ll_tokenizer = from_mistral_tokenizer(self.tokenizer.tokenizer)
# hf #3584 mistral_format=False Z /&, MistralCommonBackend R&ERA
# B EEN, XERKAZIER mistral-common S A\—EEHMI R,
self.ll_tokenizer = liguidance_hf.from_tokenizer(
self.tokenizer, max(self.vocab_size, len(self.tokenizer))

)
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1. lRA® 1 H review B4 . hmellor £ vlim/tokenizers/registry.py LiFit “We need
another error for the situation where the user wants hf tokenizer mode on a Mistral
model when transformers version is <5.15. 5.15 is the earliest version with
mistral_format’, XE#ZFE 4T commit ca8b7aa48676 “Guard HF Mistral tokenizers
on old Transformers” 5§ _MIN_TRANSFORMERS_VERSION_FOR_HF _MISTRAL #E&X
R SFAAMR, BAOR review F BRI,

2. “#1#% mistral-common XE&B R A ZEHTER: hmellor 3£H “There is a third solution,
uninstalling mistral-common”; juliendenize RZXHR mistral-common 27 N5 &K
, “mixing tool call parser mistral and hf tokenizer (which is valid combination) would
not be possible by uninstalling mistral-common as it would crash”, hmellor E “Good
point’s £WEKEENRE + AKETR, mAEILAPHHRRKB

3. BBAZVFRB BN issue #50706 WL HF/EE £ 5K hf BEARR R AR MCommon, hmellor
‘I agree that this path should never be reached by vLLM", BE/E 4 a2 F##HEIHF; X2
A PR U RMRFESE MIE REATHN T 80RFEARSE

4. RIBRBYERIE: BABEST reviewer B8] kwargs['mistral_format"] = False ¥ 5 3|FrA
hf X LE (BFEFE Mistral A) X—8&IEA, WKRITL vliim/tokenizers/mistral.py
H mistral_common_tekkenizer S4B R BT T KA,

« transformers < 5.15 BFEZHIMIE NIREE (correctness): R, FrILARANR 15 T#HE
HIRE R, ¥ TODO #f transformers RAIRKIIRFAF] >= 5.15 SHIFR,

« EETLLER P EE mistral-common 1ER 8 =Zf#R% (design): AXAHBR AT E, REE
N ValueError 5#% / BIFRSCHEIR R,

o hf BRIZREBETBNIZ LA BAX MistralCommonBackend (design): A 3LiR: X MEMNR
SLPERTIZEIR, MIR=432FE; B\ tokenizer_mode="mistral" B2 AR5k,
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1. BN/ BIFMTE: £ transformers < 5.15 B&E 4 tekken XXAERT,
tokenizer_mode="hf" M\“BE23H"Z A R3HEN ValueError (
vlim/tokenizers/registry.py::get_tokenizer) , XEAENERXEWK, EXETEIBAR
transformers BYERZ B AKIERT, FEA P BKRBEMER Mistral 218 88 X4

2. ZHIMNENK: resolve_tokenizer_args Xt FiAhf X MEHREEN
mistral_format=False, JE Mistral & (dm GPT-2. Qwen) WA EIX/ kwarg A
AutoTokenizer.from_pretrained, H e SFEMKE transformers X&4%0 kwargs BI&E
;. FEMIRIE CachedHfTokenizer.from_pretrained mock #7, XBEZHASE
AutoTokenizer B13,

3. bl ®Y)3a@E: MR maybe_wrap_mistral_common_tokenizer (
vlim/v1/structured_output/utils.py) 5 GuidanceBackend.__post_init__ #
MCommon @% &, A HEE AT MistralCommonBackend ¥ #8553 (Flink
3k transformers T AEALE AP B41T38 E tokenizer_cls) , #EiR&SIRIMA xgrammar
8 “Unsupported tokenizer type”, 2R TFRRNOEFNCE,

4. RERLFRAEABIR: vlim/tokenizers/hf.py MilFR convert_tokens_to_string 89
NotImplementedError — "".join(tokens) $J&, MiZR KM _reduced_vocabulary &
i, EAARSEZIZAEANEE tokenizer & CachedTokenizer, & HEFERFEKT A
R,

5. MABELEMTA: HMAE 102 170X 2 — B EIRIE Mistral tokenizer +
xgrammar/outlines grammar #ZE ARG, FMRAREZ ST SRANE] (X
BB mock) , IMIBIEEIRIT ARBHERE L RE T BN,

« AFPM: Mistral/Mistral3/Mixtral SENESEEBRIN (auto) RN TLLEE mistral =
N, fTAFRE; BEE —-tokenizer-mode hf B9 F A transformers >= 5.15 AR[
#’, TUEEIREE. BEERIASENBMABRDR, LS profiling T IEF K.

« AN ERSEMLREBEZED> T —RERAEREE], CachedTokenizer,
GuidanceBackend. StructuredOutputManager BIMINAREE. BERFHN; token &
BT T B CEE MM B SRR O,

o SBIPM: EM 28 4TRED + 102 4TNR, £ HF processor BE% MCommon 3TN T
IXEEE (#50752 A E) , ARAFRBEZAEI processor RFEREE; RINMEIE—
&b TODO BIRAMKEISE, TE transformers BRAFA LG BIK,

« RFEARIT: BRIRMERRARIIRE , FrA hf tnZEREAN mistral_format=False, £&1biaH 3%
ZEMER , E5Z AutoTokenizer BEZRMNIAE X , "TRERE tekken HHBHRERIL MR

K BRIk 2

« PR #50752 [Bugfix] Encode special tokens in HF processors for transformers-native
mistral-common tokenizers: #A& PR E R supersede BRI EE £ : B processor BiL
MistralCommonBackend £# A& %83 XU special token B9F3E, & PR RN E
tokenizer JEME & H| mistral_format=False, MIRkLE R Z/EmEN, BELMBIRTRER



« PR #45525 &£ vLLM MistralTokenizer ¥84284 special-token w8 (#MEMXAHE RS,
EASRA) : PR body WBAE LA is_mistral_tokenizer() SF BB E B —RRIN S —&KKI:ZE (
—-tokenizer-mode mistral) , 54 PR & ib; #50752 FIR&%EY text to_ids
special-token %% BEMREBE T, A PR FERKEAAEIE X EUKEK,



