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[Tests] [XPU] Limit Qwen2-VL generation length to avoid flaky numerical divergence
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JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/54172

HATHREZE

« —A]3E: XPU £ Qwen2-VL MIRFRK 64, ##E BF16 ALK flaky

 BESNME: BER/REXNK (A5 9% , FEXEIE. BERT TR + FEaRH™ &
ISR FE L BRAIE R, 1EEE PR body FXTF Mk B A5 (B E HERE IS IE2E
BELNERET R, BELERE VIT FlashAttention 3({ER#, PR SFRFHIEEEE (
BF16 + FlashAttention. num_logprobs To&k. FP32/Triton &) 2 £ ANHEER S,

THRES B

XPU E3B4T Qwen2-VL ZEMLRE, HF 5 vLLM SAEMSEF—K, REEBERIELE
HABE R B, S3K check_logprobs_close .Mk, 1EEE PR body FEAMISIEEE: ZMRM
BB RIIE vLLM 48X Hugging Face BAEARIERAME, mIE VIT FlashAttention ZEAK B =Y
AR TREEREN, ERER CPU LEAWNLIEAN (B8 pytorch/pytorch#187735) &
XPU B max_tokens FR&|ZF| 64,

SCEL AR

1. BB ZEAL: £ XPU JE3RIBIT tests/models/multimodal/generation/test_common.py::test
_multi_image_models[gwen2_vl-test-case12] B, BF16 ¥EE & ViT FlashAttention i
REEKBEERFERHEI HF 5§ vLLM B logprobs &8, TEEAME LR &
num_logprobs A 10 &% 20 XM AER, M FP32 sk BF16 + Triton ViT attention
HeeEN, WHRARB&E T E BF16 + FlashAttention A& HEEKRZ L,

2. BB BT FE tests/models/multimodal/generation/test_common.py B qwen2_vl
VLMTestinfo & B ¥, ¥ max_tokens BIFELMH current_platform.is_cpu() & A
current_platform.is_cpu() or current_platform.is_xpu(), 1 CPU &5 XPU ¥#{£EMH 64 m
3k 128, num_logprobs BIF & EZFHFZFALZ (CPU 20. EK 10) .

3. RS KRERFX CPU BERES ARIZE CPU (torch 2.13,
pytorch/pytorch#187735) 5 XPU BISZNIESE, BIE RS num_logprobs 3K Ao
‘FP32/Triton B2 PN A/ MNKBHMRGE L, AEEREZEMARE LT

4. WIESEE: FEAMIGTEARNIREN (4 443 %) , BEEAEK Buildkite CI #86364
2B, TR, XA4sELE NEER.

REEX M



. tests/models/multimodal/generation/test_common.py (&3t ZAESMR; %3 test; £
A test-coverage; &5 VLMTestInfo) : "E—ZF B X4, ¥ Qwen2-VL % EIMIRAE
max_tokens 7 XPU EM 128 WkE 32| 64, 5 CPU workaround X5, #EESIRFICLE
BF16 + ViT FlashAttention BY¥{E 4 BGEES HERREE 18,

KRES: KiRA
RAERED F B

tests/models/multimodal/generation/test_common.py

—ZE XM, ¥ Qwen2-VL ZEDIRE max_tokens £ XPU LM 128 UKEER| 64, 5
CPU workaround 3%, #ESIFIEFE BF16 + ViT FlashAttention BB L BOEE S HEF
£,

# gwen2_vl B VLMTestInfo B2 & (¥iik)
# 2R A HE I EE XL vLLM B9 logprobs ¥, BRI S ESERERM,
# MIERAE VIiT FlashAttention ZEABK B B3 T BIEK(EFE E M.
"gwen2_vl": VLMTestInfo(
models=["Qwen/Qwen2-VL-2B-Instruct"],
test_type=(VLMTestType.IMAGE, VLMTestType. MULTI_IMAGE, VLMTestType.VIDEQO),
# ZEZRET, HF 5 vLLM SEERKAR (4 69 /> token) BETREIHLEK,
# CPU LB ERZ torch 2.13 ERMMIE(EZEHS (W pytorch/pytorch#187735) ;
# XPU £ BF16 + ViT FlashAttention &3ILH F X /EH % 8K,
# Bi® & num_logprobs (10 -> 20) Fi&MMR, i FP32 8 BF16 + Triton
#OTRABETUARAMEIN, HHEMS BF16 + FlashAttention HEHMEX,
# EAE CPU 5 XPU 1B max_tokens M 128 UKE 3| 64,
#ENEXEEELRBAZA, UBREAAGRE L2 EARRNE S,
max_tokens=64
if current_platform.is_cpu() or current_platform.is_xpu()
else 128,
num_logprobs=20 if current_platform.is_cpu() else 10,
auto_cls=AutoModelForImageTextToText,
vlim_output_post_proc=model_utils.gwen2_vlim_to_hf_output,

)
I B AL

% PR SBEA SRR review 1118 claudelbot] E fork 4% B & review 2 (XA K Ri2E
®, £33 jikunshang B3 approve Hfk Cl, (B EHRET 5——3BXF L token A

128 m¥ 3| 64, KR EHMERIE—E/EEE PR body FHLWIE (MR B =R EIKRIE
BalEmIE VIiT FlashAttention 3R{ERAZEME) , BRI L,

- AL EMET &R
R 5 B

« REE: FHARKFE: max_tokens A 128 JRE| 64 &, MR R ELATRTE B AERB logprobs, &
FEERMERBRASL, Rk Qwen2-VL B34 KA HILEYI TR BNRTRAE . FE4FH



ZHENELZYT RINA X, ZEELELZFAHNARNBIBRLEREME, RETEANE
&8 ViT FlashAttention BIEK{ERAE M, MIERLEEMFE4FH . EEM: 3E CPU/XPU F
&1 A 128, ITATEMN. ZEFXBERMR X4, =R AR,

- ¥ FUSEE(XIR XPU CI £# Qwen2-V0L ZESEMRMENR: MRFEAZMERA. B
rerun A ; R EIIEX EDRE, MiZBARAKFI|ERENE ZRE TR, AP, BT
NA%. EMFELEH, X Intel GPU RIRA Cl 43 A Bk,

- RFetric: MIRBERETH , TEFHAQXER , RERBKREE

KRR EE

« PR #53808 [Bugfix][Multimodal] Honor modality-scoped mm_processor_kwargs: [E/&
Qwen2-VL ZESH IFHEATHRGE, BREAE—NRHEF, ERBRT IZED L ESE
RFREATFENRS, TTHAR—ZhEER B XEBX PR,



