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class _KimiK3LowLatencyApply:
"""Mixin: try the precomputed plan, else defer to the base method."""

def __init__(self, plan: dict[int, ResolvedCall]) -> None:
# A AL UngquantizedLinearMethod 894481k, #fk _gemm_impl FEMWIEFARE,
# R IRAARSRERNAR (PR #50572 SIAHEE)
super().__init_ ()
self._plan = plan

def apply(
self,
layer: nn.Module,
x: torch.Tensor,
bias: torch.Tensor | None = None,
) -> torch.Tensor:
# ZRELR GEMM, &I N EER 3| 23 57k
if (
bias is None
and not envs.VLLM_BATCH_INVARIANT
and _runtime_ok(x, layer.weight)

output = _run_plan(self._plan, x, layer.weight)
if output is not None:
return output
return super().apply(layer, x, bias) # type: ignore[misc]

tests/kernels/test_bf16_skinny_gemm.py
BN, K mock, ESIEZEEIRKZ

def test_fallback_preserves_default_method() -> None:
x = torch.randn(2, 4)
weight = torch.randn(3, 4)
# CPU [KETAENZTIARE, BHEEFLEREZ,
# AMEH mock, HRESLEEERPTIE,
method = k3_gemm.KimiK3LowLatencyLinearMethod({}, {})

output = method.apply(SimpleNamespace(weight=weight), x)

# I SARE linear —3K, 4R EIR EA
torch.testing.assert_close(output, torch.nn.functional.linear(x, weight))
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