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vlim-project/vlim
[Bugfix] [MRV2] Release model and KV cache on in-process engine shutdown
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JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/54162
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- EME: ESEFIE: PR BT WMTRSN GC MO EMNRRRIFAESE, HEE GPU Ll
FIEMHIZITERE (BAF KV sever) ., E & k7 WeakKeyDictionary Xt
get_language_model ZHFIEX MM, WU finalizer §35| A1L/E X %ZF wrapper EHE K
RO, 5 #54246 EHREBMMRAES K,

THRES B

PR body #8H, #EEAENZAHERBHIK, “teardown has to actually drop its
references”; AMD CI ¥ tests/v1/e2e/test_hybrid_chunked_prefill.py::test_gwen_mtp_ma
mba_prefix_cache_hit_is_bounded ®#RH ValueError: Memory of devices devices=[0, 1,
2, 3] not free after dur_s=240.29, &% 0 £ 240 ¥AKRE 24.11 GiB B&E X414
bit-identical, HFRT MEUK, FEEMIIFMEREIFFAEE: _language_model_by module
28 3| AF#Afn LLMEngine. finalizer B3 £4K, MMREBEE., XKIk [ssue #42074 FRZE
[ shutdown St)R (offloader Bf5]) , (BERBEXWMNFAEE,

SRR

1. J8F& Holder 1—— language_model by module §881t: %
vlim/model_executor/models/interfaces.py H, §HERFESF
_language_model_by_module M dict[nn.Module, VIimModel]() XA
weakref.WeakKeyDictionary, ZEHFUTNEERE A key. X get_language_model() R [E
BFARESRA value; FRERE key B submodule, torch IR REFARXERK @5 H, Eib
value R&E5E key, FBIE ge.collect() FTIXE ERUKAER,

2. 8P Holder 2——LLMEngine._finalizer §353| Aft: & vlim/v1/engine/lim_engine.py ¥
, weakref.finalize(self, LLMEngine._cleanup_instance_caches, weakref.ref(model)),
F38 _cleanup_instance_caches B9& % Bx A#EUL weakref.ref[nn.Module], %
model_ref() EH| =R E, REZE CPython B finalize @EXFIMEFBIFA args, H
3| finalizer itk ; m finalizer R LLMEngine #EUKE 7 itk , #HEBANER TRBEN
A EAMR, BEEETRATTE,

3. FERA CPU MERBUTIE X : tests/vl/engine/test_lim_engine_finalizer_is_weak.py %
IE weakref.finalize 3&FFA S8 M RIE. FREEEZAERBERH. URBEBRFERNSER
TorchCompileWithNoGuardsWrapper 4T cleanup;



tests/models/test_language_model_cache_is_weak.py BIEEF 2 WeakKeyDictionary.

BHENAITEER, key HEIKESRE BolEk, FEEFRIC pytest.mark.cpu_test,

4. EHEEH: RANIEXEE MRV2 8 per-layer KV sever (free_before_shutdown) ,
R bbbb6c79 HHE GPU LM (sever RFEE| 10.46 GiB, 55| AMEE"E| 2.99 GiB) ¥
HEER, RREEMERETEMBE; FLEFREH main BBRAPE,

R

« vlim/v1/engine/lim_engine.py (#3k 51%4; 25 source; A core-logic; &5
_cleanup_instance_caches, _get_driver_model_for_cleanup) : #ZM&E : ¥ finalizer
MEBIFEEBANFII A, FLEEETERARA R, ERKERS KV 2FHNXE,

« vllm/model_executor/models/interfaces.py (#ik A DO; 3£ 5| source; FH
data-contract; 5 _language_model_by _module) : ¥R
_language_model_by_module M3&35|FH dict 254 WeakKeyDictionary, >E[%S—45TE
MERAH GC R

. tests/v1/engine/test_lim_engine_finalizer_is_weak.py (#&3k 31%MRk; K5 test; LR
test-coverage; &5 _Model, test_finalize_args_are_held_strongly, Owner,
test_cleanup_tolerates_a_dead_model) : F3EMiX BIERIE weakref.finalize BFA S
ERTHR, UREIEZ /AR f g AR R BT N,

- tests/models/test_language_model_cache_is_weak.py (3 ZFMR; K7 test; LR
test-coverage; 5 _LanguageModel, embed_input_ids, _MultiModalModel, init) : #7
N RFIRER A WeakKeyDictionary., ZEHINFETERER . key HEIKETAEREF,

XS _cleanup_instance_caches, test_finalize_args_are_held_strongly,
test_cleanup_tolerates_a_dead_model, test_cleanup_still_walks_a_live_model,
test_cache_is_weak_keyed, test_cached_entry_does_not_pin_the_model,
test_cached_entry_is_dropped_with_its_key

KPR R B
vlim/v1/engine/llm_engine.py

BAMBE : K finalizer NBFFARBK NS A, FLFEFERIERER, ERBERS
KV ZHH K8,

# finalizer SIMt: ZEHBRER (VLLM_ENABLE_V1_MULTIPROCESSING=0) T,
# AR W BHREIA, 1B weakref.finalize €383 F A args, SBREREITIE,
# R A& weakref.ref(model), 1HERAE S| EEFRIB T GC =UK,
model = self._get_driver_model_for_cleanup()
if model is not None:
self._finalizer = weakref.finalize(
self, LLMEngine._cleanup_instance_caches, weakref.ref(model)

)

@staticmethod

def _cleanup_instance_caches(model_ref: "weakref.ref[nn.Module]") -> None:

"I RETE B RIFEA B bytecode hooks, K GPU RE, "



from vlim.compilation.wrapper import TorchCompileWithNoGuardsWrapper

model = model_ref()
if model is None:
# A ERENR, TFAFE; WHREFER wrapper k2 FiK
return
for module in model.modules():
if isinstance(module, TorchCompileWithNoGuardsWrapper):
module.cleanup()

vlim/model_executor/models/interfaces.py

FEREBRE _language_model_by_module ME&S| A dict BXxA WeakKeyDictionary, KA —
SETETMEER B GC 1R,

import weakref

# 2277 SupportsMultiModal.get_language_model By%E %,

# B3B5| A dict A WeakKeyDictionary: key ZETEMER, value &

# language_model FHE3R; FHERRREFAXER, Bt value FE5E key,

# XHEE|E shutdown FAER T LA ge.collect() BEIEEUK,

_language_model_by_module: "weakref.WeakKeyDictionary[nn.Module, VIimModel]" = (
weakref.WeakKeyDictionary()

)

tests/v1/engine/test_lim_engine_finalizer_is_weak.py

FrEM R B ERIE weakref.finalize BFFA S EMEIE, ULHEZENRR AEEA 94T

# IIE weakref.finalize B¥IFA S8, XEAHMKAN 5| FABATR,
def test_finalize_args_are_held_strongly():
class Owner:
pass

owner, model = Owner(), _Model()
weakref.finalize(owner, lambda _m: None, model)
ref = weakref.ref(model)

del model
gc.collect()
assert ref() is not None # finalize B43&5| {31k model #3&

del owner
gc.collect()
assert ref() is None

# EEFEAMEAER B (355 AMESI A A None) o
def test_cleanup_tolerates_a_dead_model():
model = _Model()



ref = weakref.ref(model)
del model

gc.collect()

assert ref() is None

LLMEngine._cleanup_instance_caches(ref)

A
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EEE, MANBEXNERE (#54246 Bk 12.0 GiB 89 KV cache, A PR [EBIEEIK KV 5
8.9 GiB iRE) , H#REK tests/conftest.py E—4&t except Exception: pass, TZEAEFHIM
o VEBLAN—NRRIAF: wrapper #EIRE) hook TREIRS FAERESE, (%A B| 524
. MREERA/REA 9 GiB VRAM,

« rebase 5 EAER (other): /EE MK rebase, njhill RAHES PR,
. BERE MRV2 By per-layer KV sever (design): 7F& sever, {JIRERIMERETEBE
5 #54246 Fxb, EWIA tests/conftest.py BE—&ME 2K,
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1. LLMEngine._cleanup_instance_caches 2R A § 5| A, EFRERIE finalizer % B EAH
=&, bytecode hook SEIE ST ; BEERFTEkEH wrapper FHERMFEE R T
X, hook AEMIIA, ZFRARK.

2. _language_model_by_module M\BBEHFZ LT, KET get_language_model B
ZHEIEX: HZRAFEMEERBEKETIFEAE value (language_model FiE3R) , &%
ZBREKREENMEINIRIFE, TALER,;, ERERBRKRBEGERT key 77, WEE
o

3. RaEI® MRV1 5§ MRV2 H£AEKZ, #HEARIATTREZBHLMOGRNERDFEE;
PR B &IA wrapper #3RME 7 7578 B3R ISIE LRI B SZH, BT B R,

4. MR A CPU BN, GPU EMIEREWIRIIEEE MI355X LAY, 5§ #54246 &
tests/conftest.py BIPRELER LSS HE LS BRSIRER XML
VlIimRunner.__exit__ By, - 2. HBRERN (
VLLM_ENABLE_V1_MULTIPROCESSING=0) FHF ¥ engine.shutdown() et EIER
R GPU 7, 85 AMD CI WRHFREXRK; BEHEE (40 Qwen3.5 MTP B&43) &
MRV1/MRV2 THER AR BRI, TReRE02 / HER5ZE. ARMMELT
B5 #54246 thiR&IFINF, #% tests/conftest.py HPE; #AEDREZHFIEXNEWL
AR get_language_model IZ A / REBEMARBED W, - NFEIric: &
NI EXHBRATE SR A GRARIBEXEN , 5 #54246 B conftest.py HE , X
CPU #NE =



KERBKL

« PR #54246 [Bugfix][MRV2] Release layer-bound KV cache memory in shutdown(): & X
BEATE: M per-layer KV sever; 54 PR R RlBERRFAE, BHK
tests/conftest.py B—4&, TR EHINF,

« PR #41594 [MRV2] Port MRV1 KV sever into free_before_shutdown (closed): #%3% 7] &
SRIZIR; H review &0, AN PR BHERAWN S —F (BEMRERETE) .

« PR #42074 [Bugfix] Reset offloader singleton in shutdown() to prevent GPU memory
leak: XEk Issue/PR: [EIEERRIFHEEFIHKH shutdown MR, EREEAR PR FH
NFRE,



