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PHATHRE

« —A3E: HERET Hy4-preview 770B MoE A&7 % #F

 BESME: BEERIE, EAREIUANRITREK: 1) flashmla_sparse.py 3837 b4 sink
FIFEHAE get_name() RF, #R KV cache dtype ITHER; 2)
compute_skip_topk_layers Xt full/shared &5 REMNREBHES; 3) _ihc_supported
EBARARE R, BHRBIREER; 4) MTP E(LBETHESE T, RRNIE
is_deepseek_mla B & BEFEAHT MLA A ZENFREREIN,

THRES B

PR body EA#AFE H Hy4-preview ZAEF Hunyuan B9 —RIFIR MoE & : 770B B3k,
token ¥UE 49B. 78 EFEERELK FFN. HR 77 B&HA 256 BALHE (top-8) 1 #
ZEZR, HWRE MTP BER TiRNAERLE, 22 EZ DeepSeek 5 GIM B %, XA Gated
DeepSeek #FiiEE A0 IndexCache BERIIEA. HC REREY KEEERR. vLLM
FTERENERTI, SFTRAERNE. BITSEE S LA EIARE OpenAl #EDE/TZ
A,

SRR

1. AR EIK: F3 viim/models/hy_v4/nvidia/ 8, AHBA model.py H 8 HYV4Model 5
HYV4DecoderLayer, 33X normalize_hyv4 _config ¥ Hy B config B )I—1LA
VLLM #X MoE/MLA SZIFTH#AE 854, 5B SupportsPP. SupportsLoRA &0,

2. #E MLA X & A attention.py 23 HYV4AMLAAttention, T MLAAttention ¥ &, 3l
A compute_skip_topk_layers 5 is_skip_topk_indexer_weight, %¥2 IndexCache &
full/shared R3| L EHREBFZHE; flashmla_sparse.py FE4 FlashMLASparseImpl
, #MEE A FLASHMLA_SPARSE JEimERk B per-head learnable sink #fE, #Z|ERE
AR get_name() (FLASHMLA_SPARSE) , #HIXE KV cache dtype MSEMAT Ao

3. iHC 7R Z®3E 5 MoE: hc.py 523, HYV4HCPrelLayer. HYV4HCPostLayer.
HYV4HCHeadLayer; moe.py X HYV4FeedForward 5 HYV4MoEFused, £
fused_moe By expert Z3KBRETHLE,

4. MTP ZHUARRL . mtp.py 2B HYV4SharedHead WAR —AEMARE BT helper (
_get_spec_layer_idx_from_weight_name. _should_skip_missing_mtp_scale_param.
_resolve_fused_expert_param. _prepare_mtp_fp&_expert_scale.
_create_mtp_quant_config. _remap_mtp_quant_exclusions) , &[4 FPS8



blockwise 128x128 5§ MXFP8 B scale Z%hn#k,

5. HPC w#Et&: model_executor/layers/npc/hpc_ihc.py #3g
HpcIHCPre/HpcIHCPost/HpcIHCHead, 3B eager 4289 20/5/15 >R kernel launch JEAX
B M, _ihc_supported £F | RIEZTE. hpe B, HEAEEH (sm100/sm103) .

(hc_mult==4. hidden_size 4096/6144) 5 VLLM_BATCH_INVARIANT 43,

6. FRNT 5 EMECE: viim/tool_parsers/hy_v4 tool_parser.py (1166 4T) .
vllm/reasoning/hy_v4 reasoning_parser.py (324 4T) . structural_tag_registry.py ¥t
hy v4 48 : Rust fll rust/src/parser/src/tool/ny.rs B hy v3.rs Es, FHE
unified/hy/hy_v4.rs, 1&#E review BN, is_deepseek_mla() AL HE BT hy_v4, Hafk
1B model_config 8§ DCP. PCP. disagg connectors 5§ nvfp4-KV-MLA guard B2&
3| use_mla=True,

7. MG XA RN, JEMR. REMBRERFZEONREZ FrE =k EH, € PR Rk
25 SRR BENIRE R, KEIZ % Buildkite CI B3F; commit i % E7R ROCm kK.
MTP REH K., HLRIFRGERBEILFHEMSE,

R

« vlim/models/hy_v4/nvidia/model.py (#3k & E; 5| source; FEHE core-logic; F&
_normalize_hyv4_config, HYV4DecoderlLayer, HYV4Model, embed_input_ids) :
Hy4-preview EF#EE A A, £ X HYV4Model. HYV4DecoderLayer 5EEVI—1k, HFE
EREA. HC § MoE, EAIMFIGHER AR P,

« vlim/models/hy_v4/nvidia/attention.py (B3R JF&EA; £ source; FER core-logic; F&F
= compute_skip_topk_layers, is_skip_topk_indexer_weight, HYV4MLAAttention,
prepare_inputs) : Gated DSA H#FVER S IndexCache s : HYVAMLAAttention,
top-k BkiX Ei+E. FP8 indexer cache,

« vllm/models/hy_v4/nvidia/mtp.py (#3& MTP 3k; 35 source; E# data-contract; F
5 _get_spec_layer_idx_from_weight_name, _should_skip_missing_mtp_scale_param,
_resolve_fused_expert_param, _prepare_mtp_fp8_expert_scale) : MTP ZHUARL L5
FP8/MXFP8 EMREBRS, &ZMNEH helper, EIRNUARRD IER M K H,

« vlim/models/hy_v4/nvidia/flashmla_sparse.py (1R #Ei/E3m; 5| source; R
core-logic; 5 HYV4FlashMLASparselmpl, _validate_sinks, _sinks_for_query,
_fp8_flash_mla_kernel) : A FLASHMLA_SPARSE Einth E Hy4 B9 per-head learnable
sink &8, BRIBRNREWHIRER

« vlim/model_executor/layers/npc/hpc_ihc.py (3R & RNAZ; 5] source; £H
core-logic; &5 _ihc_supported, HpcIHCPre, HpcIHCPost, HpcIHCHead) : B Ni%Ek
& iHC 24 eager 128y 20/5/15 )R kernel launch, [#XZiET &, EMEERFZNAE,

« vlim/tool_parsers/hy_v4_tool_parser.py (#3k TEAEHT; 27 source; KR!
dependency-wiring; 5 detect_token_suffix, _normalize_type, _get arg_schema,
ToolSchema) : #3¥¢ 1166 17 Hy V4 TRHIARAMITE, XIF schema BERERAN TR
R, ZRTREARATENAL,

» rust/src/parser/src/tool/hy.rs (3 #EHTEE; KA source; A rename-or-move; 5
HyInput, HyMode, HyEvent) : A hy v3.rs E4& A hy.rs, ¥ V3 @ EMmEN
HyInput/HyMode H# 3% V4, & Rust BISRARMNT SR IEM X5,



« vlim/tool_parsers/structural_tag_registry.py ({3 SEMr%; 5| source; %A
core-logic; % register_vllm_structural_tag, _hy v4 argument_keys,
get_hy_v4_structural_tag, arg_pair) : ¥t hy_v4 EMAOARES SERBEAN, FH 038
tool_choice=auto BtBkiI AT HIZ 45,

XPEFFE: HYV4Model, HYV4MLAAttention, compute_skip_topk_layers,
HYV4FlashMLASparselmpl, HYV4MoEFused, HYV4HCPrelLayer, HYV4SharedHead,
_get_spec_layer_idx_from_weight_name, HYV4ReasoningExtractor, detect_token_suffix,
_ihc_supported

KR Fr B]

vliim/models/hy_v4/nvidia/attention.py

Gated DSA #%EIEE NS IndexCache #&: HYV4AMLAAttention, top-k Bkt ZitE. FP8
indexer cache,

# SPDX-License-Identifier: Apache-2.0

# SPDX-FileCopyrightText: Copyright contributors to the vLLM project
#HY V4 8§ MLA ZEAESWN®BERIIE (NVIDIA) .

# K31 84 full 5 shared B#M: shared ERZEHECHRSIE,

# HEERRFE—A full B8 top-k &8, EHE checkpoint

# RE|BREXMBT, compute_skip_topk_layers i E HXEE,

def compute_skip_topk_layers(config: PretrainedConfig) -> set[int]:
# %A index_topk EEEMEBEARNEE sparse, HEREZE
if not hasattr(config, 'index_topk'):
return set()

num_hidden_layers = config.num_hidden_layers
indexer_types = getattr(config, 'indexer_types', None)
if indexer_types is not None:
# ZREXNF AN, REES—IRMA full / shared
if len(indexer_types) != num_hidden_layers:
raise ValueError(
'indexer_types A MAEERME—N:
f'#AZ8 {nhum_hidden_layers} 3, 5ZFr {len(indexer_types)} 3, ')
invalid_types = sorted(set(indexer_types) - {'full', 'shared'})
if invalid_types:
raise ValueError(
flindexer_types {X % #f full 5 shared, 83| {invalid_types}. ')
return {
idx for idx, t in enumerate(indexer_types) if t == 'shared'

#RBEEXNFEAR, # index_topk_freq / pattern S
freq = getattr(config, 'index_topk_freq', 1)
if not isinstance(freq, int) or freq <= 0:
raise ValueError(f'index_topk_freq @5 IEE %k, 83| {freq!r}, ')



pattern = getattr(config, 'index_topk_pattern', None)
offset = getattr(config, 'index_skip_topk_offset', 2)
skip_layers: set[int] = set()
for layer_idx in range(num_hidden_layers):
if pattern is None:
# IR REA full BS, EREHZFHIAH top-k Kil
if max(layer_idx - offset + 1, 0) % freq != 0:
skip_layers.add(layer_idx)
elif 0 <= layer_idx < len(pattern) and pattern[layer_idx] == 'S":
# Z3\ pattern FFRICA S HWEBKE BRI | BME
skip_layers.add(layer_idx)
return skip_layers

vliim/models/hy_v4/nvidia/flashmla_sparse.py

A FLASHMLA_SPARSE 34k b Hy4 B9 per-head learnable sink #EfE, B I E N RER
BRER

# HYV4FlashMLASparselmpl B9#Z R0 BIEFRGEELTE Y attention sink,
# FlashMLA RIS sink 38t softmax 28, FTUUIRE KR AR,

class HYV4FlashMLASparselmpl(FlashMLASparselmpl):
def __init_ (self, num_heads, head_size, scale, num_kv_heads,
alibi_slopes, sliding_window, kv_cache_dtype,
logits_soft_cap, attn_type, kv_sharing_target_layer_name,
topk_indices_buffer=None, indexer=None, **mla_args):
# SparseMLACommonImpl REZERAKXBFESI, FIAEERE
# &2 mla_args Z HI4E sink 3#H K
sinks = mla_args.pop('sinks', None)
super().__init_ (
num_heads, head_size, scale, num_kv_heads, alibi_slopes,
sliding_window, kv_cache_dtype, logits_soft_cap, attn_type,
kv_sharing_target_layer_name,
topk_indices_buffer=topk_indices_buffer,
indexer=indexer, **mla_args)
self._validate_sinks(sinks, num_heads)
self.sinks = sinks

@staticmethod
def _validate_sinks(sinks, num_heads):
# None RRiZBRA sink, BEFERIT
if sinks is None:
return
# AZEX float32 BFIRA (num_heads,), & N4 HBAFRIREE
if sinks.dtype != torch.float32:
raise ValueError(
'"HYV4 FlashMLA sparse attention sinks must have dtype '
'torch.float32, but got %s.' % sinks.dtype)
if sinks.ndim != 1 or sinks.shape[0] != num_heads:
raise ValueError(



'"HYV4 FlashMLA sparse attention sinks must have shape '
"(%d,), but got %s." % (num_heads, tuple(sinks.shape)))

vliim/model_executor/layers/hpc/hpc_ihc.py

BRZEE IHC B eager B4289 20/5/15 )R kernel launch, [13X3ZE ™%, EMEEKRRZ
B <8,

# SPDX-License-Identifier: Apache-2.0

# SPDX-FileCopyrightText: Copyright contributors to the vLLM project
# HPC & iHC (independent Hyper-Connections) W4%, BT HY V4,
# BB eager B42H pre / post / head 89 20 / 5/ 15 & kernel launch
# ZEER 1R FEREHRESFRARRABH, TNEER eager,

import torch

from vilm import envs

from vlim.logger import init_logger

from vlim.model_executor.layers.hpc.hpc_module import HpcModule
from vlim.utils.hpc import has_hpc

logger = init_logger(__name_)

# AR RS ERREAIML, HtERASE), EiX B B EMI1E
#, BRIKBAZATRERBRE,

_SUPPORTED_HIDDEN_SIZES = frozenset({4096, 6144})
_SUPPORTED_HC MULTS = frozenset({4})
_SUPPORTED_CAPABILITIES = frozenset({100, 103})

def _ihc_supported(hc_mult: int, hidden_size: int) -> bool:
#1) @FF%: XKRE VLLM_ENABLE_HPC_OPS BE#:% [
if not envs.VLLM_ENABLE_HPC_OPS:
return False

#2) hpc & (.so) RZERAHEAMEE, AR
if not has_hpc():
logger.warning_once(
'"HPC iHC disabled: hpc package is not installed."')
return False

from vlim.platforms import current_platform

# 3) IXX#F CUDA, BIHHAEHSHZ sm100 / sm103

if not current_platform.is_cudal():
logger.warning_once('HPC iHC disabled: only CUDA is supported.')
return False

capability = current_platform.get_device_capability()

if capability is None or capability.to_int() not in _SUPPORTED_CAPABILITIES:
logger.warning_once(



'"HPC iHC disabled: compute capability %s not in %s.",
capability, _SUPPORTED_CAPABILITIES)
return False

# 4) FRAR: he_mult 28R 4, hidden_size 2018 4096 =K 6144
if hc_mult not in _SUPPORTED_HC_MULTS:
logger.warning_once(
'"HPC iHC disabled: hc_mult=%d not in %s.',
hc_mult, _SUPPORTED_HC_MULTS)
return False
if hidden_size not in _SUPPORTED_HIDDEN_SIZES:
logger.warning_once(
'"HPC iHC disabled: hidden_size=%d not in %s.",
hidden_size, _SUPPORTED_HIDDEN_SIZES)
return False

# 5) VLLM_BATCH_INVARIANT R X% torch #aE ML, HPC kernel ;L4
#ORFAR, BRI
if envs.VLLM_BATCH_INVARIANT:
logger.warning_once(
'"HPC iHC disabled: VLLM_BATCH_INVARIANT set.')
return False

logger.info_once('‘HPC iHC enabled.")
return True

PR AL

ME—SC R review LR B oops-oom BIIRIA]: is_deepseek_mla() BZ#E (
vlim/transformers_utils/model_arch_config_convertor.py:314) £t hy _v4, M
Hy4-preview B config & use_mla: true + kv_lora_rank: 512, 5B%|H 8 deepseek_v32
/ glm_moe_dsa ¥, ZFEM, DCP. PCP. disagg connectors 5 nvfp4-KV-MLA guard
£4%B model_config IR SE B use_mla=False; EHEIEE HYV4MLAAttention B3 E
head_size=576 MAZ ", ZBE G L3RR b22b0ea4sd (is_deepseek_mla add hy_v4)
PR, AEREEMNTF. HRTLEERE mergify WRIBTE LR /ci run il &,

« is_deepseek_mla B4 B8/ hy v4 (correctness): PR G432 b22b0eas4 (
is_deepseek_mla add hy v4) BEEBEZETAE hy v4, RIBEE,

R 5 B

o QS
1. MTP REMETE Z: mtp.py FE/ helper $X FP8/MXFPS8 scale S5 asE (Bkt
Bk scale. EBRET quant exclusion. fE#HT fused expert %) , RESFHRAH
checkpoint ZF T RES B E K IKKEERE S,
2. HPC B42ZR: hpc_ihc.py (X% sm100/sm103. hc_mult==4. hidden_size
4096/6144, BARE VLLM_ENABLE_HPC_OPS=1 5 hpc .so; AR EREER



eager, EEBRERAZSREBEZRETATREEEMNESR,

3. BEALHEEIRIR: is_deepseek_mla REEDEM hy v4, SBMaFFA LI
model_config.use_mla QM REFEEEREZ, BRRADMBE, EBHRAFEAEANR
BB A B 2R,

4. Rust fRATSRE % : hy v3.rs XA hy.rs #3#% Hylnput/HyMode, % % EBEA Hy V3
FENTAT A, EIMAKEEBE BEA T RRA,

5. MREZ: PR #ikd Test Plan 5 Test Result A%, 3REB3R#MEE (FP8 + MTP +
FLASHMLA_SPARSE) &% CI I0if, RAMEINEAENRE, - ®#wm: RFAM:
Frag el A vLLM £ RS 770B & MoE =&, Z#F FP8 X&E. MTP #ZAAERS, T
BiBA (hy_v4 parser) 5 reasoning_effort #=4l|; ILEH4LS5F X%
tensor-parallel-size 8. FLASHMLA_SPARSE i85 VLLM_ENABLE_HPC_OPS fi%
TE, AGM: F3E HPC MENZBESHER MLA sink #L%|, FlashMLA #RBREE A
JEImE T S AR AR, HIRAMI: hy_v4 AEXAENTER. REREMEKR (+6260 17) ,
JEE B S RAEMRAAEAT, - NEtrD: FERASERER , MTP REBRETE 3+ ,
HPC B&42{X sm100/103, BLE A& £ B 3UR , WmERAIRLERER K

KERBKL

+ PR #54295 [Perf] [MLA Sparse] Pin req_id_per_token before non_blocking H2D on
XPU and ROCm: EJB MLA HFUER AEEIR, Hyd KREWRK FLASHMLA_SPARSE JE3#,
P& e e IR AR LR HRIR#H T,

« PR #54277 [Attention] [DCP] Enable FlashInfer MLA for DSpark drafting: [EJ& MLA
BATHE R RNAESL, Hyd B9 MTP 5FER MLA 51Z PR #E MLA EiRERIRHE,

+ PR #48584 [Rust Frontend] Add support for truncate_prompt_tokens and
truncation_side: 8 rust/src/parser RISRARNTER)ES, AN PR & hy_v3.rs EHRE AN
hy.rs #¥ & V4 R, 5 Rust SXAARATRE A BUIFEE BAE X,

« PR #54239 [Model] Support speculative decoding method for PLaMo3: EA#FERIEE XN
JRAE MTP AR, "IXFLEARRER A MTP S5 A NG E0BRET,



