PR #54048 ZEIRLE

vlim-project/vlim

[Bugfix] [MoE] Enable cuBLAS out_dtype router GEMM on all CUDA archs (fixes
family-120/GB10)

&FFEtE]: 2026-08-30 10:18

JRSCEEHE: http://prhub.com.cn/viim-project/vlim/pull/54048
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. —A]iE: #EFE cuBLAS router GEMM |1, &5 GB10 RILEZ

« EDME: EEEIR, KEIRA 21 17, EERT —PNEZNLEZITHI): ZEMETRAZ
B IERN BB M T XA BAMERRR L, #EINKE _router_gemm_cublas_capable
B TR, UK review PERZIIEKE. bias X3FEfE. MR TR ITEITE;
= B2 X ER3# addmm-bias 89 follow-up # 43% tier #A—" K F 618178 89 £ TR

TN EES BAL

X B% Issue #49921 #8d: £ GB10 (sm_121) L, DeepSeek-V4-Flash 8 router (iR
4096 -> 256, fp32 RRE) HENEH tier 2 I——cuteDSL FE bf16 F)RE. DSV3 5
FP32 GEMV By shape REXIFF| k. BF16x3 # is_device_capability_family(100) #1%,
53 43 N MoE B2 BRI ALE fp32 F.linear, PR body #t—353LBA: cuBLAS m& R
RE torch.mm B out_dtype epilogue, A3 &% NVVM/CuteDSL RESAERR. TR,
5L ARZLEER allow_specialized_router_gemm #EMZE; 'Family-120 gets none of
the specialized SM100 kernels ... but it was also losing the cuBLAS tier it can run', It
SN viim/utils/deep_gemm.py B8 family-120 ¥4 Blackwell, A3 EXE family-120 %
Blackwell B9¥|E A& A — Ko

LI AE

1. 14248 (Gatelinear.init) : #3¥ self._router_gemm_cublas_capable =
(current_platform.is_cuda() or current_platform.is_rocm()) and
self._router_gemm_no_bias, IBXEREH + T bias M allow_specialized_router_gemm

(Hopper + family-100 £ AN#ZI M) XL H3K; allow_cublas_router_gemm MAER
KEIZ capable Fr& + weight.dtype == bfloat16 + out_dtype == float32 =N&tkE, 5
T RANZTRE TR,

2. set_out_dtype R Uksk: RIBIEA  init_ 5 set out dtype MARNEXES
“allow_specialized_router_gemm 2 ROCm no-bias 8 ¥|lr, Bkahamkt%—E A
_router_gemm_cublas_capable, JERIITZEZEMZNFE—XZE out_dtype ZRFZE (KH
expert MU ARN) AR THRIFRRHA T —KOXE,

3. MIESEEDES: #2247 scoped B family-120 BUIRFIEXEF12; gau-nernst £ Modal L#
A sm80/86/89 EI#EX#F out_dtype=fp32 &, %A is_cuda(); AFREESAMRAK



monkeypatch 7=, &A% EN is_cuda() or is_rocm() (ROCm A XITAHERERELE—EK)

4. MIRELEMERE: BI5 tests/kernels/test_gate_linear_rocm_dispatch.py E4& A
test_gate_linear_dispatch.py 34 % family-120 BHI, reviewer AR IZM 38 3T
monkeypatch F&IBEN T B EIHFE RS B, TEARKRESIONIRKE), commit Uk
SR AAXRAL XX, rebase & Cl &%,

REEF:

« vllm/model_executor/layers/fused_moe/router/gate_linear.py (#i& B 11#; 5|
source; EA core-logic; 5 Gatelinear.init, GatelLinear.set_out_dtype,
_router_gemm_cublas_capable) : MoE router GEMM tier #%E3FHZOX 4, A PR ¥
cUBLAS Ei& 412 (torch.mm out_dtype epilogue) A allow_specialized_router_gemm

(Hopper + SM100) 12 H#E#8, #® router_gemm _cublas_capable & _init 5
set_out_dtype FiZbE—E FH, £ family-120 / Ampere £FiA CUDA ZE+9#R8E 2 A
bf16 x bf16 -> fp32 Eh& GEMM,

X5 Gatelinear.init, Gatelinear.set_out_dtype

KBRAL B EX
viim/model_executor/layers/fused_moe/router/gate_linear.py

MoE router GEMM tier & EAZ O, AN PR ¥ cuBLAS Ri& B2 (torch.mm
out_dtype epilogue) M allow_specialized_router_gemm (Hopper + SM100) [ ]2 $ A28,
¥1¥¢ router_gemm_cublas_capable ##E __init_ 5 set out_dtype At %—E A, &
family-120 / Ampere % Fif CUDA ZEtaERaE/a A bf16 x bf16 -> fp32 Fh& GEMM,

# vlim/model_executor/layers/fused_moe/router/gate_linear.py
# (PR #54048 A EMNIIEELE, T Gatelinear.__init__ 5 set_out_dtype)

# Fused bf16 x bf16 -> fp32 GEMM RH AT, torch.mm By out_dtype epilogue
# 18 fp32 HHAT B GEMM K&, E# grouped_topk Z ATEIMIL bf16 -> fp32
# copy kernel, X241 cuBLAS (CUDA) / hipBLASLt (ROCm) 4 epilogue,
# AEE NVWM/CuteDSL REDSAE K, HEIfET CUDA-alike & &ERE A
# (% bias, EA torch.mm X&ZH bias M) .
#53%: LR kernel 12 (Hopper + family-100) £HE& family-120
# Blackwell (GB10 / DGX Spark) , 1B tier RABEY. &I #49921,
self._router_gemm_no_bias = not bias
self._router_gemm_cublas_capable = (
current_platform.is_cuda() or current_platform.is_rocm()
) and self._router_gemm_no_bias
self.allow_cublas_router_gemm = (
self._router_gemm_cublas_capable
and self.weight.dtype == torch.bfloat16
and self.out_dtype == torch.float32

)

# set_out_dtype(): out_dtype FTREXNIE A None, TBEE expert EILA RN



HHEZEARE, XEEMR router_gemm_cublas_capable, #%5  init__
# PAIETREB —IXEAR PR AR LIRSS
if (

not self.allow_cublas_router_gemm

and self._router_gemm_cublas_capable

and out_dtype == torch.float32

self.allow_cublas_router_gemm = self.weight.dtype == torch.bfloat16
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1. MEKEE: gau-nernst #H cuBLAS out_dtype epilogue £ Ampere 415 = A,
FHFE Modal ESZMFEIA 'T can confirm sm80, sm86, sm89 supports out_dtype=fp32
too'; hclsys ZABRE family-120 IR mmE, BiFEEZITE,

2. bias X¥F#E: gau-nernst 38H torch.addmm() =T E B X bias, hclsys RESREFA

R Rf& no-bias B&12. addmm-bias B1E follow-up, BRI KKFHHE,

3. is_cuda_alike 5MRAMEEEME: L H is_cuda_alike() 32 cuda/rocm £%, BEEAMIRE
monkeypatch A RXT)5E £1%1838, gau-nernst EE 'Using monkeypatch for this kind
of thing is so brittle', &% BE is_cuda() or is_rocm() UERIA MRS,

4. MARP&HEAEIR: gau-nernst IAAY B dispatch MRFRBE——"it's quite
self-explanatory in the gate_linear.py file', 1E&RBAMI%L,

« cCUBLAS tier 1255 3EE (design): 1M family-120 &5 is_cuda(), LR FEEM
& monkeypatch % & A is_cuda() or is_rocm(),

. torch.addmm % #F bias BYE 2 (design): 5 RFE, & PR {XB% no-bias K1z,

« is_cuda_alike SMRMEFIME (testing): BKE is_cuda() or is_rocm() UERIMAMRIXE],
TARE,

MR R R TR (testing): MR AR, commit RERE gate_linear.py J&
EE,
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1. NEAYmEEHLAEEH: RASARETEESI CUDA £4 (& Ampere. Ada Fit
uﬂﬁ%}é’( allow_specialized_router_gemm HEFREYZEHY) |, XEZEMEIRMN D HF bf16
-> fp32 cast’ ¥ 3| “Bh& out_dtype epilogue”s gau-nernst RIIET sm80/86/89 By
dtype X#F, JZAI|50AEE RN,

2. TMREE: &N commit NEEMMIRAMH, router GEMM tier #3%3% 5 5T 2K R
Cl WFaRNEB £, ZARKIAE set_out_dtype HF&1FiE, S BRI S,

3. BERMFITAZE: bf16 EANRIEKERME router logits FFERS, THEKRE top-k
TRAEFHMPMERER —XEBMBEE B, EHWBRTHHATANERTZE, KEE
ApEERREER,

4. ROCm BZARE: J&R ROCm no-bias 4 X ARMERK, EMEEXEM, NFEMK, - FH

. XA GB10 / DGX Spark £ DeepSeek-V4-Flash % MoE & # router GEMM



REWEEIETH bf16 -> fp32 copy kernel, logits ¥EEA BE E—K kernel B35

;. FiH CUDA Z=MH bf16 ARE router hi—% 3%, XA %: MoE router BI[AEERH

tier IR REWIEE, “THARKK 5 BA cuBLAS R T MILERE, BELEFEE

¥ (%o family-120 ZEEIEE K Blackwell) RBEREHEI, WHEF: TERT —XIE

RS, BAAFIIREHN, BEDMNREERAZER, - RRERD: TRKEEESI
CUDA 225 , TEEMNREZE , router logits HEBIZITHETE

KRR EE

« PR #54040 [Kernel] Retire the DSv3 router GEMM CUDA kernel : [&—>X#
gate_linear.py B MoE router tier J&3#t: R4& DSV3 £H GEMM kernel #1E
gate_linear.py ¥R NS X, 54 PR B tier [124E#8E B MoE router RAZBRIZHHE
SLUREK

« PR #53574 [Bugfix][SM120] DSv4: pass contiguous C128A decode topk indices on
SM120: [FF SM120 / GB10 L DeepSeek-V4 RFIEE LK, A PR MBRNEZR—BEHL
router GEMM # tier &R |a]R1,



