PR #54042 REIRLE

vlim-project/vlim
[Bugfix] [CPU] Fix several bugs
&3FrtlE]: 2026-08-31 15:33

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/54042

PHATHRE
- —4)iE: CPU E#% bug 88: MoE 3 H. /N GEMM, SWA RA/N
« EME: BXHFIR. BR PR IEAFFLE, ERFESZXESFEINBEEN: —=
[int32 BT + size_t TEY Bl FRHOELXKNEIRERE, —2 C++ HEF [RE
Tensor — WMAE out] HIRATETWFIREANGFEIEFSE, =& Tbuilder Z—it&EHT
ISA BB BR SRR E] N—KMi&it,. NEEFE weight_packed_linear
ABI T B 5 register_fake #F, JE4E A CPU torch.compile BIEZ4MNE meta 2,

THRES B

PR body 5| @ANBAFR BAR: 1&E CPU fused MoE buffer size % . &% Qwen3.6 router
logits GEMM [a]@, &8 48 SWA R H block_size B, IPHIETHE, H P E ENR
RAERRK c27e8c2 A FMIIAR: fused_moe_impl B scratch buffer RitE 22 E H
int32_t, M Qwen3-235B-A22B % TP4. max_num_batched_tokens=16384 B8 NEH X
FRHEX 2/31; BESMAREERSY RBE size_t &4 2764, §EK aligned_alloc &K,
GEMM R NJRET/MRE (MoE router %) E128) packed weight TT8ER float32, B4k
FBEE C++ LIMRAL—EK,

SCEL AR
F—%: C++ AZE — & fused MoE scratch buffer &t

csrc/cpu/cpu_fused_moe.cpp B9 fused_moe_impl ¥, FIEEHBR K/NERIEE (
common_buffer_offset. w13_gemm_output_buffer_size. w2_gemm_output_buffer_size.
buffer_size &) M int32_t KA intb4_t, FEAER static_cast #FH. FRIBEBXFE, 1X
BRAR P E LR FRRTERE, BRK batch TFF T INT32_ MAX E&EMTAAE. BEFST
B 2764 FH1EY ScratchPadManager::realloc(size_t) ffit% aligned_alloc %MK,

F=¥: C++ GEMM BAFEE —— weight_packed_linear B4 Boia

csrc/cpu/sgl-kernels/gemm.cpp ¥ weight_packed_linear M [3R[E Tensor]l XA [void +
WM EC out 5% , H TORCH_CHECK(is_vnni) @& EMITRARERZR, FBERNILAA
convert_weight_packed, csrc/cpu/torch_bindings.cpp R ## TORCH_LIBRARY
schema A (out, mat1, mat2, bias, is_vnni) -> (), RHE: REZILREEE 2D A LRE 2D
Wy, BASRITEEZESRAAFRITAE; IRAEITEIRITLEREE| Python B, HZIFHEER
RS 4 mA.



% =7 Python %5 GEMM 4IkEE

vlim/_custom_ops.py #R5 |IBE L 4 EM register_fake("_C::weight_packed_linear"), i
weight_packed_linear_cpu(x, packed_weight, n, bias): RERAHE output. EBEHANJE A
REZ op, MARFIRMMEEED, viim/model_executor/layers/utils.py By
dispatch_cpu_unquantized_gemm /[N GEMM 4% 28 A [4& convert_weight_packed 4T &.
3T layer.bias BH#E float32. H'BIHEIX ops.weight_packed_linear_cpul , &£ Qwen3.6
router logits GEMM B9 k&2,

#Fra%: CPU EE NG — block_size 5§ ISA 153&

vlim/v1/attention/backends/cpu_attn.py = BEEH{EEK :

get_supported_kernel_block_sizes A MultipleOf(16) 254 MultipleOf(32), X7 SGL CPU
NAZB B FER; CPUAttentionMetadataBuilder. _init__ ¥ self.block_size \& &
vlim_config.cache_config.block_size BX A kv_cache_spec.block_size, 158 41 SWA #&RF
BAANBARIMRIE LI ; HE  set isa_to_layers £ metadata HEME S —IE [SA EEE
layer, CPUAttentionBackendImpl. _init_ #ETF get_current_vlim_config() 89 ISA T+&E#
MR, forward & do_kv_cache_update 2K layer.isa, JEMREEBITHE ISA W FFA—
Ko

BHY: FEERSGMAEE

vlim/model_executor/layers/mamba/gdn/qwen_gdn_linear_attn.py 7 CPU F&iZRREFH
ik CPU W#Z B &E; gdn_decode_kernel == "cuda" 3&€40 current_platform.is_cuda_alike()
T, CPU LE#EEX "CPU", BRiRM AL CUDA £RBHKZE, vlim/triton_utils/importing.py
& Triton CPU backend #&ERAIZIVERIENRILZ AT, FH44 CPU driver #MA active_drivers
, 1l T0 ANERRIEED] RIREFEK Triton R, MIRM: tests/conftest.py F3g
_default_block_size (CPU=128. XPU=64. HAth =16) ; KV connector B TR
block_size M 16 B&x R 32; tests/v1/attention/test_group_head_counts.py /NSEEIER,

R

« vlim/_custom_ops.py (#£3k BEXEF; 33| source; EH core-logic; &5
weight_packed_linear_cpu, weight_packed_linear_fake) : #r3g
weight_packed_linear_cpu 83 &%k, ¥ C++ 35 weight_packed_linear 89 [T ECH H |
RAHEANERA A TER Python 0, RRBRAELEH EZLB register_fake 523,

« vlim/v1/attention/backends/cpu_attn.py (1R STE A E3H; £ B source; EH
core-logic; 5 _set_isa_to_layers, CPUAttentionMetadataBuilder,
CPUAttentionBackendImpl, get_supported_kernel _block_sizes) : &£ 45 SWA f&E&
block_size &8, ¥ block_size KJRMEE cache_config XA kv_cache_spec, 3F
WIHILEY  set isa_to_layers ¥ ISA —ERHETEHAE,

« csrc/cpu/cpu_fused_moe.cpp (3R MoE W#%; 285 source; ER core-logic; &
fused_moe_impl) : &£ fused MoE scratch buffer R¥ITEE int32_t T 3K
aligned_alloc BRI G RE, ZAKR PR &™EM bug B &,

« vllm/model_executor/layers/mamba/gdn/qwen_gdn_linear_attn.py (%3 GDN & E ;
25| source; FEA data-contract; &5 _log_gdn_backend_decision) : CPU F&



GDN BAZRHNAZAEREE HEER, #B% CPU Ligf& flashinfer/CuteDSL 8 % B 8/~
ArEHE,

« vlim/triton_utils/importing.py (#3k Triton &\ ; 25| source; EH core-logic; &5
HAS_TRITON) : i% Triton FAMRENNF, CPU-only &% CPU driver #97EEKIX
&, MRS EEHER Triton WIREA,

« vllm/model_executor/layers/utils.py (#k GEMM 4Jk; £ source; ER
data-contract; &% dispatch_cpu_unquantized_gemm) : &£/ GEMM BZTF
weight_packed_linear AR RY (ITE + MoEiEE) , FaibiEik bias A float32
, HEXNN Qwen3.6 router GEMM |8,

. csrc/cpu/sgl-kernels/gemm.cpp (3R GEMM WAZ; 23| source; R core-logic; &
& weight_packed_linear) : weight_packed_linear M3R[E Tensor XA E AFI4BEC out,
BAGFERAZIFERNFEERY, & GEMM ZAEMHRAZME M,

« csrc/cpu/torch_bindings.cpp (183k E-F48%F ; K7 source; EA core-logic; 5
weight_packed_linear) : [E# B # weight_packed_linear 8§ TORCH_LIBRARY % &
schema, LEL C++ #EL, RIEEFIEM—IK.

- tests/conftest.py (&R MIALE; K5 test; XA test-coverage; 5
_default_block_size) : #&F & £ F1LBRIA block_size, CPU L{#EH 128 LUK R SGL R#Z
MultipleOf(32) &K, RBRIE XPU/ EMFET AR,

. tests/v1/kv_connector/unit/test_bidirectional_kv_transfer.py (#£3k KV 8N ; 25|
test; A test-coverage) : block_size M 16 B&KA 32, EE CPU SGL AAMIZRA/NA
R, #% CPU Lk KV connector MR % K,

. tests/v1/attention/test_group_head_counts.py (#3k SEE /MR FEF| test; LR
test-coverage) : /INEEIEEMIRTH block size AR E, EE CPU T EAGIHITAIR
RINARE,

X5 weight_packed_linear_cpu, _set_isa_to_layers, _log_gdn_backend_decision,
dispatch_cpu_unquantized_gemm, weight_packed_linear, _default_block_size

RPERAD B

vlim/_custom_ops.py

3L weight_packed_linear_cpu B3 &%k, & C++ 3% weight_packed_linear 89 T4 ECi
1 BARERNGRAA S CELN PythoniED, RNBRAELEHFEZEL B register_fake 2.

def weight_packed_linear_cpu(
x: torch.Tensor,
packed_weight: torch.Tensor,
n: int,
bias: torch.Tensor | None,
) -> torch.Tensor:
#AERMHEE n PRERKE, PREMA x HAIFEERF—K.
# KB C++ op ¥1& 4 £ void(out, mat1, mat2, bias, is_vnni) —
# A BIAR S AR, XERK Tensor AIESEF,
output = torch.empty((*x.shape[0:-1], n), dtype=x.dtype)



# ERERRMARTEA M, K] X% SGL kernel;
# is_vnni=True &5 packed_weight B8 convert_weight_packed T$T &,
# C++ SABMAE NI, RA/N GEMM RERIFHEEE,
torch.ops._C.weight_packed_linear(

output.reshape(-1, n),

x.reshape(-1, x.size(-1)),

packed_weight,

bias,

True,

)

return output

vlim/v1/attention/backends/cpu_attn.py

&8 45 SWA R block_size B2 a1, 3% block_size KIRMEF cache_config B A
kv_cache_spec, FEIHIIEH set isa_to_layers & ISA Z—EBBHEIEAE,

class CPUAttentionMetadataBuilder(AttentionMetadataBuilder[CPUAttentionMetadatal):
def _init_ (
self,
kv_cache_spec: AttentionSpec,
layer_names: list[str],
vlim_config: VlimConfig,
device: torch.device,
) -> None:
# ... HAGREIERE .
# XEMEE . block_size ®EXE kv_cache_spec MIELF cache_confige.
# 4 SWA BAMTRABETRER S 2RARNRAN, REELFHEE
# SH B ISA ETHEM block_size 1TE, Mk AZIRA/NMRIE KK,
self.block_size = kv_cache_spec.block_size
self.kv_cache_dtype = vlim_config.cache_config.cache_dtype
self.isa = _get_attn_isa(
self.dtype,
self.block_size,
self.head_dim,
self.kv_cache_dtype,
)
# %—18 ISA EERAAFAETEAE; forward/do_kv_cache_update
# B3 layer.isa, BELERE impl _init__ P ETHESBHNHTFA—K

self._set_isa_to_layers(layer_names)

def _set_isa_to_layers(self, layer_names: list[str]) -> None:
attn_layers = get_layers_from_vlim_config(
self.vlim_config,
Attention,
layer_names,
)
for layer in attn_layers.values():
layer.isa = self.isa # type: ignhore



csrc/cpu/cpu_fused_moe.cpp

&8 fused MoE scratch buffer R ITEE int32_t Tt §3K aligned_alloc A E94Z & 4]
A, A PRERTEMN bug BE,

1 AT FRREFR R RN [ RBERZEEA (token_num * topk_num) batch 89F T4,
/] 3 Qwen3-235B-A22B XE RKERIAE TP4, max_num_batched_tokens=16384 F,
/] BAEHRK (40 w2_gemm_output) FHEX 2431, #EH INT32_MAX,

/I FR int32_t R, WERSEANE MERFST RR ~2264 &

/] ERFHEEL ScratchPadManager::realloc(size_t), Btk

// aligned_alloc &M — RIUE " KERAK ", MEHLZZEH,

intb4_t common_buffer_offset = 0;

int64_t w13_thread_buffer_offset = 0;

intb4_t ws_thread_buffer_offset = 0;

/] AFEZFK: token-expert BRETER + FER GEMM i, 3% 64 FHXEF

const int64_t token_num_per_group_buffer_size =
cpu_utils::round_up<64>(expert_num * sizeof(int32_t));

const intb4_t token_num_per_group_buffer_offset = common_buffer_offset;

common_buffer_offset += token_num_per_group_buffer_size;

/I w2 GEMM #2204 B R token_num * topk_num,
/] A Rl & B9B&12; B\ static_cast<intb4_t> 1#AFIE
const intb4_t w2_gemm_output_buffer_size =
cpu_utils::round_up<64>(static_cast<int64_t>(token_num) * topk_num *
output_size_2 * sizeof(float));
const intb4_t w2_gemm_output_buffer_offset = common_buffer_offset;
common_buffer_offset += w2_gemm_output_buffer_size;

I BARK/N = RAEZPRX + BEEZNP * KEH, LEE—XM realloc
const intb4_t buffer_size =

common_buffer_offset +

std::max(w13_thread_buffer_offset, ws_thread_buffer_offset) * thread_num;
cpu_utils::ScratchPadManager::get_scratchpad_manager()->realloc(buffer_size);

I B AL

A PR By review F2IEHE @4 : claude[bot] #BAXE fork PR, BESiEZEER: £pF
jikunshang BE##tE (APPROVED) , BA B FTHEATFLHKMMRERE, A IMMENTAREE
TURERRAEF: c27e8c2 (int32 BHEE) #HMWMEBET 132 sl — FEIEA
~2N64 — aligned_alloc kM HIREREE, RHANATERSZEEFEGEEHF; 10979d2

(fix small gemm size) 5§ 5025b3f (fix) FH£RFEEHH T weight_packed_linear BIFTRA
— NARAAPTIE + okt , HAZEETELENTRERE,; X 5b2f083 (fix
rocm) &P PR EE&ARIEER T ROCm FEWHEZE, AABETEEIITER,

- EEmMMET IR AR

R 5 B



- R

1.C++ ABI B2 T & (BMXK) : weight_packed_linear B8 R[E Tensor] kA [void
+out B2 , ETRAFSEFNEZRAARSEDTINEAR, LRORAET EURKE!
_custom_ops.weight_packed_linear_cpu, [BEEMACERNTHEMWEBRERERA
torch.ops._C.weight_packed_linear,

2. R register_fake (FRPF&) : weight_packed_linear_fake Ml&E, % op &
torch.compile 3BEZ T &R meta 523,; CPU BB RIM eager AE, BELEARF
B2 9T BEIR missing fake kernel,

3. layer.bias #h#h dtype #¥# (R XFE) : dispatch_cpu_unquantized_gemm E I8
layer.bias.data JR#EE float32, MR ZE|IZEITE|A; & remove_weight=False B &
LR BRIRR dtype 3B bias, FTREMLERE| dtype S,

4. BRABRA/NEIR (RREE) : CPU MIIRERIA block_size A 16 $£E| 128, KV cache N
HaALEAL 8 F, CPUCI FIREATANEM,; EEMWTEFRE,

5. TORCH_CHECK(is_vnni) Yt (TABIR) : C++ mBHMITEARE, £ Python 3
EEEERITARESEEREMIEFFRER, - ¥ APM: CPU L35fT MoE K%
A (Qwen3-235B-A22B %) A FHiE& scratch buffer 2BAAST; Qwen3.6 FHEA
router logits ITHE K E IE#; 21 SWA A TE CPU EREFWMBILEHIE, RA%M:
weight_packed_linear A &ML/ GEMM BRZFFHEMR (FITR—K. ZREHR)
, bias ¥ float32 ’ALKERE; [SA Z—EFERT ZBEFRAAZEH [SA F—3K
faf, HIFAM: CPU MHRBRIAERE M4~ X5%, B4 CPU MBX Cl B EEILESLY
&, EMNRAFRSALA, FXF CPUCI k. WHEE: £&RTEMREAE CPU F&
B2 5 AR, GPU/XPU ATARZZ M (X _default_block_size X XPU #R#F 64,
HhFE 16 F7F) . - ANEARID: C++ ABI BELTE | int32 HHBE (BROAEKER)
, 5% register_fake BMRIEERIZ |, bias dtype mtibiE#RE/ER , BRIA block_size L
RRRAF

RS
« PR #52191 [CPU] Support FP16/BF16 persisted GDN state on AMX: [& 2K
gwen_gdn_linear_attn.py 8§ CPU GDN #&42, &K PR #h& 72 XXH4H&E CPU & LA

wESHELS X,

« PR #53536 [XPU] Ensure unguantized linear weight is N-contiguous: [EJ& CPU/XPU ¥

H&ME dispatch 1k, 5 layers/utils.py 8 GEMM 2 k& k&b T Bl —3h BB %

« PR #52912 [Bugfix] [KVOffload] P2P tier declares REQUEST_LEVEL on the producer
leg: KV offload ZF|MIRE A PR B block_size AEELS), CPU RA/NARTNHES R MR

% connector MREE .,

« PR #54299 [Perf] Avoid h2d copies from non-pinned CPU tensors: EJ@¥T#i CPU F&
ERME B EEEE, (AT CPU EmiE R EMM B,



