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# SPDX-License-Identifier: Apache-2.0
@PluggablelLayer.register("gate_linear")
class Gatelinear(ReplicatedLinear):

"""MoE gate linear layer with multi-tier GEMM dispatch:

1. cuteDSL Il_bf16_gemm (SM30+, M<=16, bf16 in, fp32 out, K divisible by 8)
2. fp32 specialized kernel (SM90+, bf16/fp32 in, fp32 out, M<=32,

(H, E) in {(3072, 256), (6144, 128)})
3. experimental bf16x3 CuteDSL kernel (opt-in, SM100, bf16 in, fp32 weight)
4. cuBLAS bf16xbf16—fp32 (SMJ0+ + bf16 weight + fp32 out_dtype)
5. F.linear via ReplicatedLinear (ultimate fallback)

# R ESLHILE fp32 TRAZIIR:

# (3072, 256) -> MiniMax-M2/M2.5, (6144, 128) -> MiniMax-M3
# GLM-5.2 By (6144, 256) ELkE DSV3 Ax—HiR1&,
FP32_SUPPORTED_SHAPES = {(3072, 256), (6144, 128)}
FP32_MAX_TOKENS = 32

def forward(
self, x: torch.Tensor
) -> torch.Tensor | tuple[torch.Tensor, Parameter | None]:
# Tier 1: cuteDSL lI_bf16_gemm (SM90+, M<=16, bf16 #A)
if self.allow_Il_bf16_gemm and x.shape[0] <= 16 and x.dtype == torch.bfloat16:
from vlim.model_executor.kernels.linear.cute_dsl.Il_bf16 import (
l_bf16_gemm,

output = lI_bf16_gemm(x, self.weight)
return output, None

# Tier 2: fp32 TN (H=3072/E=256. H=6144/E=128, M<=32) ,
# DL EBEEX op, it torch.compile/CUDA-graph ¥ 3ket



# ALK LEBITITE num_tokens 0%,

if self.allow_fp32_router_gemm and x.dtype in (
torch.float32,
torch.bfloat16,

output = torch.ops.vlim.fp32_router_gemm_dispatch(
x, self.weight, self.allow_bf16x3_router_gemm

)

return output, None

# Tier 3: 52381 bf16x3 CuteDSL W4, AT fp32 router &RE (opt-in)
if self.allow_bf16x3_router_gemm and x.dtype == torch.bfloat16:
from vlim.model_executor.layers.fused_moe.router.bf16x3_router_gemm_cuteds! import
( # noga: E501
bf16x3_router_gemm,

output = bf16x3_router_gemm(x, self.weight)
return output, None

# Tier 4: cuBLAS bf16—fp32, DSV3 ¥ ARZRIE)E,

# DeepSeek-V3/Kimi-K2 & cuteDSL Ao A& EERIIXE,

# B torch.mm B out_dtype epilogue 72 fp32 ¥#,

if self.allow_cublas_router_gemm and x.dtype == torch.bfloat16:
output = torch.mm(x, self.weight.T, out_dtype=torch.float32)
return output, None

# Tier 5: F.linear (ReplicatedLinear) mARE

if self.out_dtype is not None and x.dtype != self.weight.dtype:
x = x.to(self.weight.dtype)

output, output_bias = super().forward(x)

if self.out_dtype is not None and output.dtype |= self.out_dtype:
output = output.to(self.out_dtype)

return output, output_bias
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# MIFR dsv3_router_gemm G Python EFADO:
# fp32_router_gemm E & torch.ops. C BIBRXYRE, HIRE fake ST,
# {3 torch.compile ERFSHUTHRMER,
def fp32_router_gemm(
hidden_states: torch.Tensor,
router_weight: torch.Tensor,
) -> torch.Tensor:
output = torch.empty(
hidden_states.shape[0],
router_weight.shape[0],



device=hidden_states.device,
dtype=torch.float32,
)

torch.ops._C.fp32_router_gemm(output, hidden_states, router_weight)
return output

if hasattr(torch.ops, "_C") and hasattr(torch.ops._C, "fp32_router_gemm"):

@register_fake("_C::fp32_router_gemm")
def fp32_router_gemm_fake(

output: torch.Tensor,

mat_a: torch.Tensor,

mat_b: torch.Tensor,
) -> None:

return

benchmarks/kernels/benchmark_router_gemm.py
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# FEBEMIA head BRA: DSV3 X #KJE, viim provider Rt
# fp32 AR, gpt-oss WS F.linear %K.
if provider == "vlim":

def runner():

if allow_fp32_router_gemm:
ops.fp32_router_gemm(mat_a, mat_b)

elif allow_gpt_oss_router_gemm:
ops.gpt_oss_router_gemm(mat_a, mat_b, bias)

elif is_fp32_router_model:
# batch_size > FP32_MAX_TOKENS: fall back to F.linear
F.linear(mat_a.float(), mat_b)

else:
F.linear(mat_a, mat_b)

i B

A PR BALZEME review 18 zyongye 5 Harry-Chen 35 B3 APPROVED,
review_comments_count 4 0, WX KNRA 5% /cirun &K (Buildkite CI #85938.
#85970. #86119. #86176. #86265. #86281) , BET 6 A commit BIFIFLLERIIE,
BFrA CI #HilEn, ARESERTUERARITHIRE: DSV3 TRAAZKNAER E cuteDSL
8 fallback, BUbRIEAR PR#44217 # HERSEEYS _dsv3_max_batch (Hopper 16/
Blackwell 8) BRI, AUKBRZZIEIZAIRT B9 B RUKEK,

« Review 5 CI ##2 (other): ToRARRRE, TFHELAEN,

R fe5 7



o RS

1. B IERRZR T E : gate_linear.py MIF& allow_dsv3_router gemm 4% &,
DeepSeek-V3/Kimi-K2 (H=7168, E=256/384) 89¥&dH GEMM Z ||_bf16_gemm K=
F (#m is_available() A False. K i EEMREMH) BEREEER| Tier 4 cuBLAS
torch.mm(..., out_dtype=torch.float32), IERaMETRZ(EZER v] GERRIE,

2. GLM-5.2 IRER IR fo32_router_gemm MiFR (6144, 256) BIRE, GLM-5.2 8§
fp32 router RERHA LT ANZ, KERE| F.linear 3 bf16x3 ({X SM100 opt-in) .
XZ PR PEZWABNITAZEN, PR FAKREHULEA,

3. BUKEBNR: EOENMARLILE ops.dsv3_router_gemm =,
torch.ops._moe_C.dsv3_router _gemm 5|, 3=iTERf&E#E AttributeError;
benchmark SR BREDSEE, B e2e 2B =AY EFREBEZEREN,

4. MARBZERD: tests/kernels/test_fp32_router_gemm.py RMHRT (6144, 256) A
. RITHE I DeepSeek-V3 BHEAFMENLIIET, DSV3 RN ER KB ER
e2e 5 ll_bf16_gemm MR EERIE, - FmWm: AP S5HEBNZmEPE
DeepSeek-V3. Kimi-K2. GLM-5 AR EHEHET DeepSeek-V3/Kimi-K2 #9E&
& & cuteDSL A&, MEEEAIZET: GLM-5.2 8§ fp32 router RN TR L EE R
Az U IEREER, X TRSHERKNYREIERB: CUDA HiF@EED 4 1000 /T4
WRAED, —HFERRE RmFE TR, B4 router GEMM AR R ERE cuteDSL 5
fp32 % E%, BT AZEF R, FRSEEREE NVIDIA CUDA EifS5 Mot B
BE, A% & ROCm/XPU/CPU B2, - RKARD: ROKARETE , GLM-5.2 Bk
TR, KB cuteDSL TTHME , DSV3 FAREIK e2e

R EXRK L
« PR #44217 JB#38| N\ DSV3 router GEMM # PR (ARERTE L T XX HiEM)

gate_linear.py BSERFEAFG| FHiZ PR 58 DSV3 WAZERSEES _dsv3_max_batch FR&l
B91RIE; A PR BREXZABRZURE,



