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from vlim.utils.mem_constants import GiB_bytes

MAX_MODEL_LEN = 1024 # {28 RA &R K E R4
# ... HMIETERE ...

def test_weight_loading(vlim_runner):
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NEEDS_FP16 = (
QUANTIZATION == "gptq"
or MODEL_NAME == "nm-testing/test-w4a16-mixtral-actorder-group"
)
with vlim_runner(
model_name=MODEL_NAME,
revision=REVISION,
dtype=torch.half if NEEDS_FP16 else "auto",
guantization=None if QUANTIZATION == "None" else QUANTIZATION,
max_model_len=MAX_MODEL_LEN,
tensor_parallel_size=2,
#RBETE: BE| KV EEHR 2 GiB, HMRIRAER 20 A token,
# MEARRE LOREEEFSKABITREI,
kv_cache_memory_bytes=2 * GiB_bytes,
) as model:
output = model.generate_greedy("Hello world!", max_tokens=20)
print(output)
assert output
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tjtanaa: @AndreasKaratzas can you check if we want to create this as another
mi355 tests and keep the mi300 test in parallel? stefankoncarevic: 1 discussed this
with @AndreasKaratzas the plan is to move this group to MI355 upstream, while
our internal CI keeps running it on both MI355 and MI300.
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