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« vlim/v1/simple_kv_offload/worker.py (#£#k #1388 ; K5 source; £ core-logic; &5
register_kv_caches) : B WMEE &.: register_kv_caches() MM EAMIEEAE reshape B8
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def register_kv_caches(
self,
kv_caches: dict[str, torch.Tensor],
) -> None:
""SEM GPU KV cache 4B pinned CPU/disk 3w,

LRSI kv_caches FHUTEE raw storage,
4% [num_blocks, block_bytes] #LE %A region f#t DMA E3#ER
if not kv_caches:

logger.warning("No KV caches to offload.")

return



self.device = next(iter(kv_caches.values())).device

assert self.kv_cache_config is not None
num_blocks = self.kv_cache_config.num_blocks

# kv_cache_tensors[0].size (R BB EAEA/N; GPU MR 4%

# ¥ allocate_kv_cache() # 4 KiB ] _EBERTF,

# B ARNTRARTEZEEARNETER (40 DeepSeek-V4 BIR%E 2816 FH) ,
assert self.kv_cache_config.kv_cache_tensors

logical_storage_bytes = self.kv_cache_config.kv_cache_tensors[0].size

# DMA JE3# A base + block_id * stride(0) 3R,
# FTIEEA " — S BAIME [num_blocks, block_bytes].
unique_gpu_caches: dict[str, torch.Tensor] = {}
seen: set[tuple[torch.device, int]] = set()
for name, tensor in kv_caches.items():

storage = tensor.untyped_storage()

key = (tensor.device, storage.data_ptr())

if key in seen:

continue
seen.add(key)

physical_per_block, remainder = divmod(tensor.shape[0], num_blocks)
assert remainder == 0, (
'KV cache {namelr} has {tensor.shape[0]} physical blocks, which "
f'"is not divisible by {num_blocks} scheduler blocks"
)
block_bytes = tensor.stride(0) * tensor.element_size() * physical_per_block
raw = torch.empty(0, dtype=torch.int8, device=tensor.device).set_(storage)
assert raw.numel() >= logical_storage_bytes, (
'KV cache {namelr} storage has {raw.numel()} bytes, smaller "
f"than the configured {logical_storage_bytes}-byte allocation"
)
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# BZRK total_bytes_per_block, fERIELERD. R ID HEAHF
regions = raw|[:logical_storage_bytes].view(-1, num_blocks, block_bytes)
for idx, region in enumerate(regions):
key_name = name if len(regions) == 1 else f"{name}.{idx}"
unigue_gpu_cacheslkey_name] = region
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def test_register_kv_cache_storage_with_trailing_padding(monkeypatch):
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#ERAETAKT—NRE region (num_blocks * block_bytes = 128 &%) ,
#LIVEE " ERRUMKTE region" A RZ=E:
# % —HR quotient BE AR TRIEM 32 4 region mdE 1
num_blocks = 4
block_bytes = 32
cache_bytes = num_blocks * block_bytes
raw = torch.zeros(4096, dtype=torch.int8, device="cuda")
cache = raw[:cache_bytes].view(num_blocks, block_bytes)
worker = SimpleCPUOffloadWorker(
vlim_config=None,
kv_cache_config=MagicMock(
num_blocks=num_blocks,
kv_cache_tensors=[MagicMock(size=cache_bytes)],
),
cpu_capacity_bytes=cache_bytes,
)
worker._backend = MagicMock()

monkeypatch.setattr("vlim.v1.simple_kv_offload.worker.PIN_MEMORY", False)
worker.register_kv_caches({"layer.0": cache})

assert worker.gpu_kv_caches is not None
assert list(worker.gpu_kv_caches) == ["layer.0"]
assert worker.gpu_kv_caches["layer.0"].shape == (num_blocks, block_bytes)
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