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PHATHRE

« —4]iE: % DCP 9 MLA decode B H Flashlnfer JR4 CP mask

- WESME: BRI, EAREZ A —& forward_mga W2 RHERKE (
dcp_tot_seq_lens) ZEfE%4 Flashinfer JR4 CP £33k, XEIEAE DCP A0 EF MBI ;
— R Ise_base_on_e BMEFTRBE] kernel BB RA (BAXNEK vs log2) XE rank
merge BIES"E; =& DSpread + DCP A& MIELLE| L IFAREE T L, ARIMAR 44T F
MagicMock $i1E kernel ABI, ZEMREM MLA = speculative decoding #8x T/E, ZE WXt
B8 #52188. #53139. #48392. #52990 —#2 4%,

THHES BAL

PR body B35 : FlashInfer 0.6.17 & CuTeDSL MLA decode kernel & ET R4
context-parallel masking, HEMF LK MLA DCP 8% 3FM vLLM I|F T flatten/ FELH S
., 53| Flashinfer JR& CP mask, EEIRFFRIRET 580A TN R R #52188 &
DSpark/DCP slot mapping 5 draft metadata B3, k& #53139 #FRE legacy
flattening, FE & #48392 B &K dense GQA/MHA DCP, fiZiNT MLA BEIRIIEEA.,
MFHEA Kimi-K3 DCP8-DCP8 P/D w/ EAGLE3: DeepSWE full113 3 77/113 3¢ (
68.14%) , zero evaluator errors and zero retries,

SCENAFAR
SIEAT 4 4k

1. EiRge hER SR ERE (flashinfer_mla.py) : FlashInferMLAMetadataBuilder #73¥
init, M vlim_config.parallel_config B decode_context_parallel_size 5
cp_kv_cache_interleave_size, ¥ DCP F/2 B interleave_size |= 1 Bt#d ValueError (
JR4E DCP &K interleave %) , Ra/ELL supports_dcp_with_varlen=True A X EH
3, IBRAEE 29 DCP a3t \iZaik.

2. BBHEMERKE (flashinfer_mla.py) : FlashInferMLABackend.supports_combination fil
MR DSpread + DCP REIAR X #8940 %, DSpread 5 DCP A& BHIEL,; RBfR
¥ supports_non_causal_dcp() A False, ERFEEE DCP Ak, R EAKR.

3. forward_maqga BBEHF|ELE DCP kernel API (flashinfer_mla.py) : % dcp_world_size >
1 B, AR trtlim_batch_decode_with_kv_cache_mla #1& X backend="cute-dsl".
enable_dcp=True. cp_world. cp_rank. causal_seglens_kv_global (BXB



attn_metadata.decode.dcp_tot_seq_lens) , BARFAE multi_ctas_kv_counter_buffer;
3k DCP BAZRFFRA trtlim-gen BBAREIHEB L P, RDEELEM Ise_base_on_e A
False B&A True, A CuTeDSL DCP B2 %8y LSE RAR B RN, B rank 6H# %
Z 5 — KK

4. MIRECE: tests/vl/attention/test_flashinfer_mla_dcp.py #73¥
test_flashinfer_mla_forward_uses_native_dcp_api, B MagicMock ${E kernel X%
%3k (enable_dcp/cp_world/cp_rank/causal_seqglens_kv_global. &
multi_ctas_kv_counter_buffer. Ise_base_on_e=True) S#iBHIk; & gathered head
count MR dep_world_size M 2 2R 1, FEHEI L TP 58,
tests/v1/attention/test_mla_backends.py ¥ test_flashinfer_mla_dspark_support_is_tp
_only "5 A test_flashinfer_mla_dspark_dcp_supports_target_only, Br& DSpread +
DCP Bt supports_combination 3R[E None (%#) , HEREERREHT RS,

REEF:

« vlim/v1/attention/backends/mla/flashinfer mla.py ({3 ST &G4 25| source; £
A core-logic; 45 FlashIlnferMLAMetadataBuilder.init,
FlashInferMLABackend.supports_combination, FlashInferMLAImpl.forward_mqa,
Ise_base_on_e) : BRI T MetadataBuilder #3ER 50,
supports_combination &1 R ¥, forward_mga 89 DCP &4 API B&H, WUE
Ise_base_on_e X 4%—, FAETAZEARLCRE T,

. tests/v1/attention/test_flashinfer_mla_dcp.py (13 #EEDNR; 5| test; XA
test-coverage; 5 test_flashinfer_mla_forward_uses_native_dcp_api,
test_flashinfer_mla_forward_uses_gathered_head_count) : #fig
test_flashinfer_mla_forward_uses_native_dcp_api, B MagicMock ¥#a%iE DCP %5
T kernel BXBFEHRESMEBIIR, ZIEME forward_maga FEAARBMIRIEE.

. tests/v1/attention/test_mla_backends.py (#3k EimiR; K7 test; XA
test-coverage; 55 test flashinfer_mla_dspark_dcp_supports_target_only) : BEH4E
FMARM DSpread+DCP 1B R 3% 9 X3, EIFERIE supports_combination i X T, [
RHMEREIERRE DCP REIFWH mMAR,

KBS FlashInferMLAMetadataBuilder.init,
FlashInferMLABackend.supports_combination, FlashInferMLAImpl.forward_maga,
test_flashinfer_mla_forward_uses_native_dcp_api,
test_flashinfer_mla_dspark_dcp_supports_target_only

RPERAD B

vlim/v1/attention/backends/mla/flashinfer_mla.py

oo SZEL U B3 MetadataBuilder #3438, supports_combination 864 Kk 3.
forward_mqa B9 DCP JR4 APl B#1, UK Ise_base on_e iEEX%—, FAEITAZEHRILE
Tt

# flashinfer_mla.py — FlashInferMLAMetadataBuilder #j3& A 0

# FER _init_ ASEMZMBRESA ZIFHN DCP EREHE
class FlashInferMLAMetadataBuilder(MLACommonMetadataBuilder[MLACommonMetadatal):



_cudagraph_support: ClassVar[AttentionCGSupport] = AttentionCGSupport.UNIFORM _
BATCH

query_len_support: ClassVar[QuerylLenSupport] = QueryLenSupport. UNIFORM
# JEER DSpark RIE forward_mqga FHEFEE token 1T
supports_non_causal_multi_token_decode: ClassVar[bool] = True

def _init_ (
self,
kv_cache_spec: "AttentionSpec”,
layer_names: list[str],
vlim_config: "VIImConfig",
device: torch.device,
) -> None:
parallel_config = vlim_config.parallel_config
dcp_size = parallel_config.decode_context_parallel_size
interleave_size = parallel_config.cp_kv_cache_interleave_size
# JR4E DCP &K%t FlashInfer H& R E R, TAXFE KV cache interleave
#AE, MEPRNEZFREMAZFREIRE|IE DCP BEZ
if dcp_size > 1 and interleave_size 1= 1:
raise ValueError(
"FlashInfer MLA native DCP requires "
"cp_kv_cache_interleave_size=1; got "
f"{interleave_size}."
)
super().__init__(
kv_cache_spec,
layer_names,
vlim_config,
device,
MLACommonMetadata,
# BRI varlen 89 DCP, {#iAEE AV DCP R AR %G i
supports_dcp_with_varlen=True,

# flashinfer_mla.py — forward_maga % DCP 42 X B9z 8Tk
#ARIEFOEN R BERT S 38, BRSBUENIZIAA; 3 DCP 4 X RFFRAE
if self.dcp_world_size > 1:
# DCP Z5&: £2REREKER% CuTeDSL kernel, ® Flashlnfer R4
# SEREE rank B9 causal masking, A& trtlim-gen 89% CTA T3k
output, Ise = trtlim_batch_decode_with_kv_cache_mla(
guery=query,
block_tables=atth_metadata.decode.block_table,
seq_lens=attn_metadata.decode.seq_lens,
backend="cute-dsl",
enable_dcp=True,
cp_world=self.dcp_world_size,
cp_rank=self.dcp_rank,
causal_seqglens_kv_global=attn_metadata.decode.dcp_tot_seq_lens,



)

else:
# 3k DCP BRAZ4EHEA kernel @A (& multi_ctas_kv_counter_buffer)

tests/v1/attention/test_flashinfer_mla_dcp.py

13 test_flashinfer_mla_forward_uses_native_dcp_api, B MagicMock ¥#%iE DCP 3%
BT kernel HXBFSHEMBIIR, EIEM forward_mqga FTRLBIBRMIRIEHE,

# tests/v1/attention/test_flashinfer_mla_dcp.py

@requires_flashinfer_mla

def test_flashinfer_mla_forward_uses_native_dcp_api(monkeypatch):
import vlim.v1.attention.backends.mla.flashinfer_mla as flashinfer_mla

impl = MagicMock()

impl.omm1_scale = 1.0

impl.bomm2_scale = 1.0
impl.need_to_return_lse_for_decode = True
impl.num_heads = 6
impl.gk_nope_head_dim = 128
impl.kv_lora_rank = 512
impl.gk_rope_head_dim = 64
impl.kv_cache_dtype = 'auto’

# DCP8 BLE: HE[ rank A 3, interleave 24 1
impl.dcp_world_size = 8

impl.dcp_rank = 3
impl.cp_kv_cache_interleave_size = 1

num_reqgs, query_len = 2, 3

num_tokens = num_reqgs * query_len

block_table = torch.tensor([[10], [20]], dtype=torch.int32)
seq_lens = torch.tensor([4, 5], dtype=torch.int32)

# 2REEKE = AHAR + 28 rank B token %%, DCP mask B 43K
global_causal_seq_lens = torch.tensor([31, 35], dtype=torch.int32)
attn_metadata = MagicMock()

attn_metadata.causal = True

attn_metadata.num_decode_tokens = num_tokens
attn_metadata.num_decodes = num_reqgs
attn_metadata.max_seq_len = 9

attn_metadata.decode.block_table = block_table
attn_metadata.decode.seq_lens = seq_lens
attn_metadata.decode.dcp_tot_seq_lens = global_causal_seq_lens

query = torch.ones(num_tokens, 24, 576, dtype=torch.bfloat16)
kv_cache = torch.ones(2, 128, 576, dtype=torch.bfloat16)
kernel = MagicMock(
return_value=(
torch.ones(num_regs, query_len, 24, 512, dtype=torch.bfloat16),
torch.ones(num_regs, query_len, 24, dtype=torch.float32),



)

)
monkeypatch.setattr(flashinfer_mla, ' _get workspace_buffer', MagicMock())

monkeypatch.setattr(flashinfer_mla, 'trtllm_batch_decode_with_kv_cache_mla', kernel)

output, Ise = flashinfer_mla.FlashInferMLAImpl.forward_mqa(
impl, query, kv_cache, attn_metadata, MagicMock()

)

# PUE kernel ABI: DCP KR RRAL CP 23, BFRBE&E trtlim-gen BT KR E+F
call = kernel.call_args.kwargs

assert call['query'].shape == (num_regs, query_len, 24, 576)

assert call['block_tables'] is block_table

assert call['seq_lens'] is seq_lens
assert call['backend'] == 'cute-dsl' # B4 CP {X CuTeDSL B2 % I#F
assert call['enable_dcp'] is True

assert call['cp_world'] ==

[
[
[
L
[
[

assert call['cp_rank'] == 3

assert call['causal_seqglens_kv_global'] is global_causal_seq_lens
assert 'multi_ctas_kv_counter_buffer' not in call

# CuTeDSL DCP 8y LSE BB RXEK, B rank &HAIEL— KK
assert flashinfer_mla.FlashInferMLAImpl.lse_base_on_e

assert output.shape == (num_tokens, 24, 512)

assert Ise is not None and Ise.shape == (num_tokens, 24)

AT K

A PR RA LM reviewer iFIB&A2, claudelbot] FH % PR KB fork, B3] review
R, %irEFEN @claude review fit &k — RN review; &ABHEIE pavanimajety EiEEHE
A, BAEMEMNITLERA L PR body #: fFEABAERE #52188, #53139, #48392,
#52990 MHEBLA TIERA R, FEHA PR ERBEAE DCP &, A Flashinfer JRE CP
mask. & E legacy flattening. B & causal_seglens_kv_global kR &ZMESBERK, XL
VRBFAMYTRINEFLER, BRT 5HEM DCP A% PR P RRK,

. fork PR B354 review #2H (other): #37%& pavanimajety BiEAE, RAATINE S

review,

- 58F DCP/DSpread TAEti R (design): M F&EMW:, 58H DCP A%| PR LA %E;
#52990 L& N, BA A rebase EHMMERN,

R 5 B

- QFe:

1. LSE JREKIBEX 2R84 Ise_base_on_e M False BX A True ZEEXBMHRTE, BR
DCP 2rk—3K% LSE MBE/Z, [EEMRBIBELK (log2) BISEEAA AR CUDA
graph #IKERIZEFE B E LT,

2. DSpread + DCP T AR % supports_combination M4 R "X+, BEekEZ R
REZBAH spec decode AP IESH NI kernel 5812, BARIIEHY bitwise %5



RETAL, EVARPEE P speculative decoding EEEK,

3. k%t FlashInfer 0.6.17 ¥t APL: enable_dcp. cp_world. cp_rank.
causal_seglens_kv_global ZF3% kernel 23k, ZAFIEF Flashinfer fiRAME T
0.6.17, BrxeXir A S EHEE TypeError, B ¥R R A RN K 5 KIE T,

4. {XFR CuTeDSL #12: R4 DCP &K%t backend="cute-dsl", trtlim-gen B2 F X F
DCP; _select_mla_decode_backend &% head kB #h3%3%¥, WEFE L head FHEAN
trtlim-gen %%, DCP 1T A 85 FHA A~ —3Ko

5. BEARWKE: MetadataBuilder Z DCP + interleave A& T B ValueError, &
SRIBIXEMT, ERBIRLAIATRIKBIZASCHAFRE, - ¥W: PUHEREEFE
FlashInfer MLA /23 (vlim/v1/attention/backends/mla/flashinfer_mla.py) & MR,
NAFPMmE, MLA AR (0 Kimi-K3) IERE DCP TMERZ—WR 4L CP #4Y,
DSpread 5 DCP BYHEMNWIEZ ATA, % token BARIIE (MTP/EAGLE/DSpark)
BERERE, XAKME, FlashInferMLABackend BREAT4ERE, LSE %18 X fn
kernel R RAM L LT, CUDA graph #3R5E rank combine BHBEE S
Ise_base_on_e=True }5%, *EIFAf1E, X=Z DCP gEA M MLA EIRih TR XE—IF
, 5ZAN# T E DCP/speculative PR £ EZ &3, 54 #52990 EAENEEZHM
rebase, - NFEFRIT: BOERIREE |, LSE RIEX 2/ |, (K& Flashinfer
0.6.17 37 API, DCP A&RIZE , /X NVIDIA/CuTeDSL B2 X #F

K ERAK L
« PR #52188 Add DSpark/DCP slot mapping and draft metadata plumbing: PR body BA

it Bl A PR 2 A H DSpark/DCP slot mapping 5 draft metadata &38, REH LM,

« PR #53139 Remove legacy manual FlashInfer DSpark/DCP flattening: 4~ PR {£
Flashinfer JR4 CP mask, R Ei% PR B legacy flattening 7 %,

« PR #48392 Dense GQA/MHA DFlash/DSpark DCP support: % PR &% dense
GQA/MHA B DCP, 7 PR K RIZEEEAY &S| MLA Eif,

« PR #52990 Migrate FlashInfer MLA to unified API: iZ PR % unified APl B RERR
4 CPiBX; £HEN, A PRIAMA rebase AHMIEIE,



