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HATIE

« —A]1E: A FlashMLA BT B BARth MSVC #iE R E X

- EEME: EEEE, ERRAEARSHE—XE—A UNMIER NMZTBEMREE,
PMEEFERERITRE L. (1) ATLASEMEEEEX AR issue BEWNNFTEERHR

(BE@E vs EHBAX) ; (2) MM MA if(MSVC) IKE, TNEHELOEMRER,

FIGEE A T AR vLLM XM AAZINE (cmake/external_projects/*.cmake) BYZEIFAE
&, MUK FlashMLA § B torch 2.11+ ABI BAx (TORCH_TARGET_VERSION) #[REX
#HET X, FHRBA Windows EREBFEXK, TZ R —F MSVC MIER/IMIZEE MR check,
B R XKAEE TEW CL FF.

TN EES BAL

issue #53935 Lk 7 BELI;BZH R FTHMELRIK: Windows Server 2025 + MSVC + NVCC
13.2 + PyTorch 2.11.04+cu130, :f3d SystemPanic/vlim-windows ¥1# FlashMLA fork 3
2 DeepSeek-V4-Flash-0731 3| 4xH200 NVL, issue JRXXEAFEEAL: “With MSVC, the
M_* constants are normally exposed only when _USE_MATH_DEFINES is defined
before the relevant math header is included. The current source can therefore depend
on build flags and translation-unit include order when compiled with NVCC and MSVC.”
issue R B AEEEL: RIBEL float(M_LOG2E) ¥ FHE 1.4426950408889634f,
B E X _USE_MATH_DEFINES, PR body ##f% 7 Aft43¥E/a#: “Replacing
M_LOGZ2E with a literal in the two extension files (the other option in the issue) would
leave _flashmla_C broken." —F a2 B# RaEE £ vLLM BAHK softmax.h 7 pybind.cpp
, M _flashmla_C B 4 N& B deepseek-ai/FlashMLA XS LW, HMEBE—RMEE
E2W 6 AMXM, BE FlashMLA B setup.py &% nvce 95 8—K,

SRR

1. ZEEANO: g—K&HXHA cmake/external_projects/flashmla.cmake (+9/-0) , A&
L F if(FLASH_MLA_ARCHS) . if(VLLM_GPU_LANG STREQUAL "CUDA") &%z /3,
BVRAEIERA FlashMLA B# CUDA ZmiFBEI2HF &AM

2. B RR: F3E if(MSVC) &R, WERXE flashmla_C #7 _flashmla_extension_C BAN
target 2*B3AA target_compile_definitions(... PRIVATE _USE_MATH_DEFINES), X—
HRENARAEEIR: vLLM BAY B csrc/extension/smd0/dense_fp8/{softmax.h,pybin
d.cpp}, UE# vLLM RiF#  flashmla_C 89 4 N EHFEXH (api/dense_decode.h.



smxx/decode/combine/combine.cu. sm90/decode/dense/splitkv_mla.cuh.
sm30/decode/sparse_fp8/splitkv_mla.cuh)

3. REEM (review IRzh) : #KRIE _USE_MATH _DEFINES EEHEEEEN
target_compile_definitions TB (5§ TORCH_TARGET_VERSION=0x020B00000000000
OULL B—4t) HEELGRA, SBKERAFENREZNSIT, Harry Chen &3 "set this
only for MSVC (and leave some explanation)”, {EE RS #EIHIER “Scope
_USE_MATH_DEFINES to MSVC” KB — if(MSVC) iji#?l‘.tﬁziz— BrEERE, 3E MSVC
mIERESMEZERFRTZT

4. AFIEME Fﬁ‘ﬁﬂlﬁf‘k/ﬁf% TR R BT E R ST 2 S vLLM ¥R XU,
_flashmla_C 8 4 M EBEXHEMEMEREX; MEEAERHEF. BE 6 N,
B5 E FlashMLA B T8 setup.py fTAXF, BAHN (R—EZECEAFRMES A B
2 Xo

5. MRS ®BE: THEMRXXME, t&H CMake BEMFTFF £ requirements BK5h; FIE
&KE (o) BB A&/ MSVC BRiZE T E I error C2065: '"M_LOG2E': undeclared
identifier, fn /D_USE_MATH_DEFINES E:R 4 0; (b) BBA
tests/kernels/attention/test_flashmla.py &% Linux 4T AARZE; (c) Buildkite CI
#86302,

R

- cmake/external_projects/flashmla.cmake (#3k ¥92ZBCE ; 2£9| config; £
configuration; &5 _flashmla_C, _flashmla_extension_C, _USE_MATH_DEFINES,
FLASH_MLA_ARCHS) : "E—2Rah X, #¥g if(MSVC) A _flashmla_C 5

_flashmla_extension_C & X _USE_MATH_DEFINES, E2AXBENLIANE,; FEXHTE
A # FlashMLA Z2M3%3%. torch 2.11+ ABI BArE X BMERE,

X5 target_compile_definitions(_flashmla_C PRIVATE _USE_MATH_DEFINES),
target_compile_definitions(_flashmla_extension_C PRIVATE _USE_MATH_DEFINES)

RERED R B

cmake/external_projects/flashmla.cmake

ME— R XM, F73E if(MSVC) 34 flashmla_C 5 flashmla_extension_C EX
_USE_MATH_DEFINES, RAXMEENSIAL; RXHEAE FlashMLA ZEH%EE. torch
2.11+ ABI BArEXBHMERE,

if(FLASH_MLA_ARCHS)
if(VLLM_GPU_LANG STREQUAL "CUDA")
# BRRZH: X CUDA HmiFREZFEL vLLM ¥ BIT £ USE_CUDA ##i2
target_compile_definitions(_flashmla_extension_C PRIVATE USE_CUDA)
endif()

# FlashMLA BJRBBZE <cmath> Z /5 A M_LOG2E, &k 6 NXfF:
#-vLLM BAY B csrc/extension/smd0/dense_fp8/softmax.h. pybind.cpp;
#- B VLLM —f4miE# _flashmla_C 8 4 DL X api/dense_decode.h.
# smxx/decode/combine/combine.cu. sm90/decode/dense/splitkv_mla.cuh.
# sm90/decode/sparse_fp8/splitkv_mla.cuh,



# MSVC B UCRT RAE <cmath> BXEEESZRIEX _USE_MATH_DEFINES Bt
# TRBREM *EE, TN NVCC + MSVC TR BRERSRIFELEK,
#
#RBAR: AMA if(MSVC) IREER . & TLHRMEMXFZHRIFENX,
# FTAEFENmEGVITHELRETH, BAHBEFSLSIAK,
# FaEs ARIFHEIER (AEXEARSZEE M_PL. M_E FHEE) .
# ZEXS FlashMLA B# setup.py &% nvcc BSEIRFE—3K.
if(MSVC)
target_compile_definitions(_flashmla_C PRIVATE _USE_MATH_DEFINES)
target_compile_definitions(_flashmla_extension_C PRIVATE _USE_MATH_DEFINES)
endif()
else()
message(STATUS "FlashMLA will not compile: unsupported CUDA architecture ${CUDA _
ARCHS}")
# ERZIFNEM L2 E BAR, fRIE setup.py BEIE® AR
endif()

6 KA
M —5 R4 IXE B Harry-Chen 9% CHANGES_REQUESTED ¥, #ZGE [FiFEXH
YERBETT RMBERE]

“Please set this only for MSVC (and leave some explanation). Otherwise, it
invalidates all our build caches and will have potential side effects.”

($t%¢ _flashmla_extension_C BJE#KE&k5l) “Same as above.”
VEEHEZ %M

‘Done, moved the define into a single if(MSVC) block covering both targets, with a
comment explaining why. Flags on non-MSVC builds are now unchanged.”

H/E Harry-Chen X “Thanks!” # 4 APPROVED, ywangd6 4 APPROVED, %A —%

kB claudelbot] BYRAZMEULEA: % PR KRB fork, BB review HEH, THIPEF

@claude review, ELA PR REN BshbREBFEFE, BRITLE/(|MEHE M AB—reviewer

KENAE TR RN , ME REANT Windows T FAAE ANREER]

- WMFEXBHKEER MSVC, BEHFMREEF (design): FFEIEE XBANE— if(MSVC)
RIFAABFMER, I MSVC FERIFREARIFRE; reviewer Bz APPROVED,

« flashmla_extension C &5 flashmla_C EZF152K (style): AN BARiE [ — R eksh F R %
—E|R—A if(MSVC) RN, #H T AXNME L,

. fork PR B9 B st &Rk (other): Rit& B3 review, PR B Harry-Chen 5 ywang96
AL E ARG E AN

R 5 B

o QS
1. EERERBESENERETFE: kst RE MSVC FEMEZEX,
Linux/ROCm/macOS MmiFapfTEF AT, FAEENZE R, HESRAET TN



: M_LOG2E WEBES HIAZ /T LR,

2. > MSVC MERIEERZE (FERK) : vLLM BEF CI 8% FRE NVCC + MSVC, .
buildkite 3% T Windows 3, EibA PR BISZFrEE MR TIEZW LT Cl 3K,
YEZ W B I R /NIRRT + £ =7 fork (SystemPanic/vlim-windows) %%, BT
BESNERE. & HERARMZ if(MSVC) 3%, CI FaRE,

3. ReltEA@: _USE_MATH_DEFINES & MSVC ER{REE M_LOG2E, X®&—HRE
M_PI. M_E &&H M_* ¥&, B ETREKEEELXMHE MSVC FTHHEHRIFD Ro
B TFXFR MSVC. B5 L FlashMLA 8 setup.py T A—3K, SZFREs R @ % FR &£
Windows #4z&,

4. FERBIKE EEMRER / BIEREMR: MMERGENRFEXKILFTAFENRIEG
LM, EFEMBEA, XEK review HTHELIRK,; HAMRAREN if(MSVC) BL
FkE

5. TMAE SASERD : RFEAIR, WAREME R FIZE Windows/MSVC B ELIAR,
EERFERE IR REBBEBRFENRE, - ¥W: & Linux/ROCm/ &£ GPU
EBRAF: TR, mEFMEETITARE, RE CMake £ T —RIEARE
if(MSVC) ¥k, Xt Windows + MSVC + NVCC BZHERE (4
SystemPanic/vlim-windows —32f2) : M [FlashMLA ¥ EReHmAT] TATRIF
, DeepSeek-V4 %A%\ MLA/FP8 7B 1BEATE Windows L7 H, BTMHIEEE, Xt
VLLM 4P RIRA: BREh&E R EEA CMake XX, 9 fTHSERK, review A, E5IAT

"EAMBEMM—FRAZFRY) —FIRBREBLERTAMTLATEXINE, BRRTE
SAHRMEEE, 3T L3 FlashMLA: TER P K, EAZEXE FlashMLA B
setup.py fTAXF, AHEE VLM BFED X, - RI@rE: &4 MSVC CI BIERRZ |
MEZFEIER (B#EE if(MSVC) k80 . RelfFRERT MSVC, THHEMAEE

PRINISZS

« PR #56485 [KDA] Update flashKDA to support bf16 checkpoint state: E#1&2k
cmake/external_projects T BI/MRAAZIN B MEXH (flashkda.cmake) , BF vLLM %4
FE=A kernel KB EZE X B FE—FKE,

« PR #54927 [CI] Bump CUTLASS DSL to 4.7: EXBh
cmake/external_projects/tml_fa4.cmake 5 requirements/cuda.txt, EA NVIDIA W%
VENME / KRPEELY, PREABRRA—ERIHLR,

« PR #56596 [CI/Build] Give the Torch ABI audit time to start: flashmla.cmake AKX
Xl B AREY) TORCH_TARGET_VERSION=0x020B000000000000ULL —4TER A torch

2.11+ ABI faZ BAx, 5% PR BTty Torch ABL #it / #FIWNAME LK, HHRIZXMHER
torch RARFZEEMERE FURSLE,



