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# vlim/transformers_utils/configs/k3_dspark.py
from transformers import DeepseekV3Config # & DeepseekV3Config, ©iEHAT MLA JUf

class K3DSparkConfig(DeepseekV3Config):
"""Configuration for a dense MLA DSpark draft model."""

model_type = "k3_dspark"
has_no_defaults_at_init = True

def __init_ (
self,
mla_use_nope: bool = False,
mla_use_output_gate: bool = False,
mla_use_gk_norm: bool = False,
rope_theta: float = 50000.0,
**kwargs,

) -> None:
# DeepseekV3Config RIA#BRIA MoE ##h, XBEFEFMXFERUIRIRA dense
kwargs.setdefault("n_routed_experts", 0)
kwargs.setdefault("n_shared_experts", 0)
kwargs.setdefault("num_experts_per_tok", 0)

# A38 rope 28, A MEREANE rope_parameters, &% EEBRIAE
rope_parameters = kwargs.get("rope_parameters")
if rope_parameters is None:
kwargs["rope_parameters"] = {
"rope_type": "default",
"rope_theta": rope_theta,
}
else:
rope_parameters = dict(rope_parameters)
rope_parameters.setdefault("rope_type", "default")
rope_parameters.setdefault("rope_theta", rope_theta)
kwargs['rope_parameters"] = rope_parameters

super().__init__ (**kwargs)

self.mla_use_nope = mla_use_nope
self.mla_use_output_gate = mla_use_output_gate
self.mla_use_gk_norm = mla_use_gk_norm

# RERTALCIFFOEM, WwRRE N HEIR
unsupported = [

name

for name in (



"mla_use_nope",
"mla_use_output_gate",
"mla_use_gk_norm",
"dspark_bonus_anchor",
)
if getattr(self, name, False)

]

tests/transformers_utils/test_dspark_mla_config.py
MR X EH, BE 64 KA1 96 KWE, RIFEE,

# tests/transformers_utils/test_dspark_mla_config.py
# MRRBESEHN, BERAMLRBEERR
@pytest.mark.parametrize(
("num_attention_heads", "expected_local_heads"),
[(64, 8), (96, 12)], # 64 KX released MRA, 96 kIR Block5
ids=["released-64-head", "block5-96-head"],
)

def test_dspark_mla_uses_latent_kv_geometry(
tmp_path, num_attention_heads, expected_local_heads

draft_path = tmp_path / "draft"
_write_dspark_config(
draft_path,
num_attention_heads=num_attention_heads,
num_key_value_heads=num_attention_heads,
)
model_config = ModelConfig(
model=str(draft_path),
tokenizer_mode="skip",
runner="draft",
max_model_|len=32768,

assert model_config.is_deepseek_mla
assert model_config.use_mla
assert model_config.get_head_size() == 576

# 1# A external_launcher Bkt A# GPU $ieE, ETFAE GPU BN TPS

parallel_config = ParallelConfig(

tensor_parallel_size=8, distributed_executor_backend="external_launcher"

)

assert model_config.get_num_kv_heads(parallel_config) ==

assert model_config.get_num_attention_heads(parallel_config) == expected_local_heads

assert model_config.get_num_experts() ==
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