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def test_no_spec_decode_padding_up_to_max_model_len():
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num_spec = 1
scheduler = create_scheduler(
async_scheduling=True,
max_model_len=max_model_len,
num_speculative_tokens=num_spec,
speculative_method="ngram_gpu",
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(filler,) = create_requests(num_requests=1, num_tokens=4, req_ids=["filler"])
scheduler.add_request(filler)

sched_output = scheduler.schedule()

scheduler.update_from_output(sched_output, _make_model_runner_output(sched_output))
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(request,) = create_requests(
num_requests=1, num_tokens=max_model_len - num_spec, reqg_ids=["boundary"]

)

request.num_computed_tokens = request.num_tokens - 1
scheduler.add_request(request)

sched_output = scheduler.schedule()
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assert sched_output.num_scheduled_tokens["boundary"] == 1

assert "boundary" not in sched_output.scheduled_spec_decode_tokens
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scheduler.update_from_output(sched_output, _make_model_runner_output(sched_output))
assert request.status == RequestStatus.FINISHED LENGTH_CAPPED
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