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« —A)E: AL Kimi-K3 MTP eh_proj A&z R GEMM, ##3&E 12.9~25.2%

- EEME: SRR, WREAER Kimi 2R, b PR BR T i@
ReplicatedLinear BUEMEZER GEMM, FHunfRANEERY B RIZIHF. BT EEN
REA (PR #R) FECEEFEE, BMAR M T BMERERE,

THEES BAL

PR #R$gH : BREZIEA nn.Linear, B©AZ LinearBase, AT IEE
enable_kimi_k3_low_latency_gemm 42, AT RBH m=1 fo m=2 B9{KzER GEMM, FE
X ReplicatedLinear F*h X H CuTe BBE, LUIRFA Kimi-K3 MTP 372 BIEIEMEAE,

SCEL AR

1. B EER: & viim/models/kimi_k3/nvidia/mtp.py #F, ¥ self.eh_proj =
nn.Linear(...) &#4 ReplicatedLinear, Ff& A quant_config=None.
prefix=maybe_prefix(prefix, "eh_proj"). return_bias=False, Xt eh_proj BKA
LinearBase ¥35, ®[#HMZER GEMM 4% 3ZF#ER A,

2. 13 CuTe BLE: & vllm/models/kimi_k3/nvidia/low_latency_gemm.py
KIMI_K3_PROJECTIONS ##13% (7168, 14336) 5B, & m=1 1
SkinnyGemmConfig(1, 256, 2, vector_width=4, static_k=14336) fa m=2 89 _cute(2,
224, 4, 2) BBE, £ m=1 fo m=2 BEEEE B3] CuTe WX,

3. BFONREAE . £ tests/kernels/test_bf16_skinny_gemm.py &,
EXPECTED_SELECTIONS 3&#n (7168, 14336): ({1, 2}, set(),
EXPECTED_CUTE_CONFIGS 3&mxtN B &, FHIEPK test_cute_configs_match_measure
d_table FXF static_k BJKIE, WUICEHEHNERS K BLE. NMIRIIET B E R IEMME,

RS
« vlim/models/kimi_k3/nvidia/mtp.py (AR A ; K7 source; £& core-logic; &F5

KimiK3MultiTokenPredictorLayer) : ¥ eh_proj M nn.Linear &#tA ReplicatedLinear,
EWOEMIER GEMM B0,

« vlim/models/kimi_k3/nvidia/low_latency_gemm.py (#3k WA%; 25| source; LR
data-contract; &5 KIMI_K3_PROJECTIONS) : #73¥¢ (7168, 14336) 89 CuTe ECE, &



m=1/2 REMEFRKZER GEMM,

. tests/kernels/test_bf16_skinny_gemm.py (#3k Jis; K7 test; £A test-coverage;
55 test_cute_configs_match_measured_table) : EFECEHIE, FHEIEHIREERIE
A B& i AR

XS KimiK3MultiTokenPredictorLayer.forward,
KimiK3MultiTokenPredictorLayer.init

KR B]

vlim/models/kimi_k3/nvidia/mtp.py
¥ eh_proj M nn.Linear &# X ReplicatedLinear, B EMIER GEMM BXEA O,

# vlim/models/kimi_k3/nvidia/mtp.py
from vlim.model_executor.layers.linear import ReplicatedLinear

class KimiK3MultiTokenPredictorLayer(nn.Module):
def __init__(self, config, vlim_config, prefix):
super().__init_ ()
self.config = config
quant_config = vlim_config.quant_config

self.enorm = RMSNorm(config.hidden_size, eps=config.rms_norm_eps)
self.hnorm = RMSNorm(config.hidden_size, eps=config.rms_norm_eps)

# XL FE: (#FA ReplicatedLinear R nn.Linear,
# BN ReplicatedLinear 4 7& B LinearBase,
# MTBEME enable_kimi_k3_low_latency _gemm REIFH 2% 2| CuTe KR N#Zo
self.eh_proj = ReplicatedLinear(
config.hidden_size * 2,
config.hidden_size,
bias=False,
quant_config=None,
prefix=maybe_prefix(prefix, "eh_proj"),
return_bias=False,

self.shared_head = SharedHead(config=config, prefix=prefix, quant_config=quant_config)
block_config = copy.copy(config)

block_config.attn_res_block_size = None

aux_stream = torch.cuda.Stream|()

self.mtp_block = KimiDecoderlLayer(block_config, vlim_config, prefix=prefix, aux_stream=
aux_stream)

def forward(self, input_ids, positions, previous_hidden_states, inputs_embeds=None, spec_
step_index=0):
assert inputs_embeds is not None
hidden_states = self.eh_proj(
fused_mtp_input(positions, inputs_embeds, previous_hidden_states, self.enorm.weight, .



)

return hidden_states, ...

vlim/models/kimi_k3/nvidia/low_latency_gemm.py

FIE (7168, 14336) 8 CuTe BLE, 1# m=1/2 gefERMEIR GEMM,

# vllm/models/kimi_k3/nvidia/low_latency_gemm.py
KIMI_K3_PROJECTIONS = {
#.. H&E ..
# WL E: (N=7168, K=14336) 3R eh_proj BIAREIR (out_features=7168, in_features=
14336)
(7168, 14336): ProjectionSpec(
7168,
14336,
cute_configs=(
# m=1 ERAES K B SkinnyGemmConfig, RIS K FF44
(1, SkinnyGemmConfig(1, 256, 2, vector_width=4, static_k=14336)),
# m=2 £/ _cute BH R I EREE
(2, _cute(2, 224, 4, 2)),

),
# .. HihxB ..
}

tests/kernels/test_bf16_skinny_gemm.py
EHEERDE, HRITIERRAEME AR B AR,

# tests/kernels/test_bf16_skinny_gemm.py
EXPECTED_SELECTIONS = {
# ...

(7168, 14336): ({1, 2}, set()), # FH¥E: HAZE m=1/2 #£ CuTe

EXPECTED_CUTE_CONFIGS = {
# ...
(7168, 14336, 1): (256, 2, 1, 4), # X SkinnyGemmConfig(1, 256, 2, vector_width=4)
(7168, 14336, 2): (224, 4, 2, 8), # XN _cute(2, 224, 4, 2)

def test_cute_configs_match_measured_table() -> None:
# ...
# RS FrARLE static_k ¥4 None
#BER: X (7168, 14336, 1) £ static_k=14336
static_k_configs = {
(n, k, num_tokens, config.static_k)
for n, k, num_tokens, config in configs
if config.static_k is not None



assert static_k_configs == {(7168, 14336, 1, 14336)}
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2. EABENKE: BEREX (7168, 14336) okfn m=1/2, oK FAER IS HOR K
INEAL, FTEER[E cuBLAS, MREEIR,

3. EYVAREKE: it nn.Linear A ReplicatedLinear w86 maiX & ik fn &1L 3842,
quant_config=None EREZH T 21, EYR] MTP R RFERENL, RNETE,
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