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if b is not None

if not issubclass(underlying_attn_backend, _SUPPORTED_BACKENDS):
raise NotImplementedError(
f"{underlying_attn_backend} is not yet supported.”
"Contributions to support more backends are much appreciated."
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if not issubclass(
underlying_attn_backend, (CPUAttentionBackend, FlashAttentionBackend)

logger.info(
"Using %s for Whisper causal attention with block pooling. "
"This backend was recently enabled for this model. "

"If you encounter any accuracy or performance issues,



"please open an issue at https://github.com/vlim-project/vlim/issues "
"with the [ROCm] tag so it can be triaged by the appropriate team.",
underlying_attn_backend.get_name(),

)
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