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vlim/models/glm5next/nvidia/model.py
AT ANOfREEREEX, SMTBEEM (MLA/KDA/MoE) BYRT M EIEFIAR E N3k,

class Glm5NextDecoderLayer(nn.Module):
def __init_ (self, vllm_config, config, layer_idx, prefix, topk_indices_buffer, is_mtp_layer,
**kwargs):
super().__init__()
# RAE config.is_kda_layer(layer_idx) REME R EMTE AL R MLA
is_kda_layer = not is_mtp_layer and config.is_kda_layer(layer_idx)
if is_kda_layer:
self.self_attn = GIm5NextLinearAttention(...) # KDA &KMTEA
else:
self.self_attn = GIm5NextMLAAttention(...) # MLA ST &E A
# MoE = Dense MLP
if config.is_moe and not is_mtp_layer:
self.mlp = GIm5NextMoE(...)
else:
self.mlp = GIm5NextMLP(...)
# mHC (Multi-Head Cross) 5 £ 3%



if config.mhc:
self.pre_fc_norm = RMSNorm(...)

self.post_fc_norm = RMSNorm(...)

vlim/model_executor/layers/sparse_attn_indexer_kpool.py

LT kpool MEERARIIE, XERAERD KV &KFARF S A BIAZOHLE],

fiRRD E FT A0 TAEX B,

def kpool_compress_insert(
k: torch.Tensor,
gate_score: torch.Tensor,
ape: torch.Tensor,
kv_cache: torch.Tensor,
slot_mapping: torch.Tensor,

kpool: int,

head_dim: int,

round_scale: bool,
) -> None:

""¥& kpool NELL token HWALKR— fp8 K F B N Mg,

slot_mapping ZMAE: RAESNT

MNAZ A RSB #kJE 5B,
n = slot_mapping.shape[0]
if n < kpool:

return

pos = torch.arange(n, device=k.device)

valid = slot_mapping >= 0

# ZF BNV EEHRZ ATH

M EE— token XA RAFEAL,

write_mask = valid & (pos >= kpool - 1)
offs = torch.arange(kpool, device=k.device)

idx = (pos - (kpool - 1)).clamp_min(0)[:, None] + offs[None, :]
# AAKE kpool ELHEE ANA#X

kpool_ops.kpool_compress_and_write_cache(

)

kv_cache,

kl[idx], # [n, kpool, head_dim]
gate_scorelidx],

ape,
slot_mapping.to(torch.int64),
pool_size=kpool,
head_dim=head_dim,
write_mask=write_mask,
round_scale=round_scale,
write_cache=True,
return_compressed=~False,
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