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HATHE

« —A)iE: F Qwen3.8-Flash-Next X#: QSA HBTEA. PLE 5RA KV BHEM

- WESME: EERIE, LEHEXRIUTRITAK: get packed_kv_cache_groups BFT &%
HiE X, QSAlndexer By " RE T * "top-k 3%&F + MTP skip_topk ¥ 8 H. PLE &%
n-gram FEEAE. UK _get _ple_embedding_quant_method BB A% IR (BIEEM
X NVFP4 JB&E checkpoint MEHAKKRIR) o XTAEEE vLLM nfIRIK day-0 K
BRI RS IEHZS KV Z2HEMENA, A PR ZERFUEF; EIETCRNEMT AEXR
TEWSITFE o X, PRI NVIDIA B2 A F &, L AMD B2 AXER,

THHES BAL

PR body 8 B B2 % #F HuggingFace E£# Qwen/Qwen3.8-Flash-Next &%, &4 viim
serve —HIREBRE S, FHELE MTP IZAHAERL (num_speculative_tokens=3) 5w[3%&#) PLE
CPU offload (VLLM_PLE_CPU_OFFLOAD=1) , ZiERMZE/NEEEE PLE &% n-gram
embedding. QSA #EUEE . HyperConnection R Z %5 MTP fESZEH, IA vLLM
HuigiE (KV 2524, Mamba JRSEN. EE runner) TREEAR, AL EEHER L
REZREFTFARAR B KIE,

SCINARAR
IR AT 5 DNRR:

1. EASFMEBERA: F3E viim/transformers_utils/configs/qwen4_exp.py 5
vlim/models/qwen4_exp/config.py, EX Qwen4ExpTextConfig.
Qwen4ExpVisionConfig, ¥ _validate_ple_config. _validate_gsa_config.
_validate_ple_layer_ids BB EEAREE (n PLE B2 id &7%M. QSA compress ratio 5
block size BfRX A) , RITEEERERENRANRE,

2. ZRFHA LI (NVIDIA § AMD &—FEJRA)

« PLE B (nvidia/ple_layer.py. amd/ple_layer.py) : SZE\,
Qwen4ExpPLEGroupedNorm 5 Qwen4ExpNGramEmbedding, /&& A splitmix64 &
HEERFIFEXRME (Csplitmixb4. _nth_prime_after. _make_vocab_layout) #i&ErE
M n-gram £ %; NVIDIA MIFSMREHE FP8 embedding A% (
Qwen4ExpPLEFp8EmbeddingMethod) 5 &% 1
_get_ple_embedding_quant_method,



« QSA #HEEE AN (common/gsa_cache.py. nvidialamd/gsa.py. indexer_gsa.py) :
Qwen4ExpQSAFlashAttentionBackend #7& FlashAttentionBackend 1B 52 FrE B #F
Triton kernel (gsa_sparse_paged_attention) ; QSAlndexer ZME L XM token %
BE OERE QK. EZ%E key BA QSACompressedKeyCache, BEEYE key LK
top-k #%#%¥; gsa_cache.py & circular_gsa_slot_mapping.
compressed_gsa_slot_mapping 5 Triton Jt#k#E kernel _build_gsa_metadata_kernel,

« HyperConnection (common/hyperconnection.py. nvidialamd/hyperconnection.py)

: GatedResidual 5ZF, mix / combine_and_mix / combine, Y¥RI—E#H combine 5%
BIEM RMSNorm Bi&, 15fk down+inject #&8&3 A MergedColumnParallelLinear
FHM3E pad F| 16 1TX5F,

3. MTP EfER (nvidialamd/mtp.py) : Qwen4ExpMultiTokenPredictor £ &R
backbone, 1B residual _linear _shared & (fc_embedding + % fc_hidden) ERE
fts MTP 8§ Linear(2H, H): 8/ draft step 3B hidden 7% ([T, H] #/R% Im_head.
[T, hc_count*H] ZRELT—) ; set skip_topk it MTP % 0 K QSA top-k &%, &
%4 8 R3], compact _topk_indices fATIRIERNFEL LS| 4T,

4, KV ZHEFARGER (BOEMIZHE) : viim/vi/core/kv_cache_utils.py EF
_get_packed_kv_cache_groups, 3| UniformTypeKVCacheSpecs IT®&~S 4,
MambaSpec.is_uniform_with_collection ¥ page_size 5 tp_replicated 3Fo2 41 ;
single_type_kv_cache_manager.py Xt CircularBufferSpec iR zeroing 5 block 183K ;
KV Connector NIXL Ml{& & group spec fR 5 scratch cache XHERER; A runner
V2 30 _prepare_ngram_context &5 _get_slot_mapping_mode (X
CircularBufferSpec 3RE SlotMappingMode.NONE) , A ESANRIHBKRT MRV £,
Qwen4Exp X X #F MRV2,

5. BEfb. MEESMHRELE: X3F BF16/ FP8 / NVFP4 / MXFP4 REALR, #i8
nvidia/low_latency _gemm.py (f#[E SM103 89Kz R GEMM %)
fused_moe/oracle/unquantized.py ¥ FlashInfer TRTLLM JE3%#) intermediate 4E
padding MIX act+silu IR BIFFA MoE BLE ; REBTHIE 40+ MAXMHS CIBRE (&
Qwen3.8-Flash-Next-FP8 #) GPU CI lane) , &% PLE. QSA. MTP 5 KV &£%&4T 8,

R

« vllm/models/qwen4_exp/nvidia/ple_layer.py (#3& PLE E; 2£%| source; £
data-contract; &5 Qwen4ExpPLEGroupedNorm,
Qwen4ExpPLEFp8EmbeddingMethod, create_weights, apply) : PLE B NVIDIA 523,
1256 1T#¥E, ®& FP8 embedding k. EMAKI1ES n-gram #iE; #HEXXT
NVFP4/ ;& & &1t checkpoint Mn# & KEIIHESIRE I,

« vlim/models/qwen4_exp/amd/ple_layer.py (13 PLE 2; 2.5 source; &R
data-contract; 5 Qwen4ExpPLEGroupedNorm, Qwen4ExpNGramEmbedding,
_splitmix64, _is_prime_64) : PLE B AMD 523, 5 NVIDIA AR&MXFRIEER D FPS
embedding A7%; zzw09773 BAHTE HANF & XHFHFITIR, FE FP8 checkpoint &
ROCm EF&h#E n-gram %o

« vllm/models/qwen4_exp/common/gsa_cache.py (#£3Rk QSA &7 ; 27| source; £
data-contract; 5 canonical_gsa_rope_positions, _logical_positions,



_logical_to_physical_gsa_slots, circular_gsa_slot_mapping) : QSA M HENZS: FE
raw key ZH5E%E key 58 slot mapping. logical position S AR Triton JoEkiE
kernel; HRXIRLEHEFEIELE num_speculative_tokens=5 Bk KERGX B HAH / KR
EEA X,

vllm/models/qwen4_exp/nvidia/model.py (#£ik R F(K; 2% source; EH
data-contract; &5 without_modelopt_fp4, remap_qgsa_cache_scale_name,
Qwen4ExpSparseMoeBlock, Qwen4ExpDecoderLayer) : I F{K: # layer_type A%
linear_attention/full_attention/MoE/MLP, F# AN PLE. HyperConnection 5§ QSA;

_remap_qgsa_cache_scale_name %32 checkpoint scale £ 3|-&3FrA & BVmkat,

vlim/v1/core/kv_cache_utils.py (#£3k ZHEAH; K5 source; £ refactor; {5
group_and_unify_kv_cache_specs, _get _kv_cache_groups_uniform_groups,
_get_packed_kv_cache_groups, num_groups_for) : B OERIREEN: EF
_get_packed_kv_cache_groups 3| A\ UniformTypeKVCacheSpecs ITHEA 4R,
LucasWilkinson 5§ ivanium 9% # review 53%1& commit Z&EF T, PMFIAREE
A,

vllm/models/qwen4_exp/nvidia/mtp.py (#E3k ERER,; 25| source; ER

data-contract; %5 _remap_ignored_layers, _remap_mtp_weight_name,

_make_draft_vlim_config, Qwen4ExpMultiTokenPredictor) : MTP EfafER

residual_linear_shared &, X RME 5 QSA skip_topk B EH, ZIRMUARIEMMHN

X,

« vlim/models/qwen4_exp/nvidia/gsa.py (#3k SEEHE#; 25| source; ER
data-contract; 5 Qwen4ExpQSAMetadataBuilder,
Qwen4ExpQSAFlashAttentionBackend, get_name, get_supported_kernel_block_sizes)
: QSACEE NGRS LI MK FlashAttentionBackend {B5ZFr£E BA#fF Triton kernel, &=
B supports_kv_connector=False; FP8 KV cache k% #F (4 X abtraore & HMEEANT)

« vlim/models/qwen4_exp/amd/indexer_gsa.py (#ik QSA &3 28 ; 35| source; EA

data-contract; 5 apply_gsa_rope, apply_gsa_rmsnorm, QSAlndexer, output_width)

: AMD fll QSA indexer: AT #HEE GemmaRMSNorm 5 1D/MRoPE H&ER

FlashInfer #&#i, forward F5EHELE key BHEFM top-k #EF, BEARITiLT

skip_topk £ F B EE,

KBS _get _ple_embedding_quant_method, Qwen4ExpNGramEmbedding.forward,
QSAlndexer.forward, circular_gsa_slot_mapping, compressed_gsa_slot_mapping,

_build_gsa_metadata_kernel, Qwen4ExpQSAFlashAttentionBackend.get_impl_cls,
Qwen4ExpMultiTokenPredictor.forward, set_skip_topk, compact_topk_indices,
_get_packed_kv_cache_groups, GatedResidual.combine_and_mix,
_remadp_qgsa_cache_scale_name, _prepare_ngram_context, _get slot_mapping_mode

RERED R B

vlim/models/qwen4_exp/nvidia/ple_layer.py



PLE B NVIDIA 5231, 1256 4T##%, 4 FP8 embedding 735, BMHA L1115 n-gram
BIM; #X%TF NVFP4/ SBEA& B checkpoint Mn#k & KIS ERE R E M,

class Qwen4ExpPLEFp8EmbeddingMethod(QuantizeMethodBase):

""FP8 PLE embedding with one global checkpoint scale.

def create_weights(
self,
layer: nn.Module,
input_size_per_partition: int,
output_partition_sizes: list[int],
input_size: int,
output_size: int,
params_dtype: torch.dtype,
**extra_weight_attrs,
) -> None:
# PLE 8 n-gram &H checkpoint B3R 128 A shard,
# IBITIREIF R EA VocabParallelEmbedding, F thiX B5E
# — N FP8 RESI + — per-tensor ©F scale 3k,
weight_loader = extra_weight_attrs.get("weight_loader")
weight = create_fp8 weight_parameter(
sum(output_partition_sizes), input_size_per_partition, weight_loader
)
layer.register_parameter("weight", weight)
weight_scale = create_fp8_scale_parameter(
PerTensorScaleParameter,
output_partition_sizes,
input_size_per_partition,
None,
weight_loader,
scale_dtype=torch.bfloat16,
)

layer.register_parameter("weight_scale", weight_scale)

def apply(self, layer: nn.Module, x: torch.Tensor, bias=None) -> torch.Tensor:
# PLE £R 25 embedding lookup, %5 GEMM,
# FTAARME FRABEEES,
raise NotImplementedError("PLE FP8 weights only support embedding lookup")

def embedding(self, layer: nn.Module, input_: torch.Tensor) -> torch.Tensor:
# RERBTRFF FP8 RAEER row, REWMNRAEEE T,
return F.embedding(input_, layer.weight)

def get ple_embedding_quant_method(
quant_config: QuantizationConfig | None,
prefix: str,

) -> QuantizeMethodBase | None:

"""Select global-scale FP8 only for quantized PLE checkpoint shards.



# X R (OsakaTX / jschmied) : JB&Ef checkpoint (#1 RadixArk
# NVFP4) By PLE &PX FP8 shard %%, {BH#E K quant_config &
# ModelOpt M3k Fp8Config, W11 SIRE None, 3K
# ngram_embedding.weight_scale Tatm#. BahEK,
if not isinstance(quant_config, Fp8Config):
return None
if not quant_config.is_checkpoint_fp8_serialized:
return None

ignored_layers = quant_config.ignored_layers
if is_layer_skipped(
prefix,
ignored_layers,
quant_config.packed_modules_mapping,
match_mode=quant_config.ignored_layers_match_mode,

return None
# PLE checkpoint shards BT & H—A embedding 5%,
shard_prefix = f"{prefix}.shard_"
if any(name.startswith(shard_prefix) for name in ignored_layers):
return None
return Qwen4ExpPLEFp8EmbeddingMethod()

vliim/models/qwen4_exp/amd/indexer_gsa.py

AMD Il QSA indexer: FT#4EE) GemmaRMSNorm 5 1D/MRoPE & &R Flashlnfer
&H, forward FEEIELE key BT B top-k 3%3F, BANITT skip_topk £ BIEIR,

class QSAlndexer(nn.Module):
""Replicated Q/K projection plus paged, weight-free QSA selection.

def __init__(self, *, vllm_config, config, layer_id, rotary_emb,

quant_config=None, prefix="") -> None:
super().__init_ ()
if vilm_config.cache_config is None:
raise ValueError("QSA requires a paged KV cache")
if vllm_config.model_config.dtype != torch.bfloat16:
raise NotImplementedError("Qwen4Exp QSA currently requires BF16")
self.token_topk = int(config.indexer_budget)
self.compress_ratio = int(config.indexer_compress_ratio)
# MTP % 0 B 3%4F BARMTASTH token; B0 & X RS,
# R4 E T QSA M%RF,
self.skip_topk = False
# #&®. norm. raw key cache 5 compressed key cache BI#4E1L ...

def forward(self, hidden_states, positions, out=None) -> torch.Tensor:
"""Return fixed-width request-relative token indices padded with -1."""
metadata = self._metadata()
if metadata is None:

#MTP 54 E A% 0 buffer; LRBRFRESL -1 EK,



if self.skip_topk and out is not None:
return out

result = torch.full(
(hidden_states.shape[0], self.output_width),
1,
dtype=torch.int32,
device=hidden_states.device,

)

if out is not None:
out.copy_(result)
return out

return result

raw_metadata, compressed_metadata = metadata
num_tokens = raw_metadata.num_actual_tokens
# B3 Q/K, METE token K BN raw key L.
# % compress_ratio ftFHI)T—1E5 N compressed key &7,
g, token_k = self.project_gk(
hidden_states[:num_tokens], positions]..., :num_tokens]

)

self._update_and_compress(
token_k,
positions|..., :num_tokens],
raw_metadata,
compressed_metadata,

)
# skip_topk RfARBEM top-k kernel, HEIEE AEEA buffer,
if self.skip_topk:
if out is None:
raise RuntimeError("QSA top-k reuse requires an output buffer")
return out
return self. select(q, compressed_metadata, out)

T X AR

SANREZWERE review, REMSTENILEL:

« MRV2-only B8%%: LucasWilkinson Z£ APPROVE BfBAREXZ: "i do still think this should
be an MRV2 only model due to the complexity of the MRV1 additions (ideally we
want MRV1 to just be stable and in maintenance mode)", peakcrosser7 EMN "
#53183 Bik MRV2 FAZRIA ", &AM commit bdb03ff MilkR MRV1 &£8X, BAELS
FPEANBEE EREEMERE,

« CircularBufferSpec = &HEFR zeroing: vadiklyutiy 5| A £ (
FullAttention—TQFullAttention—MLAAttention—HiddenStateCache &% " #WELE
NaN") ZIURE zeroing; peakcrosser? 5 ivanium M|HtEE QSA Mg R AiERES
i, BHERR zeroing A T #L#E NIXL PD T block zeroing 5£4580ES, HAGREH



< EARZREEREEMNRL: LucasWilkinson 32EE "we should try to avoid such model
specific code here if possible; we spent alot of effort flushing out the DSv4 model
specific code", #&M kv_cache_utils B4 DeepSeek-V4 eagle 24RIFM; ivanium K5 A
_is_deepseek _v4_eagle WO FEA S,

« Kimi-K3 AR #IFE : vadiklyutiy ZiX3E viim/v1/attention/backends/utils.py B
_get_aligned_state_indices_kernel BRah#3hpL PR ("seems this is perf improvement
only") , gau-nernst E#E revert 7iZXMH5 Kimi-K3 #8&MK, RIEKR PR BE,

« FP8 MoE block-scale refine 8 hack: vadiklyutiy 38 fp8.py F weight_scale_refine #
38 "a bit hacky", IsotrOpy 7&iIA "This is just to make FP8 checkpoint work with dayO,
which isn't designed well" 3% 4 A ¥k PR,

« FlashInfer padding /& 2 & ME F3%: vadiklyutiy B padding J& Flashinfer TRTLLM &
TARTF Triton; peakcrosser7 #AHSZM% (Prefill 4K -13.5%. Prefill 8K -26.7%.
decode TR +3.5% EIR) , %= prefill R EFE. decode BRI, RYE
FlashInfer A 2kIA,

« PLE RE LT weight_loader B4): Slrol 381 load_weights() B
copy_ple_embedding_shard_ fdE&E weight loader, 23R RL AR E E A4 HA;
ivanium B commit 113ff01 &8, RiE/E4L RL IHHRTIER E#H PLE &,

« CircularBufferSpec &N HEFR block zeroing (design): 2B Xt CircularBufferSpec HE
MR zeroing B9EKE), 3B (BEEEAPER + TEREREDS) KL
« BTN MRV2-only #R (design): 48 MRV2-only: & AR MRV1 £5&K5 xR

TR
« Kimi-K3 THIEAZKNE T B AR PR (design): B revert, & PR REALAE Kimi-K3
TCEAEREAZ

« FP8 MoE block-scale refine B hack & [#% (design): AR PR B, KEHLD
¥ fp8-moe-block-scale-refine Bz 3,

« FlashInfer TRTLLM padding /& 2&AMTF Triton (performance): WASZTNEIE 9 E, &
B FlashInfer BkiA; decode EIRMGIA N TT#HZ,

« PLE ARE MK LT weight_loader 4] (correctness): BRAZLEHEEHEREE N, RiF
F%k RL I TIERESH PLE %,

- replicate_shared_expert ZE& N @A ZE (design): FBHEMRBE gwen3_next, EAZ
B R B R ER AL IR, RIBA AR AN

« PLE padded_buffer ¥] i &% w4 num_tokens UK'Z (performance): XA EENI A,
RBY forward B2 EBYE I

R 5 B

QRS RRFEBEEPAE=L:

1. B85 AE T ngram context BIIERME: zzw09773 7 8xMI325X L SMBRIABRE 154 A
decode step 22 23|5Eix ETX, |RER prepare ngram_context ZEIZRHLARRS IS UL R IE
X CPU Il token mirror, &3 %W -1 placeholder; HAH B is_token ids sanitiser
XARH enable_prompt_embeds FFX BT EX 4L placeholder 5E 5 token, & ARiZIA]



B ZEREERSEERIA, EEPHATE BA MTP 8 Qwen3.8-Flash-Next lRE R E-

2. BN KRAZEMEYIE: viim/vl/core/kv_cache_utils.py B93T BB EaFr AR SR

(DeepSeek-V4, Kimi-K3. Jamba) , ivanium BEEZEME 4 NEE (NIXL group spec f&
. scratch cache X3, block BEilrE. PP T mixer i(XE) , BLBAEMANIAFASIGIA
TR, B PR ABERL, EXKAREXRGERS Cl BE,

3. REASRIEARTE: MELNRESERIFHE——NVFP4 + PLE CPU offload 7]
F (peakcrosser7 HIA "time constraints") . SM80 #wi¥FkIK (vowstar IREMNETFIER
—3) . PP + MTP dES:NFF R, FP8 main KV cache #E = gate 548,
num_speculative_tokens=5 fii%& QSA ring BRI kK, XLERHIE PR body IR
TRETEWLEN, ZHrFAFPER, - ¥m: FEEEMRAK:

« AFMI: ST GB200/GB300/H200/MI355X E LA BF16/FP8/NVFP4 34T
Qwen3.8-Flash-Next, FH3F MTP H&AAERS S w[3% PLE CPU offload; 1B NVFP4 +
offload. SM80. PP + MTP SAHERBAMEMKMA R, FETHEIFRIUEAEMILR,

« AGM: KV SHEITEOENFFHE UniformTypeKVCacheSpecs #£5
CircularBufferSpec #l#&, ®raFrAESERNEEZMX; R runner V2 #3% PLE LT
XAEES slot mapping #ERFIKT, record_new_block_ids 94T AR
CircularBufferSpec &%,

« HRAMI: X2 vLLM BRI QwendExp REFREEANNFTE + AMD + Inferact = A thEME
A, B8 RA—H follow-up PR (PLE offload 5%2%&. FP8 KV cache. SM80 X #¥.

FP8 block-scale refine JEs 1R %) , H#IFE T EIFELIRHA,

« RFARIE: BORATE P RAEERENR , EMAEXIIFITE , BEEZIARRK,

TMMZRERER |, EERITAEMERER R FE R ING
PRINUSZS

« PR #53899 [Feat] PLE CPU offload: PR body BAHILEALFE A,
VLLM_PLE_CPU_OFFLOAD=1 {&k#i'® 89 PLE offload worker 5% #F & ; HXZNELIR
AR E X/ PR WAESH K.

« PR #53982 Kernel-side guard for compute slot mapping: zzw09773 FE L # 5k
filing B9 issue: ComputeSlotMappingKernel 3t block 2F T 7|0 FEFF, A
PR CircularBufferSpec #&& & & BT EIMR

« PR #53183 Make MRV2 the default model runner: LucasWilkinson 5 peakcrosser7 1t
& MRV2-only ARSI A, ZMERA PR MRV S50 EHEKE.

« PR #50175 [1/N][warmup] [DSv4] Migrate generic MLA metadata and indexing
kernels: 540K KV 2% / runner / indexer 2£ERHRE —50&8#H 4, LucasWilkinson 1%
38y " JERR DSv4 HAESFENED " T/ERIRBEZ AT,

+ PR #54646 [Core] [MRV2] Freeze gc during V2 CG capture; skip per-descriptor
cleanup: MRV2 MEES CUDA graph #HRBZNEEES, QwendExp B9 QSA THiES
CG IR RAHRBZ AR,

« PR #53155 [ROCm] Keep GLM-5.2 on MRV1 and disable default breakable

cudagraph: MRV1/MRV2 4R KBS B ER]: K PR & Qwen4Exp FR#EIZE MRV2
, 5 GLM-5.2 B MRV R —RFAEL FTHRE,



