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3. &2 compute_logits, B EH Python & R3|ERKEKN logits.index_fill_(1,
self._suppress_idx, -float('inf')), 5§ Gemma4ForConditionalGeneration 8ELA &R Xt
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« vlim/model_executor/models/gemma4_mtp.py (#i3k #EREZ: 25| source; LR
data-contract; &5 Gemma4MTP.compute_logits, Gemma4MTP.load_weights) : &
B8 X 1B2& compute_logits 1 load_weights W %3 CUDA E& 4,
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vlim/model_executor/models/gemma4_mtp.py
BrME B X 88K compute_logits Ao load_weights WA X3 CUDA El%&4,
# gemma4_mip.py REHE (EHEF)

class Gemma4MTP(nn.Module):
def _init_ (self, *, vllm_config: VIImConfig, prefix: str = ""):
# .. BREEAIEL .
draft_cfg = speculative_config.draft_model_config
gen_cfg = draft_cfg.try_get_generation_config()
self._suppress_token_ids = gen_cfg.get("suppress_tokens") if gen_cfg else None
# EIRE Mk, EA compute_logits £ V2 speculator B CUDA B FREA 35 4T,
# WEA Python FIRRI|<htAREEH H2D ¥ (FHIRLAEFEER)

self._suppress_idx: torch.Tensor | None = None

def compute_logits(self, hidden_states: torch.Tensor, spec_step_idx: int = 0) -> torch.Tensor
| None:
if self.masked_embedding is not None:
logits = self.masked_embedding(hidden_states, self. _get full_Im_head_weight())
else:
logits = self.logits_processor(self.Im_head, hidden_states)
if logits is not None and self._suppress_idx is not None:
# (£ index_fill_ &R Python & R35|, #RMIKLAR H2D # L,
logits.index_fill_(1, self._suppress_idx, -float("inf"))
return logits

def load_weights(self, weights: Iterable[tuple[str, torch.Tensor]]) -> set[str]:
self._stable_full_Im_head_weight = None
loader = AutoWeightsLoader(self)
loaded = loader.load_weights(weights, mapper=self.hf_to_vlim_mapper)
if self._suppress_token_ids:
# ERENHEMLRT], WEREEMAE (3E meta) , BERTEFER,
self._suppress_idx = torch.tensor(
self._suppress_token_ids,
dtype=torch.long,
device=next(self.parameters()).device,

)

return loaded
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