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head M 8 padding ®| 64, F#H warning, XE%E Q #HEEXREE—RFIMY padding
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1. BREHNRX HEZRE: &£ flashmla_sparse.py 8 __init__ ¥, RIFBETEMLH kv_cache
RE g_concat_heads: IEEBIET, ¥ num_heads 1a_EEXE R prefill_padding B3k,
BT AE g_concat_shape; EALEMER: num_heads, XA Q BHEZE P X MN—F A
padding & 8],

2. AE forward B&42: A _forward_bf16_kv 3&40 actual_num_heads &%k, HiE
forward_mqga FENEEFF head #; RERMEER _bf16_flash_mla_kernel, UK
actual_num_heads %k, UH A None BHMER g.shape[1]. X#¥ kernel ¥ A403E 52 Pr
head ¥k, #%& padding B head BIANESE head, FEBBRTEAX g.shape[1] BI1K
M, #RT ZAR padding #1E,

3. MRBELE: T tests/kernels/test_concat_mla_q.py F#ig
test_concat_mla_qg_padded_output_heads, 3&iF concat_mla_qg FTUEFEE AN
head-padded B9 F X (RELEREI 8 A head 55 FE—K) ; &
tests/v1/attention/test_sparse_mla_backends.py F E# stub_kernel M3
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4. MEEERSmE: ARIE PR body BY benchmark, TTFT BBIR4 9.5%, & token HBHIEAL 6%
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« vlim/v1/attention/backends/mla/flashmla_sparse.py (#3k 5EEHE3#; B source;
KA core-logic; &5 init, _forward_bf16_kv, bfl16_flash_mla_kernel, forward_mqa) :
BT EXH, BKRT Q BFPXLEA forward 842, LI padding fé&

. tests/kernels/test_concat_mla_qg.py (3 WAMIR; 27| test; £ A test-coverage; &F
5 test_concat_mla_qg_padded_output_heads) : FIEMRIIE concat T EIEF A

padded 24X

. tests/v1/attention/test_sparse_mla_backends.py (3R #HEREHRIE; K5 test; £KR
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*PE55: FlashMLASparselmpl.init, FlashMLASparselmpl. forward_bf16_kv,
FlashMLASparselmpl._bf16_flash_mla_kernel, FlashMLASparselmpl.forward_mqga,
test_concat_mla_qg_padded_output_heads, _stub_kernel
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vliim/v1/attention/backends/mla/flashmla_sparse.py
BT E XX, BKT Q ZFX4HEA forward B4R, ZI padding @&

# vllm/v1/attention/backends/mla/flashmla_sparse.py
from viim.v1.attention.backends.mla.flashmla_sparse import FlashMLASparseImpl

# 7 __init_ FitE g_concat_shape B, JEEL kv_cache FE¥ head #a Ext552| padding
fE3%,
# E/854 concat_mla_q T EEE AB padding B F X, &% kernel REBI=>K padding.
def _init_ (self, ...):

super().__init_ (...)

self.softmax_scale = scale

# Prefill BF16 kernel 3K head #UZ 64 (Hopper) 2 128 (Blackwell) By{Z%k

self.prefill_padding = (

128 if current_platform.is_device_capability_family(100) else 64
)
self.fp8_decode_padded_heads = self._compute_fp8_decode_padded_heads(num_heads)

vlim_config = get_current_vlim_config()
max_tokens = vlim_config.scheduler_config.max_num_batched_tokens
gd_concat_heads = num_heads
# RAEEMBAREE padding, EMERFHRIFEME
if not is_quantized_kv_cache(kv_cache_dtype):
g_concat_heads = (
(num_heads + self.prefill_padding - 1)
// self.prefill_padding
* self.prefill_padding
)

g_concat_shape = (max_tokens, g_concat_heads, head_size)



tests/kernels/test_concat_mla_q.py
FHEMR I concat THEFES A padded ZF X

# tests/kernels/test_concat_mla_q.py

def test_concat_mla_qg_padded_output_heads():
""IOIE concat W[ E#EE AN head-padded B TIEX, "
ql_nope = torch.randn(4, 8, 512, dtype=torch.bfloat16, device="cuda")
g_pe = torch.randn(4, 8, 64, dtype=torch.bfloat16, device="cuda")
# MIEZFX head $iZ 8 BIZEEK (64) , I padding FRIT/EX
g_out = torch.empty(4, 64, 576, dtype=torch.bfloat16, device="cuda")

ops.concat_mla_qg(qgl_nope, g_pe, g_out)

# RELRAT 8 N head 55E(E—3K, HR padding head R ANIRIE (SR ELER)

torch.testing.assert_close(q_out[:, :8], torch.cat((gl_nope, gq_pe), dim=-1))

tests/v1/attention/test_sparse_mla_backends.py
BHOMRLGER IS actual_num_heads %k

# tests/v1/attention/test_sparse_mla_backends.py
# MR E X stub kernel, 340 actual_num_heads £#X
captured = {}

def _stub_kernel(qg, kv, indices, lengths, actual_num_heads):
captured["indices"] = indices
captured["actual_num_heads"] = actual_num_heads
return torch.zeros(g.shape[0], g.shape[1], 512, dtype=q.dtype, device=qg.device)

stub_impl = SimpleNamespace(_bf16_flash_mla_kernel=_stub_kernel)

# BA _forward_bf16_kv BRtE RfEN g.shape[1] ¥EA actual_num_heads
out = FlashMLASparselmpl._forward_bf16_kv(
stub_impl, g, kv_cache, topk_indices, atth_metadata, g.shape[1]

# BT = actual_num_heads 5 T —3K
assert captured["actual_num_heads"] == q.shapel[1]
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review ¥ yewentao256 #tE7T PR HERINTLAF profiling ##E, 7E& chaunceyjiang
JE¥E issue FERIE BAMNE, BT EEPHERIEHRERAFMNEFHE L, FERERN
profiling #4E B R, B(ENHEM 131753 MiB 1#£#H 35| 132785 MiB (+1032 MiB) , B
TTFT E&F TH, KA unresolved 899X,

« W% profiling ¥M%& (testing): #E# chaunceyjiang T issue T4 % T nvidia-smi FAELE
ERIEEANFBMNA 1032 MiB,
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« PR #53755 [Bugfix] Update FlashMLA for sparse decode workspace fix: f8%: REHE2
& FlashMLA sparse Ja3##y workspace 4 Bt5 M4 gL

« PR #53396 [Kimi K3][Kernel] Support DS conv-state layout in fused KDA decode
kernel: #8%: E#EE fused kernel LR padding/ i B iE#eFT 44



